
A Unified Framework for High-Frame-Rate
High-Dynamic-Range Video Synthesis

Thi Hue Nguyen

A THESIS SUBMITTED TO

THE FACULTY OF GRADUATE STUDIES

IN PARTIAL FULFILLMENT OF THE REQUIREMENTS

FOR THE DEGREE OF

MASTER OF SCIENCE

Graduate Program in Electrical Engineering and Computer Science

York University

Toronto, Ontario

July 2025

©Thi Hue Nguyen, 2025



Abstract

Creating high-dynamic-range (HDR) video at high-frame rates is a technically demanding

and application-critical problem, particularly in domains such as cinematography and

autonomous perception. The challenge arises from the limitations of conventional image

sensors in capturing both temporal and radiometric fidelity. This work introduces a unified

framework that jointly addresses HDR reconstruction and temporal interpolation from

sequences captured with alternating exposures. In contrast to prior methods that focus

only on middle-frame interpolation or rely on computationally intensive pipelines, our

approach employs a lightweight, end-to-end network capable of generating HDR frames

at arbitrary timesteps in real time on mid-range GPUs. To mitigate the need for ground-

truth HDR video, we propose a novel self-supervised training paradigm that leverages

reconstruction objectives designed to preserve both photometric accuracy and temporal

coherence. Experimental results demonstrate that our framework not only maintains

competitive visual fidelity but also significantly reduces computational overhead compared

to state-of-the-art baselines.
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Chapter 1

Introduction

1.1 Motivation and Problem

High-dynamic-range (HDR) video has rapidly emerged as a new standard in visual me-

dia, delivering immersive realism through vivid colors, detailed shadows, and striking

highlights. Its adoption spans a wide range of platforms and devices, including high-end

televisions, smartphones, and mainstream streaming services. At the same time, there

is a growing demand for high-frame-rate (HFR) video, which enables smoother motion

rendering, high-quality slow-motion e�ects, and immersive experiences in augmented and

virtual reality (AR/VR). Capturing HFR-HDR video has then become essential for various

applications, including cinematic production, interactive video editing, and autonomous

navigation in complex lighting environments.

Despite the advantages of HFR and HDR videos, combining the two in a single acqui-

sition pipeline remains fundamentally challenging due to the limitations of current sensor

technology. Standard image sensors typically have a limited dynamic range, usually be-

tween 8 to 14 f-stops, which is inadequate for capturing natural scenes that can exceed

17 f-stops [1]. When sensor capacity is exceeded, overexposed regions clip to white, while

underexposed areas are overwhelmed by noise, resulting in irreversible information loss.

Furthermore, in low-light conditions, longer exposure times are necessary to preserve

shadow details. However, this reduces the number of frames that can be recorded per

second, creating a fundamental trade-o� between capturing a high dynamic range and
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maintaining a high frame rate.

Two main approaches have been explored to overcome this problem. The �rst relies on

custom-built HDR sensors [2, 3], which can capture high dynamic range in a single shot.

However, these sensors are expensive and limited to specialized use cases in professional

cinematography or automotive applications. The second, more accessible approach is

exposure bracketing, which captures multiple standard dynamic range (SDR) frames at

varying exposures and fuses them into a single HDR frame. This can be implemented on

consumer devices using alternating exposure sequences (e.g., short{long{short{long), but

it introduces temporal misalignment and limits the achievable frame rate due to exposure

switching latency.

To generate smooth, high-frame-rate HDR video from these sequences, post-processing

techniques such as temporal interpolation are required. Recent hybrid methods [4, 5, 6]

have augmented exposure-bracketed video with event cameras, which o�er �ne-grained

temporal information by capturing per-pixel brightness changes at microsecond latency.

While e�ective, such systems demand complex calibration and specialized hardware, mak-

ing them impractical for widespread use.

In this thesis, we present an alternative, software-only solution for generating high-

frame-rate HDR video from exposure-alternating sequences, without the need for addi-

tional sensors or hardware. While earlier works [7, 8, 9, 10, 11, 12] have addressed HDR

video reconstruction from exposure stacks, they are limited to producing output at the

original input frame rate. More recent e�orts, such as Khanet al. [13], attempt high-

frame-rate synthesis using pre-trained interpolation networks. However, their method

overlooks the complementary nature of alternating exposures and employs a multi-stage

pipeline that is computationally expensive and prone to artifacts.

To overcome these limitations, we propose a uni�ed neural framework for joint HDR

reconstruction and video frame interpolation. Our approach builds on HDRFlow [12],

enhancing it with a lightweight interpolation module capable of synthesizing intermediate

frames at arbitrary time steps. To accommodate diverse training scenarios, we have

developed both a supervised version that utilizes paired HDR ground truth data and a

self-supervised version that relies on photometric and temporal consistency. This makes

our method applicable even in unlabeled settings.
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Figure 1.1: Generating high-frame-rate HDR video from alternating exposures. We pro-

pose a method for joint high dynamic range video reconstruction and interpolation at

arbitrary timesteps using a sequence of alternating exposures between a base exposure

(EV0) and a higher exposure (e.g., EV4). Input frames often exhibit noise in dark re-

gions (EV0) and loss of detail in under- and over-exposed areas (EV0/EV4). Our method

generatesclean shadows and detailed highlights with temporal consistency while

increasing the frame rate through interpolation.

Our method delivers temporally coherent, high-quality HDR video at higher e�ective

frame rates while maintaining low computational and memory overhead. As illustrated

in Figure 1.1, the system achieves smooth motion interpolation and rich detail recon-

struction. The quantitative comparison in Figure 1.2 demonstrates our method's ability

to match or outperform existing techniques while requiring signi�cantly less computa-

tional time. This work bridges the gap between HDR video reconstruction and frame

interpolation, o�ering a practical solution for scalable HDR video synthesis.
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Figure 1.2: Comparison of computational cost and reconstruction quality with prior ap-

proaches. Our method is more e�cient while maintaining comparable or better quality

than state-of-the-art baselines.

1.2 Thesis Contributions

The key contributions of this thesis are:

ˆ We introduce a uni�ed, lightweight neural architecture for joint HDR reconstruction

and frame interpolation. This integrated design not only reduces memory usage

and computational overhead but also allows seamless integration into existing HDR

pipelines to enable interpolation functionality.

ˆ We propose two training strategies: a supervised method using ground-truth HDR

data, and a novel self-supervised framework that enables �ne-tuning of any pre-

trained HDR video reconstruction network for the new interpolation task.

ˆ We conduct extensive experiments to evaluate the performance of our proposed

method. Our �ndings show that our approach achieves comparable performance

in both supervised and self-supervised settings while requiring fewer computational

resources and less memory.
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1.3 Thesis Outline

The remainder of this thesis is organized as follows. Chapter 2 provides background

information on HDR imaging and reviews related work on HDR video reconstruction and

interpolation. Chapter 3 presents our proposed method in detail. Experimental results

and evaluations are discussed in Chapter 4. Finally, Chapter 5 concludes the thesis and

outlines potential directions for future research.
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Chapter 2

Background and Related Work

High-frame-rate high-dynamic-range video synthesis is an emerging research area at the

intersection of two fundamental problems in computational photography: HDR video

reconstruction and video frame interpolation. Although signi�cant progress has been

made in these areas independently, integrating them into a uni�ed framework introduces

unique challenges, particularly in handling exposure variability, motion dynamics, and

temporal consistency. This chapter provides the technical background to understand

these challenges and situates the proposed work within the broader research landscape.

We begin by reviewing the motivation behind HDR imaging and its principles. Next,

we examine exposure bracketing, a widely used technique for capturing HDR content.

We then present video frame interpolation, focusing on deep-learning approaches. Fi-

nally, we review existing methods that attempt to jointly tackle HDR reconstruction and

video frame interpolation (VFI), highlighting their limitations. This comprehensive re-

view highlights key gaps in the literature and motivates the contributions introduced in

the remainder of this thesis.

2.1 High Dynamic Range Imaging

HDR imaging aims to overcome the limitations of conventional SDR systems by enabling

the capture, representation, and display of the full range of light intensities in natural

scenes. This section introduces the motivation behind this technique and the funda-

mental concepts necessary to understand how HDR images di�er from traditional SDR
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counterparts regarding acquisition, storage, and display.

Motivation. HDR imaging is motivated by the need to capture and reproduce the full

range of light intensities in natural scenes. This range, known as thedynamic range,

represents the proportion between the brightest and darkest components an imaging sys-

tem can measure. Dynamic range is typically expressed in units off-stops, calculated as

log2

�
Ymax
Ymin

�
, whereYmax and Ymin denote the maximum and minimum measurable lumi-

nance, respectively. It can also be quanti�ed using other metrics such as contrast ratios

or signal-to-noise ratios in decibels [1].

While the human visual system can perceive contrasts of over 100,000:1 (approximately

17 f-stops), conventional SDR imaging systems typically capture only 8{14 f-stops under

ideal conditions [1]. This limitation stems primarily from the restricted native dynamic

range of consumer-grade image sensors, which struggle in scenes with strong contrast.

For example, consider a scene viewed through a shaded window into bright daylight. A

single exposure setting may either preserve highlight detail outdoors while rendering the

indoor region too dark or recover shadows indoors at the expense of blown-out highlights.

Figure 2.1 illustrates this dilemma: neither a low nor a high exposure alone can faithfully

preserve details across the entire scene.

To overcome this limitation, HDR imaging techniques are used to extend the e�ective

dynamic range beyond what a single exposure can o�er. A common approach is exposure

bracketing, where multiple images of the same scene are captured at varying exposure

values and merged into one HDR image. Another route involves using specialized sensors

with a wider native dynamic range. Both strategies aim to preserve structural and color

details across bright and dark regions, ensuring a more faithful representation of the

real-world scene.

Storing HDR Content. In contrast to SDR images, which are typically stored using

8-bit gamma-compressed formats (e.g., sRGB), HDR images are often stored in a scene-

referred representation with a higher bit depth (e.g., using 16- or 32-bit 
oating point).

This means the pixel values directly re
ect physical scene radiance or sensor irradiance

rather than being adjusted for display. This approach allows HDR images to preserve

their full dynamic range and adapt 
exibly for various output devices.
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(a) Image captured with low EV (b) Image captured with high EV

Figure 2.1: Example of a scene whose dynamic range exceeds the capture capabilities of

a standard camera. No single exposure can preserve both highlight and shadow detail.

(a) A low-exposure setting preserves outdoor detail but loses interior information. (b)

A high exposure setting recovers interior details but causes overexposure in the outdoor

regions. The images are from HDR+ Burst Photography Dataset [14].

Additionally, this representation bene�ts a wide range of downstream applications.

Tasks like relighting, tone mapping, and intrinsic image decomposition bene�t from hav-

ing physically accurate luminance values. Scene-referred HDR also supports algorithmic

reasoning about illumination, exposure, and scene surface geometry, making it essential

for high-quality rendering and computational photography work
ows.

Displaying HDR Content. While some modern displays|such as OLED panels in

high-end smartphones, HDR-enabled televisions, and reference monitors|support the

direct rendering of HDR content using standards like HDR10 or Dolby Vision, the vast

majority of consumer displays still operate within the narrower Standard Dynamic Range

(SDR). As a result, displaying HDR imagery on these devices requires mapping the wide

luminance range of HDR data into the limited range supported by SDR displays. One

na•�ve approach is simply clamping or rescaling HDR values into an 8-bit SDR range, often

discarding highlight or shadow information (see Figure 2.2c). A more e�ective alternative

is to apply a tone mapping operator, which compresses the dynamic range while aiming
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to preserve important perceptual or structural information.

Tone mapping serves di�erent purposes depending on the target application. In artis-

tic work
ows, the focus may be on enhancing the image's visual impact or mood, while

in technical or scienti�c contexts, the goal is typically to preserve �ne details, luminance

relationships, or perceptual contrast [15]. Regardless of the objective, tone mapping is

generally performed using either global or local methods or a hybrid of both. Global tone

mapping [16, 17] applies a single tone curve uniformly across the image, o�ering computa-

tional simplicity and predictable results, but often at the expense of local contrast. Local

tone mapping [18, 19], by contrast, adapts the tone curve based on spatial context{|such

as local luminance statistics|allowing for better preservation of details in both highlights

and shadows across di�erent regions of the scene. For a comprehensive overview of tone

mapping algorithms and their trade-o�s, readers are referred to the work of Mantiuket

al. [20].

For visualization purposes, all HDR images displayed in this thesis are tone-mapped

using Adobe Photoshop's HDR local tone mapping operator. This operator was selected

for its strong balance between contrast enhancement and detail preservation, which aligns

well with our goals of qualitative comparison. Figure 2.2b shows an example of such tone-

mapped output.

2.2 Exposure Bracketing for HDR Imaging

Exposure bracketing is a widely used and e�ective method for capturing HDR content

using standard image sensors. This section discusses basic acquisition strategies and

highlights the unique challenges encountered when applying these methods to dynamic

scenes and video capture.

Acquisition Methods. The central concept of exposure bracketing involves capturing

multiple SDR images of the same scene, each using a di�erent exposure value (EV). While

each covers only a limited portion of the scene's dynamic range, they capture a much wider

range of luminance levels together. This collection can then be merged into a single HDR

image, allowing for reconstructing a complete scene radiance map when properly fused.

The exposure of an image is determined by three parameters: ISO, shutter speed, and

9
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