STUDYING THE EFFECTIVENESS OF
LARGE LANGUAGE MODELS IN BENCHMARK
BIOMEDICAL TASKS

ISRAT JAHAN

A DISSERTATION SUBMITTED TO THE FACULTY OF GRADUATE STUDIES IN
PARTIAL FULFILLMENT OF THE REQUIREMENTS
FOR THE DEGREE OF MASTER OF SCIENCE

GRADUATE PROGRAM IN BIOLOGY

YORK UNIVERSITY
TORONTO, ONTARIO, CANADA
JULY, 2024

OISRAT JAHAN, 2024



Abstract

Recently, Large Language Models (LLMs) have demonstrated impressive capability to solve
a wide range of tasks. However, despite their success across various tasks, no prior work has
investigated their capability in the biomedical domain yet. To this end, this thesis aims to eval-
uate the performance of LLMs on benchmark biomedical tasks. For this purpose, a comprehen-
sive evaluation of 4 popular LLMs in 6 diverse biomedical tasks across 26 datasets has been
conducted. Interestingly, this evaluation shows that in biomedical datasets that have smaller
training sets, zero-shot LLMs even outperform the current state-of-the-art models when they
were fine-tuned only on the training set of these datasets. This suggests that pretraining on
large text corpora makes LLMs quite specialized even in the biomedical domain. The findings
also shows that not a single LLM can outperform other LL.Ms in all tasks, with the performance
of different LLMs may vary depending on the task. While their performance is still quite poor
in comparison to the biomedical models that were fine-tuned on large training sets, this study
demonstrates that LLMs have the potential to be a valuable tool for various biomedical tasks

that lack large annotated data.
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1 Introduction

The rapid growth of Large Language Models (LLMs) (Rogers et al., 2021) has led to dramatic
progress in various domains, including biology (Kalyan et al., 2022). These powerful language
models are trained on vast amounts of text data, allowing them to understand and generate
natural language, identify patterns, and make predictions. This has opened up a new avenue of
research and development, with applications ranging from protein design to drug discovery to
personalized medicine (Zhang et al., 2024b; Madani et al., 2023).

In early years, specialized language models like BioBERT (Bidirectional Encoder Representa-
tions from Transformers for Biomedical Text Mining) (Lee et al., 2020), BioBART (Bidirec-
tional and Auto-Regressive Transformers for the Biomedical Domain) (Yuan et al., 2022a),
BioGPT (Generative Pre-trained Transformer for Biomedical Text Generation and Mining)
(Luo et al., 2022a), etc. have been proposed which demonstrated promising results in the
biomedical domain. However, these models required task-specific finetuning on labeled datasets.
Since fine-tuning requires a good amount of training examples (e.g., more than thousands
of samples) to re-train a pre-trained language model on a specific task, this process is time-
consuming due to the requirement of developing task-specific large annotated datasets, along-
side requiring extensive machine learning expertise to train and evaluate these models. In con-
trast, zero-shot learning (Wang et al., 2019) enables a trained model to complete a task with-

out the need for fine-tuning on task-specific datasets. The impressive zero-shot capabilities of



LLMs (Laskar et al., 2023a) make it possible to use them off-the-shelf to solve a wide range of
tasks in various domains, without requiring any extensive skills in machine learning or computer
programming to use them.

Nonetheless, in a sensitive discipline like biomedicine, it is important to ensure the usage of
a system that is accurate and reliable. Since there are hundreds of LLMs that are currently
available, it is important to choose the right LLM to use in this domain. While there are a large
number of studies on various biomedical tasks (Liu et al., 2023d; Rahman et al., 2021; Morid
et al., 2021; Cohen and Hersh, 2005; Wang et al., 2021), such as genomic sequence analysis
(O’Brien et al., 2018; Ji et al., 2021b), disease diagnosis (Ali et al., 2021), drug discovery
(Shaker et al., 2021; Martinelli, 2022; Pandiyan and Wang, 2022), cancer research (Nguyen
et al., 2019), vaccine development (Soleymani et al., 2022), etc., it should be noted that the
biomedical text processing task is closely related to all these tasks as it serves as a critical
component and enabler by providing automated methods for extracting information from the
vast amount of textual data in the biomedical domain. In this regard, this thesis aims to conduct
a comprehensive evaluation of popular LLMs in benchmark biomedical text processing tasks
to identify their advantages and limitations. For this purpose, the existing LLM-based zero-
shot state-of-the-art (SOTA) approaches are extensively evaluated. In the following, at first, the
background of various core components of this research are presented. Afterward, the main
hypotheses for this thesis are discussed. Then the research objectives are discussed. Finally, the

main contributions to the thesis are demonstrated.

1.1 Background

Language modeling is the process of creating a model that can predict the likelihood of a se-

quence of words. This involves using statistical and probabilistic techniques to understand



and generate human language. In recent years, powerful language models have been built by
pre-training them on massive amounts of text corpora. These language models are now the
backbone of various biomedical Artificial Intelligence (Al) applications. In this section, at first
various language models that are proposed in recent years in the biomedical domain are briefly
reviewed, followed by a brief introduction to the LLMs that have been studied in this thesis.
Afterward, the biomedical tasks that are studied in this thesis are demonstrated. Finally, various

prompting techniques to interact with LLMs are discussed.

1.1.1 Language Models for The Biomedical Domain

In recent years, the effective utilization of neural networks based on the Transformer archi-
tecture (Vaswani et al., 2017) to build Natural Language Processing (NLP) models like BERT
(Devlin et al., 2019) and GPT (Radford et al., 2019) have led to significant progress in the
utilization of Al technologies. These neural models are first pre-trained on a vast amount of un-
labeled text corpora in a self-supervised fashion for language modeling followed by fine-tuning
on task-specific datasets to achieve SOTA results in various text processing tasks (Rogers et al.,
2021). BERT leverages the encoder of the transformer architecture, this restricts models based
on the BERT architecture to be only applicable to discriminative tasks like text classification.
Meanwhile, GPT leverages the decoder of the transformer model which allows it to be used
for text generation tasks. In addition to these models, sequence-to-sequence models like BART
(Lewis et al., 2019) that leverage both the encoder and the decoder of the transformer have
also emerged as a powerful approach in various text generation tasks in the biomedical domain
(Yuan et al., 2022a). Figure 1.1 demonstrates various pre-training techniques depending on the
model type.

It has been observed that further domain-specific pre-training of these models on the biomedical

text corpora followed by fine-tuning on task-specific biomedical datasets (see Figure 1.2) have



helped these models to achieve SOTA performance in a variety of Biomedical NLP (BioNLP)
tasks (Lee et al., 2020; Alsentzer et al., 2019; Beltagy et al., 2019; Gu et al., 2020; Peng et al.,
2019; raj Kanakarajan et al., 2021; Gu et al., 2021). This has led to the development of various
language models for the biomedical domain, such as BioBERT (Lee et al., 2020), Clinical-
BERT (Alsentzer et al., 2019), BioBART (Yuan et al., 2022a), BioElectra (raj Kanakarajan
et al., 2021), BioGPT (Luo et al., 2022a), ProteinBERT (Brandes et al., 2022), DNABERT (Ji
etal., 2021b) etc. However, one major limitation of using such fine-tuned models is that they re-
quire task-specific large annotated datasets, which is significantly less available in the BioNLP
domain in comparison to the general NLP domain (Tajbakhsh et al., 2020). Nonetheless, a vast
amount of unlabeled textual data is available in the field of biomedicine. While the scarcity of
annotated datasets in this domain makes it difficult to build suitable models for biomedical tasks
that lack large annotated datasets, having a strong zero-shot model could potentially alleviate
the need for large annotated datasets, as it could enable the model to perform well on tasks it
was not exclusively trained on. Below, we demonstrate how larger language models address

this problem.

1.1.2 Large Language Models

The task-specific fine-tuning of pre-trained language models on large annotated datasets led to
impressive gains in performance. However, many tasks do not have large annotated datasets
available, especially in specialized domains like biomedicine. This limitation of requiring task-
specific large annotated datasets has led to the development of GPT-3 (Brown et al., 2020),
a larger language model that is much larger in size than its predecessor GPT-2 (as well as
other contemporary language models from the GPT-2 era, such as BERT), being trained on

massive text corpora via leveraging extensive computing resources. This new generation of
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BERT GPT BART

Figure 1.1: An overview of various pre-training techniques depending on the model type: on the left, (i)
BERT for the encoder-based models to predict the masked words/tokens in a sequence (e.g., masked lan-
guage modeling for text classification) based on the bidirectional context, then (ii) GPT for the decoder-
based model to predict the next word in a sequence (e.g., auto-regressive language modeling for text
generation) based on the context from the previous words, and finally (iii) BART for the encoder-decoder
based model that utilizes both the encoder and the decoder of transformer with the encoders being used
for text classification type objective while the decoders being used for text generation objectives. This
figure is taken from the BART paper (Lewis et al., 2019).

large autoregressive! decoder-based language models like GPT-3 (Brown et al., 2020) have
demonstrated impressive few-shot learning capability, instead of requiring any fine-tuning on
task-specific large annotated datasets. With the success of GPT-3 in few-shot scenarios, a new
variant of GPT-3 called the InstructGPT (in other words, GPT-3.5) model (Ouyang et al., 2022)
has been proposed that demonstrates better capability at following instructions than the orig-
inal GPT-3 model, resulting in an impressive zero-shot performance across a wide range of
language processing tasks, including text classification, question answering, and text summa-
rization (Qin et al., 2023; Bang et al., 2023; Yang et al., 2023). ChatGPT? is the latest addition
in the GPT-3.5 series models that additionally uses dialog-based instructional data during its
training phase. Recently, more decoder-based LLMs such as PaLM? (Chowdhery et al., 2022;
Anil et al., 2023; Singhal et al., 2023), Claude®, LLaMA? (Touvron et al., 2023a,b) etc. have

! An autoregressive language model is a type of statistical model that is used to predict the next word in a text
sequence based on the previous words in that sequence.

Inttps://openai.com/blog/chatgpt

3https://ai.google/discover/palm2/

*https://www.claudeai.ai/

Shttps://ai.meta.com/blog/large-language-model-1lama-meta-ai/
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Figure 1.2: Overview of the continual pre-training of language models (e.g., BioBERT) for the adaptation
to the biomedical domain followed by fine-tuning. This figure is also taken from the BioBERT paper
(Lee et al., 2020).

been proposed that also achieve impressive performance in a wide range of tasks. All these
LLMs including ChatGPT are first pre-trained on a large amount of textual data to predict the
next token and then fine-tuned using a process called reinforcement learning (Kaelbling et al.,
1996) from human feedback (RLHF) that leveraged both supervised learning and reinforcement
learning techniques. While the supervised learning phase aimed to train the model to produce
high-quality responses, the reinforcement learning phase of the RLHF process aimed to further
improve the model’s performance by using human trainers to provide feedback on its responses.
In this phase, human trainers (see Figure 1.3) ranked the responses that the model had created
in a previous conversation.

The capabilities of LLMs to also generate human-like responses alongside their zero-shot ca-
pabilities across various tasks have led to the development of LLM-powered automated tools.
Systems built on top of LLM technologies can also be useful for researchers and practitioners in
specialized domains like biology and medicine to find relevant information and extract insights
from this vast corpus of unannotated biomedical data. However, despite being evaluated on
various traditional NLP tasks, there is a lack of comprehensive studies that evaluate LLMs in

the biomedical domain (Laskar et al., 2024).
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Figure 1.3: An overview of the overall training procedure of LLMs that combines supervised
learning with reinforcement learning to train a reward model. This figure is taken from OpenAl
(https://openai.com/index/chatgpt/). Last accessed June 1, 2024.

To this end, this research aims to evaluate LLMs across benchmark biomedical tasks. Below,

these benchmark biomedical tasks have been demonstrated.

1.1.3 Biomedical Tasks Description

The biomedical text processing task refers to the use of computational techniques to analyze and

extract information from textual data in the field of biomedicine. It can be defined as follows:

T:X—Y (1.1

Here, X represents the input text for the given task 7', and Y represents the output gen-

erated. In the following, the description of the benchmark biomedical text processing tasks that
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have been studied in this research along with some examples are demonstrated.

Biomedical named entity recognition

Named Entity Recognition (NER) is the task of identifying named entities like person, loca-
tion, organization, drug, disease, etc. in a given text (Yadav and Bethard, 2018). In the case
of biomedical NER, this task aims to extract the biomedical named entities, such as genes,
proteins, diseases, chemicals, etc., from the literature to improve biomedical research.

Example: The patient has been diagnosed with a rare form of cancer and is undergoing
chemotherapy treatment with the drug Taxol.

Expected NER classifications:
* NER (Disease): “rare form of cancer”.
* NER (Treatment): “chemotherapy”.

* NER (Drug): “Taxol”.

Biomedical relation extraction

The relation extraction task aims to extract relations between named entities in a given text
(Zhong and Chen, 2021). In the biomedical relation extraction task, the aim is to analyze
textual data by identifying which gene/variants are responsible for which diseases, which treat-
ment/drug is effective for which disease, as well as identifying drug-drug interactions, etc.

Example: The patient has been diagnosed with a rare form of cancer and is undergoing
chemotherapy treatment with the drug Taxol.

Expected relation extractions:

 Relation (Treatment of a Disease): “‘chemotherapy” is a treatment for “rare form of can-

99

cer .



* Relation (Drug used in Treatment): “Taxol” is a drug used in “chemotherapy”.

Biomedical entity linking

The entity linking task focuses on linking named entities in a text to their corresponding entries
in a knowledge base (Laskar et al., 2022a,b). In the case of the biomedical entity linking task, it
involves recognizing and linking biomedical named entities in unstructured text to their correct
definitions, e.g., to the corresponding entries in structured knowledge bases or ontologies.
Example: The patient has been diagnosed with a rare form of cancer and is undergoing
chemotherapy treatment with the drug Taxol.
Expected entity linking: A biomedical entity linking system may link the drug Taxol to the

following link: https://chemocare.com/drugin fo/taxol.

Biomedical text classification

For a given text, the goal of this task is to classify the text into a specific category. One ex-
ample to classify a given sentence in one of the 10 hallmarks of cancer taxonomy has been
demonstrated below:

Example: “Heterogeneity in DNA damage within the cell population was observed as a func-
tion of radiation dose.”

Expected result: Genomic Instability and Mutation.

Biomedical question answering

The biomedical question-answering task involves retrieving the relevant answer for the given
question related to the biomedical literature, such as scientific articles, medical records, and
clinical trials. This task is of great importance as it can help healthcare professionals, re-

searchers, and patients access relevant information quickly and efficiently, which can have a



significant impact on patient care, drug development, and medical research.

Example: What is recommended for thalassemia patients ?

* Candidate Answer 1: Chemotherapy may be used to: Cure the cancer, shrink the cancer,

and prevent the cancer from spreading.

* Candidate Answer 2: Regular blood transfusions can help provide the body with normal

red blood cells containing normal hemoglobin.

Expected answer: The candidate answer 2 should be retrieved as a relevant answer (Abacha

et al., 2019; He et al., 2020).

Biomedical text summarization

The main purpose of the text summarization task is to generate a short concise summary of
the given document (El-Kassas et al., 2021; Laskar et al., 2022c¢). The generation of short
summaries of biomedical texts would help reduce the time spent reviewing lengthy electronic
health records / patient queries in healthcare forums / doctor-patient conversations, resulting in
improving the efficiency of the healthcare system.

Example: Patient is a 62-year-old female with a medical history of hyperlipidemia, os-
teoarthritis, and previous cerebrovascular accident. She presented with sudden onset of dizzi-
ness and palpitations that began a day ago. An electrocardiogram was immediately conducted,
which indicated the presence of atrial fibrillation. She was promptly hospitalized for monitoring
and commenced on anticoagulation therapy with warfarin and rate-controlling medications like
beta-blockers.

Expected summary: A 62-year-old female with a history of hyperlipidemia, osteoarthritis,

and a previous cerebrovascular accident experienced sudden dizziness and palpitations. An
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ECG confirmed atrial fibrillation, leading to her hospitalization and treatment with warfarin

and beta-blockers.

1.1.4 Prompting Large Language Models

The three settings we explore for in-context learning

Zero-shot

The model predicts the answer given only a natural language
description of the task. No gradient updates are performed.

Translate English to French: task description

cheese =» prampt

One-shot

In addition to the task description, the madel sees a single
example of the task. No gradient updates are performed.

Translate English to French:

task description

sea otter == loutre de mer example
el = prampd
Few-shot

In addition to the task description, the model sees a few
examples of the task. No gradient updates are performed,

Translate English to French:
sea otter => loutre de mer examples
peppermint => menthe poivrée

plush girafe == girafe peluche

cheese == prompt

task description

Traditional fine-tuning (not used for GPT-3)

Fine-tuning

The maodel is trained via repeated gradient updates using a
large corpus of example tasks.

sea otter == loutre de mer axample #1
peppermint == menthe poivrée axample #2
plush giraffe == girafe peluche example #N
cheese => prompt

Figure 1.4: Overview of zero-shot, one-shot, few-shot, and traditional fine-tuning techniques. This figure

is taken from the GPT-3 paper (Brown et al., 2020).

The utilization of LLMs in the biomedical domain would require a proper understanding

of the complex linguistic characteristics of biomedical texts. In order to interact with LLMs, it

is important to create prompts. A “prompt’ refers to a piece of text or a set of instructions given
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to an Al language model to guide its generation of text, which empowers it to produce better
responses by grasping the provided context. Since LLMs are sensitive to prompts (Liu et al.,
2023b; Jahan et al., 2023), it is important to design effective prompts to ensure the optimal
utilization of LLMs. This can be achieved via prompt engineering. More specifically, prompt
engineering is the process of designing prompts to effectively interact with and guide responses
from LLMs. Thus, the goal of prompt engineering is to create a refined prompt that elicits the
desired information or behavior from the model, enabling LLMs to even gain domain expertise
and understand downstream tasks more effectively (Naveed et al., 2023).

LLMs can be prompted with both zero-shot and few-shot instructions. In zero-shot Learn-
ing, the model is required to identify and classify action categories that were not present during
the training phase. Zero-shot utilization is becoming increasingly popular for several reasons,
such as, eliminating the need for labeled examples, simplifying model development complex-
ities without requiring fine-tuning on labeled data, and also assessing generalization to novel
tasks. On the other hand, few-shot learning involves predicting new categories with only a
limited number of labeled samples provided (Fink, 2004; Fei-Fei et al., 2006). It utilizes a
small number of input-output examples closely associated with the test input as a prompt to
improve the performance of LLMs. It’s important to ensure that the selected input-output ex-
amples cover a wide range of diversity (Zhang et al., 2022). When there is just a single labeled
example given, few-shot learning is called one-shot learning (Fei-Fei et al., 2006). Examples
demonstrating zero-shot, one-shot, few-shot, and traditional fine-tuning are demonstrated in
Figure 1.4.

Nonetheless, for both zero-shot and few-shot scenarios, the performance of LLMs may notably
decline when no task demonstrations are provided. For task generalization, task demonstrations
and intermediate reasoning steps like chain-of-thought learning (Wei et al., 2022) in the prompt

play a crucial role because clear instructions are necessary for language models to comprehend
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an unfamiliar task (Kojima et al., 2022; Wei et al., 2021; Lampinen et al., 2022).

With the increasing usage of LLMs in various domains like biology, healthcare, robotics,
education, and scientific research, the necessity to use LLMs to perform certain tasks only
based on fewer examples (or even no examples at all) without requiring any advanced machine
learning techniques has become more important than ever. Thus, the effective construction of
prompts based on prompt engineering is important to best utilize these LLMs in biomedical
applications. In this regard, domain-specific knowledge in the biomedical domain could play a
pivotal role in improving the performance of LLMs in biomedical tasks by developing useful

and effective prompts.

1.2 Hypothesis
This thesis has three main hypotheses:

* With the release of many LLLMs in recent years, it is difficult to determine which LLMs
are suitable for what tasks. A comprehensive evaluation of LLLMs across a wide range of
biomedical tasks will help to identify the right LLM for specific biomedical tasks. There-
fore, the hypothesis is that not a single LLM may outperform others in all biomedical

tasks and so their performance may vary on different tasks.

* Domain-specific knowledge is required to understand the complex linguistic structure
of biomedical texts for the development of task-specific prompts. Thus, the hypothesis
here is that, the same LLM may perform differently based on prompt variations, while
different LLMs may follow the instructions given in a prompt differently. Thus, a com-
prehensive evaluation of LLMs based on the constructed prompts will help to understand

this hypothesis.
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* Moreover, domain-specific knowledge is also required to ensure a reliable evaluation of
LLM:s in biomedical datasets and tasks. This will help to identify the limitations of such
models in this domain to pave the way for the development of more powerful LLMs in the
future. The hypothesis here is that many biomedical datasets will require the intervention
of humans to ensure a reliable evaluation which may not be possible otherwise without

extensive human evaluation.

1.3 Research Objectives
To achieve the goals of this research, the following objectives are pursued:

* Benchmarking Large Language Models: Evaluate the performance of popular LLMs,
like ChatGPT, PaLM, Claude, and LLaMA on diverse biomedical tasks, including (1)
biomedical Named Entity Recognition (NER), (ii) biomedical relation extraction, (iii)
biomedical entity linking, (iv) biomedical text classification, (v) biomedical question an-
swering, and (vi) biomedical text summarization. This will provide insights into the
capabilities and limitations of different LLMs in various biomedical tasks which will be

helpful to identify which LLLMs are suitable for what task.

 Effective Development of Textual Prompts: Investigate the optimal approach to con-
struct prompts for LLMs by leveraging domain-specific knowledge to improve their per-
formance in the biomedical domain. This objective requires an understanding of the
complex linguistic structure of biomedical texts for the development of effective prompts

to ensure the most optimal utilization of LLMs.

* Human Evaluation of Large Language Model Outputs: Develop a reliable evaluation

method for LLMs in the biomedical domain by utilizing domain-specific knowledge to
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assess the complex linguistic structure of generated texts. This objective will address the
challenges of the lack of domain experts in evaluating generative outputs in the biomedi-

cal domain.
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2 Methodology

This section demonstrates how the prompts are designed for different datasets and tasks, de-
scribes the LLMs that have been studied in this thesis, and presents the evaluation pipeline. An

overview of the methodology is also shown in Figure 2.1.

Relation Extraction ‘ ‘ Named Entity Recognition] [ Entity Linking ‘ ‘ Text Classification J ‘ Question Answering ‘ ‘ Text Summarization ‘
l . l 1 l ) /leMdlADt ) g l -
( 1. BCACHEMD Dataset [ 1.BCSCDR Dataset 1. HoC Dataset - PubMedQA Datasef 1. iCliniq Dataset
(lé:ec'f"i:;:‘_gi:is:;) “/(Dmg /Chemical) \ | (Chemical/Disease) (Cancer) (Ternary Labels) [ (Dialogue Summarization) \
2. BCSCDR-Chem Dataset 2. Cometa Dataset 2. LitCovid Dataset P e 2, HealthCareMagic Dataset
?[',:Jbg'_r:.:!rg:i’)““ (Drug/Chemical) (Clinical Terms) {_(Covid) Y, (Binary Labels) (Dialogue Summarization)
3. BC5CDR-Disease Dataset 3. NCBI Dataset 3. MeQSum Dataset
f[',:f?_nr::;a)"t (Disease) | (Disease) ) (Question Summarization)
\ ) S _
~ ~ 4. NCBI-Disease Dataset 4. MEDIQA-QS Dataset
(Disease) (Question Summarization)
5. JNLPBA Dataset 5. MEDIQA-MAS Dataset
(Gene/Protein) (Answer Summarization)
6. BC2GM Dataset 6. MEDIQA-ANS Dataset
(Gene/Protein) (Answer Summarization)
7. Linnaeus Dataset 7. eLife Dataset
(Species) (Article Summarization)
8. 5800 Dataset ) | 8.PLOS Dataset /
&Species) J \ (Article Summarization) //
Dataset )
‘ Specific
| Prompt e

\___ Construction J

( Response Generation by LLMs:
« GPT-3.5
e« PalLM-2
« Claude-2

{ o Llama-2

i Hybrid Evaluation:
» Named Entity Recognition
o Entity Linking
» Text Classification
.

pN L4 J

/ c
Automatic Evaluation:

Human Evaluation:
® Text Summarization

® Relation Extraction

Figure 2.1: An overview of the methodology to evaluate 6 biomedical tasks across 26 datasets in this
thesis. At first, the prompts are constructed for each dataset. Then, the responses are generated for each
dataset using respective LLMs. Finally, depending on the task, various evaluation techniques are applied.
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2.1 Datasets and Prompts

For a given test sample X in a dataset D, first a task instruction 7 is prepared. Then, the test
sample X is concatenated with the task instruction 7 to construct the prompt P. Afterward, the
prompt P is given as input to generate the response R. Below, the prompt P constructed for each

task depending on the respective dataset has been demonstrated.

2.1.1 NER

The entities in the Named Entity Recognition (NER) task can be of various types, such as
Person, Location, Organization, etc (Si et al., 2005). In the biomedical domain, the named
entities can be Genes, Proteins, Diseases, etc (Huang et al., 2005).

In this thesis, prompts for NER are designed to identify the biomedical named entities in a
given text in the BIO format. Note that the BIO format is a common tagging scheme used to
label tokens in a text with their corresponding entity types. BIO stands for Beginning, Inside,
Outside, and it helps to distinguish between the beginning of an entity, the continuation of an
entity, and tokens that are not part of any entity.

B - (Beginning): This tag is used to indicate the beginning of an entity. For instance, in the
phrase “John Doe”, “John” would be tagged as “B-PER” (Beginning of a Person).

I - (Inside): This tag indicates that the token is inside an entity that started with the B-tag. For
example, in “John Doe”, “Doe” would be tagged as “I-PER” (Inside the Person type named
entity).

O - (Outside): This tag is used for tokens that are not part of any entity. For instance, in the
sentence “John Doe is a software engineer”, words like “is”, “a”, “software”, and "engineer”
would be tagged as “O”.

An example sentence with BIO tagging might look like this:
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“John B-PER Doe I-PER is O a O software O engineer O . O”

To construct the prompt for NER, the description of the BIO format is also added along with

the task instructions. For NER, the BC2GM (Smith et al., 2008) and the JNLPBA (Collier

and Kim, 2004) datasets are used for gene/protein entity recognition, BC4ACHEMD (Krallinger

et al., 2015) and BCSCDR-CHEM (Li et al., 2016) datasets are used for drug/chemical entity

recognition, BC5CDR-Disease (Li et al., 2016) and NCBI-Disease (Dougan et al., 2014) are

used for disease type entity recognition, LINNAEUS (Gerner et al., 2010) and s800 (Pafilis

et al., 2013) are used for species type entity recognition. The prompts for this task are shown in

Table 2.1.

Table 2.1: Sample Prompts in Different Named Entity Recognition (NER) Datasets.

Dataset Type Data Split Prompt

(Train / Valid / Test)
BC2GM Gene / Protein 12574 /12519 /5038 Below, we provide a biomedical text:
BC4CHEMD Drug / Chemical 30682 /30639 / 26364 [TEXT]
BC5CDR-CHEM Drug / Chemical 4560 /4581 /4797 You need to identify the [ENTITY] type named entities in the
BCS5CDR-Disease Disease 4560 /4581 /4797 above text. To identify the named entities, please tag each to-
JNLPBA Gene / Protein 14690 / 3856 / 3856 ken of the given text in the ’BIO’ format as either: ‘B’ or ‘I’ or
LINNAEUS Species 1193574078 / 7142 ‘0.
NCBI-Disease Disease 5424 /923 /940 The BIO format stands for Beginning, Inside, Outside. It pro-
s800 Species 57337830/ 1630 vides a way to label individual tokens in a given text to indicate

whether they are part of a named entity.

In the BIO format, each token in a text is labeled with a tag
that represents its role in a named entity. For our case, there
are three possible tags:

B: it indicates that the token is the beginning of the [ENTITY]
type named entity (i.e., the first token of a [ENTITY] type
named entity).

I: it indicates the token is inside a [ENTITY] type named entity
(i.e., any token other than the first token of a [ENTITY] type
named entity).

O: it indicates that the token is outside any named entity. In
other words, it is not part of any named entity.

Below, each token of the biomedical text is provided (separated
by new line). Now please assign the correct tag to each token.
Return your result for each token in a newline in the following
format -> token: assigned_tag:

[LIST OF LINE SEPARATED TOKENS]
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2.1.2 Relation extraction

To identify the possible relation between entities mentioned in a given text, the prompts are

designed depending on the dataset. For this purpose, the prompts are constructed for chemical-

disease-relation in the BC5SCDR dataset (Li et al., 2016), drug-target-interaction in the KD-DTI

dataset (Hou et al., 2022), and drug—drug-interaction in the DDI dataset (Herrero-Zazo et al.,

2013). In the BCSCDR dataset, the LLLM is prompted to identify the drug and drug-induced

side effects. In KD-DTI, the LLM is prompted to identify the drug-target interactions alongside

the interaction types. In the DDI dataset, the LLM is again asked to identify the drug-drug

interactions alongside the interaction types. Since the possible interaction types in DDI is only

4 (whereas in KD-DTI there are more than 20 interaction types), the definition is also added for

each interaction type for DDI. The prompts used for these datasets are demonstrated in Table

2.2.
Table 2.2: Sample Prompts in Different Relation Extraction Datasets.

Dataset Type Data Split Prompt

(Train / Valid / Test)

BC5CDR Chemical-Disease 500 /500 /500 Identify each pair of drugs and the drug-induced side-effects (e.g., diseases)
in the following passage:
[PASSAGE]

KD-DTI Drug-Target 12K/ 1K/ 1.3K Identify the drug-target interactions in the following passage (along with
the interaction type among the following: ‘inhibitor’, ‘agonist’, ‘modu-
lator’, ‘activator’, ‘blocker’, ‘inducer’, ‘antagonist’, ‘cleavage’, ‘disrup-
tion’, ‘intercalation’, ‘inactivator’, ‘bind’, ‘binder’, ‘partial agonist’, ‘cofac-
tor’, ‘substrate’, ‘ligand’, ‘chelator’, ‘downregulator’, ‘other’, ‘antibody’,
‘other/unknown’): [PASSAGE)]

DDI Drug-Drug 664 /50/ 191 Identify the pairs of drug-drug interactions in the passage given below based

on one of the following interaction types:

(i) mechanism: this type is used to identify drug-drug interactions that are
described by their pharmacokinetic mechanism.

(ii) effect: this type is used to identify drug-drug interactions describing an
effect.

(iii) advice: this type is used when a recommendation or advice regarding a
drug-drug interaction is given.

(iv) int: this type is used when a drug-drug interaction appears in the text
without providing any additional information.

[PASSAGE]
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2.1.3 Entity linking

To identify whether LLMs can link named entities to their correct definitions based on their
pre-training knowledge, the work of Yuan et al. (2022b) has been followed for the generative
entity linking task by asking LLMs to identify the correct concept names for the named entities.
For evaluation, the BCSCDR (Li et al., 2016) dataset for the entity linking of disease/chemical
type named entities, the NCBI (Dougan et al., 2014) dataset to link diseases, and the COMETA
(Basaldella et al., 2020) dataset to link clinical terms have been used. The sample prompts for

this task are shown in Table 2.3.

Table 2.3: Sample Prompts in Different Entity Linking Datasets.

Dataset Type Data Split Prompt
(Train / Valid / Test)
BC5CDR Disease/Chemical 9285/9515/9654 [TEXTs <START> ENTITY <END> TEXTE]
COMETA Clinical Terms 13489 /2176 /4350 In the biomedical text given above, what does the entity between
NCBI Disease 5784717877960 the START and the END token refer to?

2.1.4 Question answering

For the question-answering task, the performance of LLMs has been evaluated on the Pub-
MedQA dataset (Jin et al., 2019) and the MEDIQA-2019 dataset (Abacha et al., 2019). In the
PubmedQA dataset, the question, the reference context, and the answer are given as input to the
LLMs to determine whether the answer to the given question can be inferred from the provided
reference context with LLMs being prompted to reply either as yes, no, or maybe, as required by
the task. In the MEDIQA-2019 dataset, the LLMs are asked to determine whether the retrieved
answer for the given question is relevant or not (Laskar et al., 2020). In the MediQA-2019
dataset, there are 4 different labels, where 4 indicate excellent answers, 3 indicate correct but
incomplete answers, 2 indicate related answers, and 1 indicates incorrect answers. In this eval-

uation, the work of Xu et al. (2019) is followed and the labels 3 and 4 are considered as Relevant

20



while 1 and 2 are considered as Not Relevant. The prompts for this task are shown in Table 2.4.

Table 2.4: Sample Prompts in Different Question Answering Datasets.

Dataset Type Data Split Prompt
(Train / Valid / Test)
PubMedQA Question 450/ 50/ 500 For the question, the reference context, and the answer given below, is it
Answering possible to infer the answer for that question from the reference context?
Only reply as either Yes or No or Maybe.
Question: [QUESTION]
Reference context: [REFERENCE CONTEXT]
Answer: [ANSWER]
MEDIQA-2019 Question 1701 /234 /1107 A retrieved answer for the following question is given below. Identify
Answering whether the retrieved answer is relevant to the question or not. Answer as

1 if relevant, otherwise answer as 0.
Question: [QUESTION]
Retrieved Answer: [TEXT)]

2.1.5 Text classification

The goal of this task is to classify the type of the given text. In this thesis, two datasets are

used: the HoC (the Hallmarks of Cancer corpus) dataset (Baker et al., 2016), and the LitCovid

dataset (Chen et al., 2021). The HoC dataset consists of 1580 PubMed abstracts where the goal

is to annotate each sentence in the given abstract in one of the 10 currently known hallmarks

of cancer'. Whereas in the LitCovid dataset, each article is required to be classified in one (or

more) of the following 8 categories: Prevention, Treatment, Diagnosis, Mechanism, Case Re-

port, Transmission, Forecasting, and General. The prompts for these text classification datasets

are shown in Table 2.5.

2.1.6 Text summarization

The biomedical text summarization task requires the generation of a concise summary of the

given biomedical text. To this end, the LLLMs are evaluated across a wide range of diverse

biomedical summarization tasks, such as, healthcare question summarization (MeQSum (Abacha

1https ://en.wikipedia.org/wiki/The_Hallmarks_of_Cancer
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Table 2.5: Sample Prompts in Different Text Classification Datasets.

Dataset  Type

Data Split
(Train / Valid / Test)

Prompt

HoC Text Classification

9972 1 4947 | 4947

The 10 hallmarks of cancer taxonomy with their definitions are given below:

(i) Sustaining proliferative signaling: Cancer cells can initiate and maintain
continuous cell division by producing their own growth factors or by altering
the sensitivity of receptors to growth factors.

(ii) Evading growth suppressors: Cancer cells can bypass the normal cellular
mechanisms that limit cell division and growth, such as the inactivation of tumor
suppressor genes and/or insensitivity to antigrowth signals.

(iii) Resisting cell death: Cancer cells develop resistance to apoptosis, the
programmed cell death process, which allows them to survive and continue
dividing.

(iv) Enabling replicative immortality: Cancer cells can extend their ability to
divide indefinitely by maintaining the length of telomeres, the protective end
caps on chromosomes.

(v) Inducing angiogenesis: Cancer cells stimulate the growth of new blood
vessels, providing the necessary nutrients and oxygen to support their rapid
growth.

(vi) Activating invasion and metastasis: Cancer cells can invade surrounding
tissues and migrate to distant sites in the body, forming secondary tumors called
metastases.

(vii) Deregulating cellular energetic metabolism: Cancer cells rewire their
metabolism to support rapid cell division and growth, often relying more on
glycolysis even in the presence of oxygen (a phenomenon known as the Warburg
effect).

(viii) Avoiding immune destruction: Cancer cells can avoid detection and
elimination by the immune system through various mechanisms, such as
downregulating cell surface markers or producing immunosuppressive signals.
(ix) Tumor promoting inflammation: Chronic inflammation can promote the
development and progression of cancer by supplying growth factors, survival
signals, and other molecules that facilitate cancer cell proliferation and survival.
(x) Genome instability and mutation: Cancer cells exhibit increased genomic
instability, leading to a higher mutation rate, which in turn drives the initiation
and progression of cancer.

Classify the sentence given below in one of the above 10 hallmarks of cancer
taxonomy (if relevant). If cannot be classified, answer as “empty”:
[SENTENCE]

LitCovid Text Classification

16126 /2305 / 4607

Choose the most appropriate topic(s) for the biomedical article on covid-19 given
below from the following options: (i) Prevention, (ii) Treatment, (iii) Diagnosis,
(iv) Mechanism, (v) Case Report, (vi) Transmission, (vii) Forecasting, and (viii)
General.

[ARTICLE]
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and Demner-Fushman, 2019) and MEDIQA-QS (Abacha et al., 2021) datasets), medical answer
summarization (MEDIQA-ANS (Savery et al., 2020) and MEDIQA-MAS (Abacha et al., 2021)
datasets), and doctor—patient dialogue summarization (iCliniq and HealthCareMagic datasets
(Zeng et al., 2020; Mrini et al., 2021)) to generate short queries for healthcare forums describ-
ing patient’s medical conditions. In addition, various datasets are used for biomedical literature
summarization (Luo et al., 2022b; Goldsack et al., 2022), such as the Biomedical Text Lay
Summarization shared task 2023 (BioLaySumm-2023) datasets (Goldsack et al., 2023). For
BioLaySumm-2023, since the gold reference summaries of the test sets are not publicly avail-
able as of the writing of this thesis, the respective validation sets are used for evaluation. The

sample prompts in the summarization datasets are shown in Table 2.6.

23



Table 2.6: Sample Prompts in Different Text Summarization tasks.

Dataset Type Data Split Prompt
(Train / Valid / Test)
iCliniq Dialog 24851 /3105/3108 Write a very short and concise one line summary of
Summarization the following dialogue as an informal question in a
healthcare forum:
[DIALOGUE]
HealthCareMagic Dialog 181122 /22641 /22642 Write a very short and concise one line summary of
Summarization the following dialogue as a question in a healthcare
forum:
[DIALOGUE]
MeQSum Question 500/ -/500 Rewrite the following question in a short and concise
Summarization form:
[QUESTION]
MEDIQA-QS Question -/50/100 Rewrite the following question in a short and concise
Summarization form:
[QUESTION]
MEDIQA-MAS Answer -/50/80 For the following question, some relevant answers are
Summarization given below. Please write down a short concise an-
swer by summarizing the given answers.
Question: [QUESTION]
Answer 1: [ANSWERI]
Answer 2: [ANSWER?2]
MEDIQA-ANS Answer -/-1552 Write a very short and concise summary of the fol-
Summarization lowing article based on the question given below:
[QUESTION]
[ARTICLE]
BioLaySumm-2023 Lay 24773 /1376 /142 Write down a readable summary of the following
(PLOS) Summarization biomedical article using less technical terminology
(e.g., lay summary) such that it can be understand-
able for non-expert audiences:
[ABSTRACT + ARTICLE]
BioLaySumm-2023 Lay 4346/241/142 Write down a readable summary of the following
(eLife) Summarization biomedical article using less technical terminology

(e.g., lay summary) such that it can be understand-
able for non-expert audiences:
[ABSTRACT + ARTICLE]

BioLaySumm-2023
(PLOS)

Readability-controlled
(Lay Summary)

24773/ 1376/ 142

Write down a readable summary of the following
biomedical article using less technical terminology
(e.g., lay summary) such that it can be understand-
able for non-expert audiences:

[ARTICLE]

BioLaySumm-2023
(PLOS)

Readability-controlled
(Abstract)

24773/ 1376/ 142

Write down the abstract of the following biomedical
article:
[ARTICLE]

2.2 Models

In the following, the 4 popular LLMs that are evaluated in benchmark biomedical datasets and

tasks in this thesis are presented.
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2.2.1 GPT-3.5

GPT-3.5 is an auto-regressive language model based on the transformer (Vaswani et al., 2017)
architecture that was pre-trained on a vast amount of textual data via supervised learning along-
side reinforcement learning with human feedback. The backbone model behind the first version
of ChatGPT was also GPT-3.5, and it is currently one of the base models, behind OpenAI’s
ChatGPT, alongside GPT-4 (OpenAl, 2023). The initial training data for GPT-3.5 was obtained
from a large corpus of text data that was crawled from the internet. This corpus included a
wide range of publicly available text, including articles, books, and websites. Additionally,
OpenAl collected data from GPT-3 users to train and fine-tune the model further (Qin et al.,
2023; OpenAl, 2023). In this work, the OpenAI API is used for the gpt-3.5-turbo-06132 model
for GPT-3.5.

2.22 PalM-2

PalLM-2 (Anil et al., 2023) is also a transformer-based language model that exhibits enhanced
multilingual and reasoning capabilities, along with improved computing efficiency. It is the base
model behind Google’s BARD, which is a competitor to OpenAl’s ChatGPT. The computational
efficiency in PalLM-2 is achieved by scaling the model size and the training dataset size in
proportion to each other, making it smaller than its predecessor PaLM-1, while achieving better
performance. This helps PaLM-2 to achieve faster inference with fewer parameters, alongside
ensuring lower serving costs. In this work, the text-bison@0013 model in Google’s Vertex AI*

API is used for PalLM-2.

Zhttps://platform.openai.com/docs/models/gpt—3-5-turbo
3https://cloud.google.com/vertex—-ai/generative-ai/docs/model-reference/text
“https://cloud.google.com/vertex-ai
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2.2.3 Claude-2

Claude-2 is also a general-purpose LLM based on the transformer architecture. It was devel-
oped by Anthropic® and is a successor of Claude-1. Similar to other large models, it is trained
via unsupervised pre-training, supervised fine-tuning, and reinforcement learning with human
feedback. Internal red-teaming evaluation by Anthropic shows that Claude is more harmless
and less likely to produce offensive or dangerous output. Experimental evaluation of Claude-
1 and Claude-2 demonstrates that Claude-2 achieves much better performance than Claude-1
across various tasks. Thus, Claude-2 is utilized in this work via leveraging Anthropic’s claude-2

APL

2.24 LLaMA-2

LLaMA-2 (Touvron et al., 2023b) is a recently proposed LLM by Meta. One major advantage of
LLaMA-2 over the previously mentioned LLMs is that it is open-sourced. While another open-
sourced version of LLaMA: the LLaMA-1 (Touvron et al., 2023a) model was released prior
to the release of LLaMA-2, the LLaMA-1 model was only allowed for non-commercial usage.
On the contrary, the recently proposed LLaMA-2 not only allows commercial usage but also
outperforms its earlier version LLaMA-1 across a wide range of tasks. This makes LLaMA-2
a breakthrough model in both academia and industry. Similar to other LLMs, LLaMA-2 is also
trained via unsupervised pre-training, supervised finetuning, and reinforcement learning with
human feedback. Note that the LLaMA-2 model has been released in various sizes: 7B, 13B,
and 70B. While the 70B model has achieved the best performance across various benchmarks,
it requires very high computational resources. On the other hand, while the 7B model requires

less computational resources, it achieves poorer performance in comparison to the 13B and 70B

Shttps://www.anthropic.com/claude
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models. Considering the performance and cost trade-off, the LLaMA-2-13B% model is used in

this work.

2.3 Evaluation Pipeline

Since LLMs usually generate human-like responses that may sometimes contain unnecessary
information while not in a specific format, some tasks are very challenging to evaluate without
any human intervention. For instance, in tasks like Relation Extraction, there can be multiple
answers. Thus, it would be very difficult to automatically evaluate the performance of LLMs
by comparing their response with the gold labels using just an evaluation script. Thus, in this
research, to ensure high-quality evaluation, the work of Laskar et al. (Laskar et al., 2023a) is
followed where they design different settings for the evaluation of LLMs for different tasks, as

demonstrated below:

Automatic Evaluation: Tasks that depend on metrics like string matching (e.g., ROUGE (Lin,
2004a)) or contextual similarity (e.g., BERTScore (Zhang et al., 2019)) do not require the pars-
ing of the LLM-generated responses and so a direct comparison between the full response

generated by LLMs against the gold reference can be applied.

Hybrid (Human + Automatic) Evaluation: Since LLLMs generate human-like free-form text,
in discriminative tasks, it is not trivial to directly compare LLM-generated responses with the
gold label. This is because the responses generated by LLMs in such tasks may contain texts
additional to what is required for a certain task, alongside the presence of synonyms or abbre-
viations. Thus, for such tasks, a programming script is usually written to extract the required

answer from the LLM-generated response. Nonetheless, LLMs may not follow a specific for-

Shttps://huggingface.co/meta-1lama/Llama-2-13b-chat-hf
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mat for response generation and so programming scripts may not always be able to extract the
required answers from a wide variety of responses. To address this problem, the intervention of
humans is required. More specifically, this is done by first applying programming scripts on the
dataset to parse the required answer from the LLM-generated response, followed by utilizing
human intervention if solely depending on the programming script cannot extract the results in
the expected format. This hybrid evaluation technique is also used by Laskar et al. (2023a) to

evaluate ChatGPT.

Human Evaluation: As demonstrated in early research (Laskar et al., 2023a), some discrimi-
native tasks require the full intervention of humans for evaluation. This is due to the descriptive
nature of LLM-generated responses, and the presence of a higher number of synonyms and ab-

breviations, making the programming scripts fail in most cases to extract the required answer.

In this thesis, the evaluation methodologies described above are followed for the evaluation of
LLMs in various biomedical tasks.

For discriminative tasks, where parsing of the results from the generated response is
required for evaluation, the work of Laskar et al. (Laskar et al., 2023a) is followed and a
programming script is designed for the respective dataset to first parse the results and then
compare the parsed results with the gold labels. Subsequently, any samples where the script
could not parse the result properly were manually reviewed by the human annotators. For NER,
Entity Linking, Text Classification, and Question Answering, the performances are evaluated
by leveraging this technique (denoted as hybrid evaluation). However, for relation extraction,
human intervention is necessary since parsing scripts cannot properly identify the relations
found in the generative responses. Thus, for relation extraction, all LLM-generated responses
were manually evaluated by humans. This technique of solely utilizing humans to evaluate

LLM-generated response when parsing is not possible was also used in recent literature (Laskar
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et al., 2023a; Jahan et al., 2023).

For generative tasks, such as summarization, where the full response generated by
LLMs can be used for evaluation instead of parsing the response, the evaluation is done by

using automatic evaluation metrics for this task (e.g., ROUGE or BERTScore).

2.4 Evaluation Metrics

Different evaluation metrics for different tasks are used to ensure a fair comparison of different
LLMs with prior SOTA results. For this purpose, the standard evaluation metrics that are used
in the literature for benchmarking the performance of different models are selected. Thus,
for the relation extraction and NER tasks, Precision, Recall, and F1 metrics are used, while
for entity linking, only Recall metric is used. For summarization, the ROUGE (Lin, 2004a)
and the BERTScore (Zhang et al., 2019) metrics are used. For question answering and text
classification, metrics like Accuracy and F1 are used. Below each evaluation metric is described

for different tasks:

Precision: Precision is the proportion of correctly identified positive cases out of all cases

predicted as positive. The formula for precision is:

TP

Precision = ———
TP+ FP

Here,
TP (True Positives) are the cases where the model correctly predicts the positive class.

FP (False Positives) are the cases where the model incorrectly predicts the positive class.

Recall: Recall is the proportion of correctly identified positive cases out of all actual positive

cases. The formula for recall is:
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TP

Recall = ———
TP+FN

Here,
TP (True Positives) are the cases where the model correctly predicts the positive class.
FN (False Negative) are the cases where the model inaccurately predicts the positive

class as negative.

F1 Score: The F1 score is the harmonic mean of precision and recall. This score is a balance

of both precision and recall. The formula for the F1 score is:

FlScore — 2 x Precision x Recall

Precision + Recall

ROUGE: ROUGE (Lin, 2004a) is a group of evaluation metrics used to assess the quality of
generated text, particularly in tasks like summarization and translation. It examines the overlap

of n-grams (sequences of n words) between the generated text and reference summaries.

ROUGE-N: Measures the overlap of n-grams between the generated text and the reference
summaries. ROUGE-N is typically computed for different values of n, such as ROUGE-1

(unigram overlap), ROUGE-2 (bigram overlap), and so on.

ROUGE-L: Computes the longest common subsequence (LCS) between the generated text and
the reference summaries. It measures the longest sequence of words that appear in both the

generated text and the reference summaries.

BERTScore: BERTScore (Zhang et al., 2019) is a metric that evaluates the quality of the gen-
erated text by comparing the contextual embeddings of words in the generated text with those
in the reference. It computes similarity scores for each word in the generated text with respect

to the reference and then aggregates them to provide an overall quality score. BERTScore is
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effective in capturing semantic similarity in the generated text.

Accuracy: Accuracy measures the overall correctness of the model’s predictions across all
classes. It calculates the proportion of correctly predicted cases (both positive and negative) out

of all cases. The formula for accuracy is:

TP+TN
TP+TN+FP+FN

Accuracy =

Here,
TN (True Negatives) are the cases where the model correctly predicts the negative class.
FP (False Positives) are the cases where the model incorrectly predicts the positive class.
FN (False Negatives) are the cases where the model fails to predict the positive class

when it is actually positive.

2.5 Baselines

To compare the performance of the zero-shot LLMs, models that achieve SOTA performance in
various biomedical text processing tasks are used as the baselines. These baseline models are
described below:

BioGPT: The backbone of BioGPT (Luo et al., 2022a) is GPT-2 (Radford et al., 2019), which
is a decoder of the transformer (Vaswani et al., 2017). The BioGPT model was trained over
PubMed titles and abstracts via leveraging the standard language modeling task. The fine-tuned
BioGPT models are used as the baseline for all datasets in the relation extraction task, HoC
dataset in the text classification task, and the PubMedQA’ dataset for the question-answering
tasks.

BioBART: 1t is a sequence-to-sequence model based on the BART (Lewis et al., 2019) archi-

In PubMedQA, BioGPT was additionally fine-tuned on more than 270K instances.
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tecture where the pre-training process involves reconstructing corrupted input sequences. The
main difference between BioBART (Yuan et al., 2022a) and BART is that the former was pre-
trained over PubMed abstracts to make it suitable for the biomedical domain tasks. In this work
the finetuned BioBART model is used as the baseline in all the entity linking datasets and the
following biomedical summarization tasks: Dialogue Summarization, Question Summariza-
tion, and Answer Summarization.

BioBERT: 1t is a domain-specific language representation model (Lee et al., 2020) based on the
BERT (Devlin et al., 2019) architecture that was additionally pretrained on large-scale biomed-
ical corpora (PubMed and PMC abstracts). The fine-tuned BioBERT model achieved SOTA
performance across different biomedical NER datasets and so it is used as the baseline for all
NER datasets in this paper. In addition, it is used as the baseline in the LitCovid dataset for text
classification.

ALBERT: The ALBERT (Lan et al., 2019) model is a variant of the BERT (Devlin et al., 2019)
language model which requires lower memory consumption. He at al., (He et al., 2020) extends
its training mechanism by additionally training ALBERT on 14K biomedical texts in a question-
answering fashion via infusing disease knowledge which led to the SOTA performance in the
MediQA-2019 dataset. The LLLMs are compared with this disease knowledge infused version
of the ALBERT model in this work.

FLAN-TS5-XL: FLAN-TS (Chung et al., 2022) is an extension of the TS5 (Raffel et al., 2020)
model. The TS5 model is an encoder-decoder model that treats each task as a sequence-to-
sequence problem. While the architecture of FLAN-TS is similar to the original T5 model, it
leverages instruction fine-tuning instead of traditional fine-tuning. The FLAN-T5-XL achieves
SOTA performance in the Biomedical Lay Summarization task. Therefore, it is used as the
baseline in the eLife and the PLOS datasets to compare LL.Ms in biomedical lay summarization.

PRIMERA: 1t is a pre-trained model (Xiao et al., 2022) designed to enhance multi-document

32



summarization. It proposes a new pre-training strategy for multi-document summarization by
leveraging the longformer-encoder—decoder (Beltagy et al., 2020) for pre-training. In this work,
the fine-tuned PRIMERA model is used as the baseline in the readability-controlled® summa-

rization task since it is the current SOTA in this task.

81n the readibility-controlled summarization, the summary of the biomedical article is required to be generated
based on only the given biomedical article text without the abstract of the article.
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3 Results and Discussion

3.1 Performance Comparisons

In this section, the results for LLMs in various tasks are presented and compared with the
current SOTA models. At first, the results in the relation extraction task are presented where the
human evaluation is utilized. Then, the findings in text classification, question answering, entity
linking, and NER datasets are demonstrated where hybrid evaluation is conducted. Finally, the

findings in the summarization datasets are presented where automatic evaluation is utilized.

3.1.1 Relation extraction

The performance of LLMs is compared with the current SOTA fine-tuned BioGPT (Luo et al.,
2022a) model across 3 datasets for the relation extraction task. The LLLM generated responses
in the relation extraction task are computed based on Human Evaluation. From the results pre-
sented in Table 3.1, it is found that in the BCSCDR dataset, while LLaMA-2 achieves the highest
recall, PaLM-2 performs the best in terms of Precision and F1. Meanwhile, in terms of F1, the
zero-shot PalLM-2, Claude-2, and LLaMA-2 model even outperform the prior SOTA fine-tuned
BioGPT in this dataset, with an improvement of 17.61% by the best performing PaLM-2. In the
KD-DTI dataset, though GPT-3.5 and Claude-2 achieve high recall, their overall F1-score was

quite lower than BioGPT and PalLM-2. Meanwhile, zero-shot PaLM-2 again performs much
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better while achieving almost similar performance in comparison to the fine-tuned BioGPT in
terms of the F1 score. In the DDI dataset, GPT-3.5 achieves SOTA performance across all three
metrics (Precision, Recall, and F1), followed by Claude-2. Since in the DDI dataset, there are
only 4 types of labels, more descriptive prompts are used in this dataset (e.g., providing the
definition of different interaction types), which helped GPT-3.5 and Claude-2 to achieve better
performance. However, more descriptive prompts were not helpful for PaLM-2 in this dataset.
Nonetheless, the impressive results achieved by LLMs in comparison to the prior SOTA re-
sults in BCSCDR and DDI datasets demonstrate that in datasets having smaller training sets
(both datasets have less than 1000 training samples), LLMs are more effective than even fine-
tuned models. Meanwhile, in the KD-DTI dataset that has about 12K training samples, most
zero-shot LLLMs still achieve comparable performance, with PalLM-2 slightly outperforming
the SOTA result. More interestingly, while other LLMs achieve quite poor precision scores in
the KD-DTI dataset, PaLM-2 even outperforms the current SOTA result in terms of precision.
However, based on paired t-test with p < .05, the performance difference between the LLMs

and the current fine-tuned SOTA models in terms of F1 is not statistically significant.

Table 3.1: Performance on Relation Extraction datasets. All SOTA results are taken from the BioGPT
(Luo et al., 2022a) model.

‘ Dataset

Model ‘ BC5CDR KD-DTI DDI

‘Precision Recall F1 ‘Precision Recall F1 ‘Precision Recall F1

GPT-3.5 30.62 73.85 43.29 19.19 66.02 29.74 47.11 45.77 4643
PaLM-2 51.61 57.30  54.30 40.21 36.82  38.44 35.47 1648  22.50
Claude-2 44.04 67.73  53.37 17.99 72.73 28.84 39.27 46.60  42.62

LLaMA-2-13b 39.54 81.66 53.28 15.14 60.48 24.21 22.58 25.67 24.03

State-of-the-Art‘ 49.52 43.25 46.17‘ 40.00 39.72 38‘42‘ 41.70 44.75  40.76
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3.1.2 Text classification

In terms of text classification (see Table 3.2), the LLM generated responses are evaluated based
on Hybrid Evaluation. In comparison to the current SOTA models fine-tuned on the respective
datasets (BioGPT (Luo et al., 2022a) in HoC and BioBERT (Lee et al., 2020) in LitCovid), it
is evident that the zero-shot LLMs perform very poorly in comparison to the SOTA fine-tuned
baselines in both datasets. In particular, the performance of Claude-2 was much poorer than
other LLMs. Among LLMs, GPT-3.5 and PaLM-2 are generally better, with PaLM-2 being
the best performing LLM in both the HoC dataset and the LitCovid dataset. The difference in
performance between the best performing PalLM-2 and the worst performing Claude-2 is also

statistically significant, based on paired t-test, with p < .05.

Table 3.2: Performance on Text Classification, Question Answering, and Entity Linking datasets. The
SOTA results for HoC and PubMedQA are taken from the BioGPT (Luo et al., 2022a) model, while for
LitCovid and MediQA-2019 datasets, the SOTA results are taken from Gutiérrez et al. (2020) and He
et al. (2020), respectively. Note that all SOTA results for Entity Linking are taken from the BioBART
(Yuan et al., 2022a) model.

\ Text Classification Question Answering Entity Linking
Model | HoC  LitCovid | PubMedQA MediQA-2019 | BC5CDR Cometa NCBI
| F1 F1 | Accuracy Accuracy | Recall Recall  Recall
GPT-3.5 5926 29.63 54.40 73.26 54.90 4345 5219
PaLM-2 6103 37.50 59.60 52.12 52.14 48776 38.44
Claude-2 34.93 7.60 57.20 65.13 78.01 5329 7021
LLaMA-2-13b | 41.82  11.34 61.40 56.01 66.52 4067 59.17
State-of-the-Art | 8512 8620 |  78.20 7949 | 93.26 8177  89.90

3.1.3 Question answering

For question answering, the performance is evaluated based on Hybrid Evaluation on two
datasets (see Table 3.2).

In terms of the question-answering task in the PubMedQA dataset, it is found that the
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performance of all LLMs is much lower than the current SOTA BioGPT model. It should be
noted that the BioGPT (Luo et al., 2022a) model which achieves the SOTA result in PubmedQA
was additionally trained on the PQA-A (211K instances) and PQA-U (61K instances) splits of
the PubmedQA dataset (along with the PQA-L split which is the dedicated training set of this
dataset). While comparing the performance of the closed-source LLMs (GPT-3.5, PaLLM-2,
Claude-2), it is found that they perform almost similarly, with none of them achieving more
than 60% accuracy. More interestingly, none of these closed-source LLMs could outperform
the LLaMA-2 model that achieves the best performance among LLMs in this dataset. This is
an interesting finding since the LLaMA-2 only has 13B parameters, which is much smaller than
the closed-source LLMs. To further investigate how LLaMA-2 achieves superior performance
in this dataset, the confusion matrix is presented here using a heatmap based on the prediction
made by different LLMs in Figure 3.1. From the heatmap, it shows that all LLMs except
LLaMA-2 make mistakes while predicting the “no” type label, as in most cases the LLMs
(GPT-3.5, PalLM-2, Claude-2) ended up predicting the “yes” type label instead of predicting the

expected “no” label, leading to an overall poor accuracy.

PaLM-2 Claude-2 LLaMA-2

maybe 2 2 1 maybe 50 2 3 maybe a7 8 0 maybe 17 21 17

maybe yes maybe yes maybe yes

no n n
Predicted Label Predicted Label Predicted Label

0

Figure 3.1: Confusion Matrix for different models in the PubMedQA dataset.

In terms of the question-answering task in the MediQA-2019 dataset, it is found that
the accuracy from the PubMedQA dataset is increased for GPT-3.5 and Claude-2, while being

decreased for the LLaMA-2 and PalLM-2; with the zero-shot GPT-3.5 achieving the best ac-
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Figure 3.2: Confusion Matrix for different models in the MediQA-2019 dataset.

curacy (73.26). The performance of GPT-3.5 is comparable to the current SOTA accuracy of
79.49 (He et al., 2020) by the ALBERT model (Lan et al., 2019) which was additionally trained
in question-answering style on 14K biomedical texts consisting of disease-related knowledge
followed by being fine-tuned on the MediQA-2019 dataset. To further investigate the perfor-
mance of LLMs in this dataset, the confusion matrix is showed in Figure 3.2 to find that the
best performing LLM in the MediQA-2019 dataset, the GPT-3.5 model, was able to classify
the Relevant and Not Relevant labels more accurately than other LLMs. Meanwhile, the rea-
son behind PalLM-2 being the worst performer in this dataset is due to the fact that it predicts
most instances as Not Relevant. Paired t-test with p < .05 demonstrates that the performance

difference between the LLMs in question answering is not statistically significant.

3.1.4 Entity linking

All the entity linking datasets are evaluated based on the Hybrid Evaluation technique. For
entity linking, it is found from Table 3.2 that Claude-2 outperforms all other LLMs in all three
entity linking datasets: BCSCDR, Cometa, and NCBI. In BC5CDR and NCBI, while LLaMA-
2 is the second best performing model; the PalLM-2 is found to be the second best performer
in the Cometa dataset. Nonetheless, the performance of the second best performing models is

still quite below in comparison to the Claude-2 model. This finding suggests that Claude-2 is
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more useful than other models in biomedical entity linking tasks by effectively retrieving the
correct definition from its pre-training knowledge, although its performance is still much below
compared to the current fine-tuned SOTA models, which is also statistically significant, based

on paired t-test with p < .05.

3.1.5 NER

Similar to Entity Linking, Hybrid Evaluation is conducted for NER. It can be found from
Table 3.3 that Claude-2 again outperforms the rest other LLMs across all NER datasets (also
in terms of all evaluation metrics: Precision, Recall, and FI). However, the performance of all
LLMs is significantly lower than the current SOTA results (based on paired t-test, this difference
in performance is statistically significant, with p < .05), with the performance of LLaMA-2
being the poorest. Such limitations of zero-shot LLMs in NER have also been observed in
datasets from the general NLP domain (Laskar et al., 2023a). These findings give a strong
indication that generative LLMs need further improvement on sequence labeling tasks like NER

using the traditional BIO formatting.

Table 3.3: Performance on Named Entity Recognition datasets. SOTA results are from the BioBERT
(Lee et al., 2020) model. Here, ‘Precision’ and ‘Recall’ are denoted by ‘P’ and ‘R’, respectively.

| Model

Dataset \ GPT-3.5 PalLM-2 Claude-2 LLaMA-2-13b  State-of-the-Art
| P R F1| P R F1L|P R F1|P R F1|P R F1

BC2GM 23.07 52.19 31.99|24.65 48.77 32.75|31.95 55.10 40.45|3.39 24.11 5.95 |84.32 85.12 84.72
BC4CHEMD | 17.33 52.08 26.01|18.27 44.09 25.83(26.37 52.83 35.18|3.67 35.05 6.64 |92.80 91.92 92.36
BCSCDR-chem [29.93 66.30 41.25|37.93 65.63 48.08 [49.99 69.23 58.05|6.98 48.41 12.21|93.68 93.26 93.47

BC5CDR-disease | 23.37 52.08 32.26|26.56 46.16 33.72|47.06 53.62 50.13|3.16 27.98 5.68 |86.47 87.84 87.15

JNLPBA 23.51 49.53 31.89|15.43 33.74 21.18|26.97 48.34 34.62|2.50 15.32 4.30 |72.24 83.56 77.49
NCBI-disease |24.76 51.25 33.39|25.10 41.04 31.15|39.33 54.69 45.75|2.56 21.67 4.58 |88.22 91.25 89.71

linnaeus 2.87 2484 5.14 | 3.81 20.80 6.44 | 8.30 42.92 13.91|0.73 24.21 1.42 |90.77 85.83 88.24

s800 9.38 45.89 15.57|10.80 39.50 16.96|15.74 51.11 24.07|0.99 17.21 1.87 |72.80 75.36 74.06
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3.1.6 Summarization

The results for the following summarization datasets: dialog summarization, question summa-
rization, and answer summarization are presented in Table 3.4 and compared with BioBART
(Yuan et al., 2022a). For evaluation, the following two Automatic Evaluation metrics are
used: (1) the widely used ROUGE (Lin, 2004b) metric, and (i1) the BERTScore (Zhang et al.,
2019) metric. For BERTScore, the RoBERTa-Large (Liu et al., 2019) model is used for imple-
mentation. For all LLMs, the input context length of 2000 words has been used.

Table 3.4: Performance on various summarization datasets. Here, ‘R-1°, ‘R-2’, ‘R-L’ and ‘B-S’ denote
‘ROUGE-1’, ‘ROUGE-2’, ‘ROUGE-L’, and ‘BERTScore’, respectively. The SOTA (State-of-the-Art)
results are taken from the BioBART (Yuan et al., 2022a) model. Also, LLaMA-2 refers to its 13b
version, similar to other tasks.

| Dataset

Model ‘ iCliniq HealthCareMagic MeQSum MEDIQA-QS MEDIQA-MAS MEDIQA-ANS

‘R-l R-2 R-L B-S‘R-l R-2 R-L B-S‘R-l R-2 R-L B-S

R-1 R-2 R-L B-S‘R-l R-2 R-L B-S‘R-l R-2 R-L B-S

GPT-3.5 [30.5 12.8 25.4 89.3|128.1 9.8 24.0 88.9|30.0 12.3 26.2 89.0({30.6 11.6 26.7 89.0|38.9 14.6 22.1 87.9|28.7 10.4 24.4 89.0
PaLM-2 |21.9 10.2 18.6 87.0{25.9 9.8 22.0 88.3|31.5 14.0 27.7 89.7|29.7 11.5 26.0 90.0{15.3 8.6 13.5 85.2|125.4 12.1 18.9 85.4
Claude-2 |28.8 11.0 23.7 89.0|124.4 7.4 20.3 88.2|31.7 13.6 27.9 89.9|32.0 13.5 27.7 90.2|13.4 6.2 11.1 85.6/28.6 8.7 17.6 85.9
LLaMA-2{20.0 7.2 152 85.8|16.7 5.1 129 85.3|21.2 7.3 17.1 85.5|23.3 8.6 17.7 86.2(13.7 11.2 13.2 86.6/28.0 9.6 17.4 85.3

SOTA ‘61.1 48.5 594 94.1‘46.7 26.1 44.2 91.9‘55.6 38.1 53.2 93.3‘32.0 12.4 29.7 90.3‘32.9 11.3 29.3 86.1‘21.6 9.3 19.2 85.7

It is observed that in terms of the ROUGE metric, all LLMs perform much worse
than BioBART in datasets that have dedicated training sets, such as iCliniq, HealthCareMagic,
and MeQSum. Meanwhile, they perform on par with BioBART in the MEDIQA-QS dataset.
Among LLMs, in general, GPT-3.5 is found to be the best performer in these datasets. More im-
portantly, GPT-3.5 outperforms BioBART in both MEDIQA-ANS and MEDIQA-MAS datasets.
Note that MEDIQA-ANS, MEDIQA-MAS, and MEDIQA-QS datasets do not have any dedi-
cated training data and GPT-3.5 and other LLMs usually achieve comparable or even better
performance in these datasets compared to the BioBART model fine-tuned on other related
datasets (Yuan et al., 2022a). This further confirms that zero-shot LLMs are more useful than

domain-specific fine-tuned models in biomedical datasets that lack large training data.
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Table 3.5: Performance on the Biomedical Lay Summarization task. SOTA results are from Sim et al.
(2023).

| Dataset

Model | eLife PLOS

‘ROUGE-I ROUGE-2 ROUGE-L BERTScore‘ROUGE-l ROUGE-2 ROUGE-L BERTScore

GPT-3.5 33.88 8.64 17.15 84.49 41.11 11.41 21.74 86.11
PaLM-2 21.55 3.92 12.14 81.03 29.61 7.10 16.40 83.02
Claude-2 39.20 9.31 18.34 84.30 39.05 9.28 19.52 85.03
LLaMA-2-13b 38.53 8.69 18.10 83.18 38.58 11.15 20.14 84.69
State-of-the-Art ‘ 49.50 14.60 46.90 85.50 ‘ 50.20 19.00 46.20 86.50

Table 3.6: Performance on Readability Controlled Summarization in the PLOS dataset. SOTA results
are from Chen et al. (2023a).

| Summarization Type

Model | Abstract Lay Summarization

‘ROUGE-I ROUGE-2 ROUGE-L BERTScore‘ROUGE-l ROUGE-2 ROUGE-L BERTScore

GPT-3.5 39.65 11.01 20.76 85.64 39.13 9.57 20.00 85.63
PalLM-2 25.09 5.37 14.20 82.53 30.70 7.02 16.39 83.31
Claude-2 42.25 13.05 21.53 85.46 36.16 7.82 17.68 84.47
LLaMA-2-13b 41.78 13.01 21.37 84.63 36.33 9.53 18.89 84.18
State-of-the-Art ‘ 46.97 15.57 42.87 85.48 ‘ 45.67 13.38 41.59 85.57

Next, the experimental results on the biomedical lay summarization task and the readability-
controlled summarization task are presented in Table 3.5 and Table 3.6, respectively.

For the biomedical lay summarization task, both abstract and article are combined to-
gether and given as input to the models till the concatenated text reaches the maximum context
length. For this task, the performance of the LLMs are combined in eLife and PLOS datasets.
Based on the ROUGE scores, the Claude-2 model is found to be the best performing LLM in
the eLife dataset with GPT-3.5 being the best-performing one in the PLOS dataset. However,
none of the LLMs could outperform the current SOTA in these datasets. While the performance
of the LLMs is quite low in terms of ROUGE, they achieve much higher scores in terms of
BERTScore, which is comparable to the SOTA result. This shows a great discrepancy between
the lexical matching-based ROUGE scoring and the contextual similarity-based BERTScore

metric.
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The readability-controlled summarization task contains two sub-tasks: (i) abstract writ-
ing, and (ii) lay summary writing. Contrary to the previous task (i.e., biomedical lay summa-
rization task), this time an article is only given as input without the abstract, as required by the
task. It is found that in writing the abstract of the given article, the Claude-2 model performs
the best in terms of all ROUGE scores. However, in terms of BERTScore, GPT-3.5 slightly
performs better than Claude-2. Interestingly, it is found that in terms of the BERTScore, the
GPT-3.5 model even outperforms the ROUGE-based SOTA models in both datasets. This fur-
ther establishes the limitation of using ROUGE as a metric to evaluate LLMs for summarization
(Laskar et al., 2023a).

Since the whole document cannot be given as input at once to these LLMs except
Claude-2, the performances are investigated using the following input context lengths (in terms
of number of words); PaLM-2: 2000 and 5000, GPT-3.5: 2000, 5000, and 10000, and Claude-2:
2000, 5000, and full input document. Moreover, LLaMA-2 has a maximum context length of
4000 tokens (approximately 3000 words). Therefore, LLaMA-2 is excluded from this study.
The results for both tasks, the biomedical lay summarization and the readability-controlled
summarization can be found in Table 3.7 and Table 3.8, respectively. The experiments reveal
that increasing the context length decreases the performance of PalLM-2 in both tasks across
all datasets. Moreover, increasing the context length also does not help GPT-3.5 or Claude-2
to gain any substantial performance gain. This can be explained based on the work of Liu et
al. (Liu et al., 2023a), where they find that LLMs tend to lose contextual information with the
increase in sequence length, and especially they perform poorly in scenarios when they are re-
quired to generate responses based on utilizing the information that appears in the middle of the

context.

The experimental results in these article summarization datasets demonstrate that using

the context length of 2000 is good enough in terms of ROUGE and BERTScore metrics for
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Table 3.7: Performance of different LLMs on Biomedical Lay Summarization datasets based on various
input lengths. Here, ‘R-1°, ‘R-2’, ‘R-I’ and ‘B-S’ denote ‘ROUGE-1", ‘ROUGE-2’, ‘ROUGE-L’, and
‘BERTScore’, respectively.

Dataset
Model Length eLife PLOS
R-1 R-2 R-L B-S ‘ R-1 R-2 R-L B-S
GPT-3.5 2000 33.88 8.64 17.15 84.49 41.11 11.41 21.74 86.11
GPT-3.5 5000 33.62 8.77 17.21 84.45 41.41 11.65 21.89 86.17
GPT-3.5 10000 33.39 8.60 17.16 84.35 41.59 11.94 22.11 86.25
PalL.M-2 2000 21.55 3.92 12.14 81.03 29.61 7.10 16.40 83.02
PaLM-2 5000 15.13 2.54 8.71 79.27 25.00 5.78 13.89 82.10
Claude-2 2000 39.20 9.31 18.34 84.30 39.05 9.28 19.52 85.03
Claude-2 5000 3943 9.42 18.38 84.20 38.79 9.09 19.26 84.92
Claude-2 FULL 38.97 9.09 18.05 83.95 39.16 9.31 19.30 84.85

Table 3.8: Performance of different LLMs on Readability Controlled Summarization in the PLOS dataset
based on various input lengths. Here, ‘R-1°, ‘R-2’, ‘R-L’ and ‘B-S’ denote ‘ROUGE-1’, ‘ROUGE-2’,
‘ROUGE-L’, and ‘BERTScore’, respectively.

Summarization Type

Model Length Abstract Lay Summarization
R-1 R-2 R-L B-S \ R-1 R-2 R-L B-S
GPT-3.5 2000 39.65 11.01 20.76 85.64 39.13 9.57 20.00 85.53
GPT-3.5 5000 40.94 11.83 21.40 85.90 40.07 10.27 20.66 85.81
GPT-3.5 10000 40.99 11.89 21.44 85.91 40.29 10.42 20.71 85.86
PaLM-2 2000 25.09 5.37 14.20 82.53 30.70 7.02 16.39 83.31
PalL.M-2 5000 21.98 4.63 12.38 81.55 25.05 5.43 13.81 82.03
Claude-2 2000 42.25 13.05 21.53 85.46 36.16 7.82 17.68 84.47
Claude-2 5000 43.27 13.60 22.29 85.67 37.97 8.58 18.56 84.66
Claude-2 FULL 43.89 13.88 22.49 85.72 38.97 9.09 18.05 83.95

both abstract and lay summarization. This context length should also be very helpful in terms
of usage cost as well as time efficiency in comparison to using longer contexts (Laskar et al.,
2023b).

Further performance analysis demonstrates that based on the paired t-test with p < .05,
the performance difference in terms of the ROUGE score between all the LLMs and the current
fine-tuned SOTA models in the summarization datasets is statistically significant, which also

happens in terms of BERTScore for all LLMs except GPT-3.5.
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3.2 Analyses

In this section, the performance of LLMs is further analyzed based on (i) variations in prompts,
(ii) few-shot learning, (iii) fine-tuning, (iv) analyzing the performance of LLMs based on the
possibility of data contamination, (v) the average performance per task, and finally (vi) the
computing cost associated with each LLM. Below, the findings based on these analyses are

demonstrated.

3.2.1 Effects of prompt variation

The effects of prompt engineering in the HoC dataset have been investigated by evaluating the

performance of GPT-3.5 based on the following prompt variations:

1. Prompting with explicitly defining the 10 HoC classes achieves an F1 score of 59.26 (see

Row 1 in Table 3.9).

ii. Prompting without mentioning the name of any HoC classes, drops F1 to 38.20 (see Row

2 in Table 3.9).

1. Prompting with the name of each HoC class is given without providing the definition of

each class, drops the F1 score to 46.93 (see Row 3 in Table 3.9).

Thus, these findings demonstrate that more descriptive prompts yield better results.

3.2.2 Effects of few-shot learning

In the previous analysis, it has been found that variations in prompts, especially the utilization
of more descriptive prompts could significantly impact the performance of LLMs in zero-shot

scenarios. While the main focus of this work was to conduct zero-shot experiments, this section
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Table 3.9: Effects of Prompt Variations in GPT-3.5 for the Text Classification Task in the HoC dataset.

# Prompt F1

1. The 10 hallmarks of cancer taxonomy with their definitions are given below: 59.26
(i) Sustaining proliferative signaling: Cancer cells can initiate and maintain continuous cell division by
producing their own growth factors or by altering the sensitivity of receptors to growth factors.

(ii) Evading growth suppressors: Cancer cells can bypass the normal cellular mechanisms that limit cell
division and growth, such as the inactivation of tumor suppressor genes and/or insensitivity to antigrowth
signals.

(iii) Resisting cell death: Cancer cells develop resistance to apoptosis, the programmed cell death process,
which allows them to survive and continue dividing.

(iv) Enabling replicative immortality: Cancer cells can extend their ability to divide indefinitely by main-
taining the length of telomeres, the protective end caps on chromosomes.

(v) Inducing angiogenesis: Cancer cells stimulate the growth of new blood vessels, providing the necessary
nutrients and oxygen to support their rapid growth.

(vi) Activating invasion and metastasis: Cancer cells can invade surrounding tissues and migrate to distant
sites in the body, forming secondary tumors called metastases.

(vii) Deregulating cellular energetic metabolism: Cancer cells rewire their metabolism to support rapid
cell division and growth, often relying more on glycolysis even in the presence of oxygen (a phenomenon
known as the Warburg effect).

(viii) Avoiding immune destruction: Cancer cells can avoid detection and elimination by the immune system
through various mechanisms, such as downregulating cell surface markers or producing immunosuppres-
sive signals.

(ix) Tumor promoting inflammation: Chronic inflammation can promote the development and progression
of cancer by supplying growth factors, survival signals, and other molecules that facilitate cancer cell pro-
liferation and survival.

(x) Genome instability and mutation: Cancer cells exhibit increased genomic instability, leading to a higher
mutation rate, which in turn drives the initiation and progression of cancer.

Classify the following sentence in one of the above 10 hallmarks of cancer taxonomy. If cannot be classi-
fied, answer as “empty””:

[SENTENCE]

2. Is it possible to classify the following sentence in one of the 10 categories in the Hallmarks of Cancer 38.20
taxonomy? If possible, write down the class.
[SENTENCE]

3. Classify the sentence given below in one of the 10 categories (i. activating invasion and metastasis, ii. tu- 46.93

mor promoting inflammation, iii. inducing angiogenesis, iv. evading growth suppressors, v. resisting cell
death,vi. cellular energetics, vii. genomic instability and mutation, viii. sustaining proliferative signaling,
ix. avoiding immune destruction, x. enabling replicative immortality) in the Hallmarks of Cancer taxon-
omy? If cannot be classified, answer as “empty”.

[SENTENCE]

demonstrates the effect of utilizing few-shot examples in the prompts. Since few-shot learning
also leads to an increase in the context length, which is a problem for LL.Ms that have limited
context length, in this research, the Claude-2 model is selected for the few-shot experiments
since it can consider significantly much longer contexts (100k tokens) than other LLMs. Thus,
using Claude-2 as the LLM for the few-shot learning experiments also helped to address the
context length issue. In the prompt, the few-shot examples are first included, followed by the

task descriptions. The results from the few-shot experiments across all datasets are shown in
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Table 3.10.

Table 3.10: Experimental Results for Few-Shot Learning. Here, ’Precision’, ‘Recall’, ‘Readability-
Controlled’, and ‘BERTScore’ are denoted by ’P¢, ’R’, RC’, and ‘B-S’, respectively whereas , ‘R-1,
‘R-2’, and ‘R-L’ denote ‘ROUGE-1’, ‘ROUGE-2’, ‘ROUGE-L’, respectively.

Dataset \ Claude-2 (0-Shot) Claude-2 (1-Shot) Claude-2 (3-Shot) SOTA
NER | P R F1 | P R F1 | P R F1 | P R F1
BC2GM 31.95 55.10 40.45|29.88 51.89 37.92|29.76 47.19 36.50 | 84.32 85.12 84.72
BC4CHEMD 26.37 52.83 35.18 | 22.28 52.41 31.27|26.87 51.12 3523 ]92.80 91.92 92.36
BC5CDR-chem 49.99 69.23 58.05 | 46.27 59.07 51.89 [ 49.27 65.61 56.28 | 93.68 93.26 93.47
BC5CDR-disease 47.06 53.62 50.13 | 44.65 52.71 48.35|43.77 51.27 4722|8647 87.84 87.15
JNLPBA 26.97 48.34 34.62 | 26.63 46.29 33.81 |27.38 44.11 33.79 | 72.24 83.56 77.49
NCBI-disease 39.33 54.69 45.75|37.28 5542 44.57|35.69 49.48 41.47 |88.22 91.25 89.71
linnaeus 830 4292 1391 | 831 3322 1329|1443 40.13 21.23 |90.77 85.83 88.24
s800 15.74 51.11 24.07 | 19.54 49.54 28.02 | 1545 47.59 23.32|72.80 75.36 74.06
Relation Extraction | P R F1 | P R F1 P R F1 | P R F1
BC5CDR 44.04 67.73 5337 | 66.95 4045 50.18 | 62.17 53.34 57.42|49.52 43.25 46.17
KD-DTI 17.99 7273 28.84 | 39.43 5532 46.04 | 36.80 13.93 20.21 | 40.00 39.72 38.42
DDI 39.27 46.60 42.62 | 30.69 28.80 29.72 | 33.89 24.27 2828 | 41.70 44.75 40.76
Entity Linking | R | R R | R
BC5CDR 78.01 4791 55.68 93.26
Cometa 53.29 55.59 56.99 81.77
NCBI 70.21 49.17 47.60 89.90
Question Answering \ Accuracy \ Accuracy Accuracy \ Accuracy
PubMedQA 57.20 52.23 62.80 78.20
MediQA-2019 65.13 68.65 63.32 79.49
Text Classification | F1 F1 F1 | F1
HoC 3493 38.99 43.78 85.12
LitCovid 7.60 4.01 6.27 86.20
Summarization ‘ R-1/R-2/R-L/B-S ‘ R-1/R-2/R-L/B-S R-1/R-2/R-L/B-S ‘ R-1/R-2/R-L/B-S
iCliniq 28.8/11.0/23.7/89.0 30.9/12.4/25.9/88.9 29.8/11.4/24.2/88.8 | 61.1/48.5/59.4/94.1
HealthCareMagic 24.4/7.4/20.3/88.2 24.9/7.2/20.4/87.7 24.9/7.9/20.6/87.9 46.7/26.1/44.2/91.9
MeQSum 31.7/13.6/27.9/89.9 26.8/10.6/22.4/87.7 29.1/11.7/24.8/88.2 | 55.6/38.1/53.2/93.3
MEDIQA-QS 32.0/13.5/27.7/90.2 26.8/11.0/21.8/88.1 27.7/11.0/22.02/88.2 | 32.0/12.4/29.7/90.3
MEDIQA-MAS 13.4/6.2/11.1/85.6 36.5/11.4/20.3/86.7 36.3/11.4/20.3/86.7 | 32.9/11.3/29.3/86.1
MEDIQA-ANS 28.6/8.7/17.6/85.9 30.9/10.8/19.6/86.3 31.5/11.8/20.7/86.5 21.6/9.3/19.2/85.7
eLife (Lay Summ) 39.2/9.3/18.3/84.3 39.3/8.9/17.9/84.1 37.6/8.5/17.5/84.1 49.5/14.6/46.9/85.5
PLOS (Lay Summ) 39.1/9.3/19.5/85.0 38.7/8.8/18.8/84.8 38.8/8.83/18.9/84.9 | 50.2/19.0/46.2/86.5
PLOS (RC: Abstract) 42.3/13.1/21.5/85.5 42.4/12.8/21.5/85.4 42.7/12.7/21.5/85.5 | 47.0/15.6/42.9/85.5
PLOS (RC: Lay Summ) | 36.2/7.8/17.7/84.5 38.0/8.2/18.3/84.6 37.1/7.7/17.8/84.5 45.7/13.4/41.6/85.6

Though few-shot learning usually leads to improvements in performance, based on the
results presented in Table 3.10, it is evident that few-shot learning does not necessarily lead
to gain in performance in each task. More specifically, in many tasks, few-shot learning is

found to be ineffective. Nonetheless, similar findings are also observed in recent research. For
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instance, Ye et al. (2023) demonstrate that in many language processing tasks, few-shot learning
using LLMs achieves much poorer results in comparison to zero-shot learning. From the results
presented in Table 3.10, it is also found that while few-shot learning is more effective than zero-
shot in some tasks (e.g., better in terms of F1 in KD-DTI (1-shot) and BC5CDR (3-shot) for
relation extraction, in terms of Accuracy in MediQA-2019 (1-shot) and PubMedQA (3-shot) for
question answering, as well as in some summarization datasets), the opposite happens in other
tasks as well (e.g., NER, Entity Linking, etc.). Therefore these findings are consistent with Ye
et al. (Ye et al., 2023) to reveal that increasing few-shot examples from 0-shot to 1 or 3-shot
does not necessarily improve the performance.

To further improve performance with few-shot, the task examples in few-shot prompts
are required to be of high quality to ensure better performance while avoiding possible pre-
diction biases towards the task examples. Thus, future work may investigate how to construct

better examples for few-shot experiments with LLMs in the biomedical domain.

3.2.3 Effects of Fine-Tuning

The few-shot learning experiment demonstrates that adding few-shot examples to the prompt
does not lead to any performance gain in most biomedical tasks. Thus, in this section, the
performance of the LLMs used in this thesis are compared with a comparatively smaller open-
source LLM: the LLaMA-2-7b-Chat! model. This model was fine-tuned by Jahan et al. (2024)
only on some biomedical datasets that have smaller training sets. Jahan et al. (2024) fine-
tuned the LLaMA-2-7b-Chat model on the PubMedQA dataset for question-answering, the
MeQSum dataset for summarization, and the DDI and BC5SCDR datasets for relation extraction.
For fine-tuning, 450 training samples in the PubMedQA dataset for question-answering, 500

training samples for summarization in the MeQSum dataset, and 664 training samples in the

Ihttps://huggingface.co/meta-1lama/Llama-2-To-chat-hf
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Table 3.11: Performance comparison fine-tuned smaller LLM (LLaMA-2-7b) with larger zero-shot and
few-shot LLMs.

‘ Relation Extraction Task ‘ QA Task ‘ Summarization Task

Model ‘ BCSCDR DDI ‘ PubMedQA ‘ MeQSum

|Precision Recall F1 Precision Recall F1 | Accuracy |ROUGE-1 ROUGE-2 ROUGE-L BertScore

GPT-3.5 (0-Shot) 30.62 73.85 4329 47.11 45.77 46.43 54.40 30.0 12.3 26.2 89.0
PalLM-2 (0-Shot) 51.61 5730 5430 3547 16.48 22.50 59.60 31.5 14.0 27.7 89.7
Claude-2 (0-Shot) 44.04 67.73 5337 39.27 46.60 42.62 57.20 31.7 13.6 279 89.9
LLaMA-2-13b (0-Shot) 39.54 81.66 53.28 22.58 25.67 24.03 61.40 212 73 17.1 85.5
Claude-2 (1-Shot) 66.95 4045 50.18 30.69 28.80 29.72 52.23 26.8 10.6 22.4 87.7
Claude-2 (3-Shot) 62.17 5334 574 3389 2427 28.28 62.80 29.1 1.7 24.8 88.2
LLaMA-2-7b (Fine-Tuned)| 69.28 49.86 57.99 60.57 32.15 42.00| 78.00 55.8 38.4 53.6 91.7

BCS5CDR dataset while 500 training samples in the DDI dataset have been used for relation
extraction, respectively. The responses generated by the LLaMA-2-7b-Chat model are then
evaluated using the hybrid evaluation approach for PubMedQA, human evaluation for relation
extraction, and automatic evaluation for summarization. The performance comparison between
the zero-shot and few-shot larger LLMs with the fine-tuned LLaMA-2-7b is shown in Table
3.11. From Table 3.11, it is quite evident that fine-tuning is more useful than few-shot learning.
In general, fine-tuning outperforms all the zero-shot and few-shot LLMs (except GPT-3.5 in the
DDI dataset in terms of Recall and F1, even though the fine-tuned version achieves significantly
better precision scores). Moreover, it achieves almost similar performance in comparison to the
SOTA in the PubMedQA dataset for the question-answering task (even though LLaMA-2-7b
was only trained on 500 samples, the current SOTA BioGPT (Luo et al., 2022a) model was
trained on 270K samples). Nonetheless, many closed-source LLMs (e.g., PaLM-2, Claude-2)
do not support fine-tuning, whereas fine-tuning GPT-3.5 significantly increases the cost during

2

inference”. Thus, fine-tuning open-source LLMs like LLaMA-2 on more biomedical tasks

could be an interesting future research direction.

Zhttps://openai.com/blog/gpt-3-5-turbo-fine-tuning-and-api-updates
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3.2.4 Data contamination detection analysis

Recent research has demonstrated that there is a strong possibility of data contamination in
many datasets that are currently used for the evaluation of LLMs (Xu et al., 2024; Ravaut et al.,
2024; Li and Flanigan, 2023). In this section, the possibility of contamination in the datasets
used for evaluation in this research have been studied. For this purpose, the work of Li and
Flanigan (2023) is followed to analyze the possibility of the contamination of the datasets that
has been studied in this research to evaluate various LLMs. For this purpose, the following has

been done:

i. Task Example Extraction: This contamination detection technique checks whether the

task example of a particular dataset (evaluated on discriminative tasks, i.e., non-summarization)

can be extracted from the LLMs that have been evaluated in this research.

ii. Membership Inference: This contamination detection technique checks whether the re-
sponse generated by LLMs in a particular dataset (evaluated on generation tasks, i.e.,

summarization) is an exact match of any gold labels in that dataset.

From the results for the data contamination detection analysis presented in Table 3.12, it can be
inferred that in the NER datasets, none of the LLMs could extract the task examples. This could
be due to the fact that while conducting the experiments for NER in this research, LLMs were
asked to determine the NER tag for each token based on the ‘BIO’ format. Meanwhile, LLMs
could potentially be pre-trained differently for the NER task. In this analysis, it is also found
that while LL.Ms could explain the NER tasks, they cannot generate the task examples for each
dataset in the expected ‘BIO format’. The experimental results demonstrate that the possible
absence of the task examples in the ‘BIO format’ in the pre-training data could probably be

the reason behind LLMs performing very poorly in all NER datasets. A similar trend is also
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Table 3.12: Data Contamination Detection Analysis. Here, ‘Task Example Extraction” and ‘Membership
Inference’ are denoted by ‘“TEE’ and ‘MI’, respectively; whereas ‘NO’ indicates that the possibility of
contamination is not found, and ‘YES’ indicates that there is a possibility of contamination found.

Task & Dataset | GPT-3.5 | PaALM-2 | Claude-2 | LLaMA-2-13B
NER | TEE | TEE | TEE | TEE
BC2GM (2008) No No No No
BC4CHEMD (2016) No No No No
BC5CDR-chem (2015) No No No No
BC5CDR-disease (2014) No No No No
JNLPBA (2004) No No No No
NCBI-disease (2016) No No No No
linnaeus (2010) No No No No
$800 (2013) No No No No
Relation Extraction ‘ TEE TEE TEE TEE
BC5CDR (2016) No No No No
KD-DTI (2022) No Yes No No
DDI (2013) Yes No Yes No
Entity Linking | TEE | TEE | TEE | TEE
BC5CDR No No No No
Cometa No No No No
NCBI No No No No
Question Answering | TEE | TEE | TEE | TEE
PubMedQA (2019) No No Yes Yes
MediQA-2019 (2019) No No No No
Text Classification ‘ TEE TEE TEE TEE
HoC (2016) No No No No
LitCovid (2020) No Yes No No
Summarization | M1 MI MI MI
iCliniq (2020) No Yes Yes No
HealthCareMagic (2020) Yes Yes Yes Yes
MeQSum (2019) Yes Yes Yes Yes
MEDIQA-QS (2021) No No No No
MEDIQA-ANS (2020) No Yes No No
MEDIQA-MAS (2021) No No No No
eLife (Lay Summ) (2023) No No No No
PLOS (Lay Summ) (2023) No No No No
PLOS (RC: Abstract) (2023) No No No No
PLOS (RC: Lay Summ) (2023) No No No No

observed in the Entity Linking datasets where no possibility of data contamination is found
based on the task extraction analysis technique.

However, in relation extraction, task examples could be extracted in the KD-DTI and
the DDI datasets (while the task example extraction approach did not lead to the possibility

of data contamination in BC5CDR). In the case of the KD-DTI dataset, the best-performing
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PalLM-2 model could extract task examples, whereas in the DDI dataset, two of the better-
performing LLMs, GPT-3.5 and Claude-2, could also extract task examples. This may indicate
that the possible presence of task examples in the LLM training data may be responsible for the
improved performance of some LLMs in respective datasets.

In terms of the question answering and the text classification datasets, the task exam-
ple extraction technique shows no possibility of data contamination in MediQA-2019 and HoC
datasets. This is quite surprising for GPT-3.5 in the MediQA-2019 dataset since it achieves
performance comparable to the SOTA results. While for HoC, it is expected since all LLMs
perform much poorer than the SOTA results. For the other question-answering and text clas-
sification datasets, LLaMA-2 and Claude-2 show the possibility of data contamination in the
PubMedQA dataset. This may provide some explanations on why smaller LLaMA-2-13b out-
performs other much larger LLMs in this dataset. In the LitCovid dataset, it is found that only
the PalLM-2 model has the possibility of data contamination. Nonetheless, it also achieves the
best result in comparison to other LLLMs in this dataset.

In the summarization datasets, the contamination detection analysis is conducted based
on the membership inference technique which demonstrates that PaLLM-2 is more likely to gen-
erate some responses similar to the gold reference summaries, as it shows the possibility of
membership inference-based contamination in the highest number of datasets (4 out of the 10
summarization datasets). It is also found that the HealthcareMagic and the MeQSum datasets
are reported as contaminated based on membership inference for all four LLMs. However, in
none of these datasets, LLMs could beat the SOTA models (with the results being much lower
in comparison to the reported SOTA results). It should also be pointed out that the membership

inference shows no possibility of contamination in datasets that are released in 2023.
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3.2.5 Average performance per task

To provide further insights, the average performance of different LLMs across each task is

presented in Figure 3.3 which demonstrates that:

Score

* In Relation Extraction, the performance of most LLMs (e.g., GPT-3.5, PaLM-2, Claude-

* In Entity Linking and NER, the performance of all LLMs is far behind the current SOTA.
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Figure 3.3: Average score by different zero-shot LLMs across each task.

2) is comparable to the current SOTA results. However, LLaMA-2 lags quite behind.
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* In all entity related tasks (e.g., Relation Extraction, NER, Entity Linking), Claude-2 is
found to be the best-performing LLLM. Thus, the experimental results imply that Claude-

2 could be the best LLM to use off-the-shelf for entity-related biomedical tasks.

* Nonetheless, in text classification, Claude-2 is found to be the worst-performing LLM.
Similar to Entity Linking and NER, the performance of LLMs is also quite behind the

current SOTA results.

* In non-entity related tasks, the experimental results demonstrate that PalLM-2 is the best
LLM in text classification, GPT-3.5 is the best LLM in Summarization, while LLaMA-2-

is the best LLM in Question Answering.

3.2.6 Cost Analysis

As of November 1, 2023, when all the experiments using GPT-3.5 and PalLM-2 were conducted
for this thesis, the GPT-3.5-Turbo-0613 model that has been used costs 0.0015$ per 1K input
tokens and 0.002$ per 1K output tokens. Meanwhile, for PaLM-2, the pricing® for both input
and output is 0.0010$ per 1000 characters. Approximately, 1 token is considered as 4 characters
(Laskar et al., 2023b). Thus, the cost for PaLM-2 is 0.0040$ per 1K tokens, making it about 2.5
times more costly than GPT-3.5. Meanwhile, for Claude2*, the cost per 1 million input tokens
is 8%, while for output tokens is 24$. This makes it 0.008$ per 1K input tokens while 0.024$
per 1K output tokens on average, making it quite costly than GPT-3.5 or PaLM-2. However,
in this research, the Claude-2 model is used based on utilizing free credits given to some York
University researchers. Regarding inferencing with the open-source LLaMA-2 model, it was

required to use a machine in Compute Canada having at least 1 A100 GPU.

3https://cloud.google.com/vertex—-ai/pricing
“https://www.anthropic.com/api
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3.3 Key Findings

The key findings from the experimental results in comparison to the main hypotheses of this

thesis are discussed below:

* In regards to the first hypothesis that not a single LLM may outperform others in all
biomedical tasks and their performance may vary on different tasks, it is demonstrated
that in certain tasks like biomedical question answering, even comparatively smaller
LLM, the LLaMA-2 model with only 13b parameters could outperform massive LLMs
like GPT-3.5, Claude-2, and PaLM-2. Moreover, the experimental results also demon-
strate that while Claude-2 is usually the best-performing LLM in biomedical entity-
related tasks, the opposite happens in biomedical text classification tasks as it performs
the worst. Therefore, the experimental results validate this hypothesis that the perfor-
mance of different LLMs in different biomedical tasks may vary, demonstrating that the
hypothesis is true. Thus, the experimental findings will help in selecting the suitable LLM

for certain biomedical tasks.

* In regards to the second hypothesis that domain-specific knowledge is required for the
development of task-specific prompts for certain biomedical tasks, the experimental find-
ings demonstrate that the same LLLM may perform differently based on prompt variations
(e.g., significantly affecting the results based on prompt variations in the biomedical text
classification task in the HoC dataset, as stated in Section 3.2.1), while different LLMs
also followed the instructions given in a prompt differently (e.g., adding more context
helped GPT-3.5 and Claude-2 to improve their performance in the Biomedical Lay Sum-
marization task, while it led to a drop in performance for PalLM-2, as discussed in Section

3.1.6). The experimental findings also demonstrate that this hypothesis is true.

* In regards to the final hypothesis that many biomedical datasets will require the inter-
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vention of humans to ensure a reliable evaluation which may not be possible otherwise
without extensive human evaluation, it is observed that certain biomedical tasks like re-
lation extraction require full intervention of humans to understand the complex linguistic
structure of the biomedical texts to evaluate the results, while other tasks like text classifi-
cation, question answering, entity linking, NER also required the intervention of humans

to validate the results. This also makes the final hypothesis of this thesis to be true.
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4 Conclusions and Future Work

4.1 Contributions of The Research

In this research, the performance of various LLMs across different biomedical text-processing
tasks (Sahoo et al., 2024) to understand their capabilities and limitations is studied to simulate
common tasks in biomedical research, such as document classification, named entity recogni-
tion, relation extraction, text summarization, question answering, etc. This requires the proper
understanding of the complex linguistic structures and domain-specific knowledge that are char-
acteristic of biomedical texts. Overall, the research would contribute to the development of
effective prompts for biomedical text processing tasks, alongside understanding the capabilities
and limitations of LLMs in biomedical text processing based on the comprehensive evaluation.
Moreover, with effective utilization of the domain-specific knowledge of biomedical texts, this
work would also lead to the development of new tools and techniques for researchers in this
field, which could pave the way for new applications of LLMs in healthcare and biomedicine.

The major contributions from this research are summarized below:

* Since one common problem in the biomedical domain is the lack of large annotated
datasets for different tasks (Tajbakhsh et al., 2020), benchmarking the performance of
LLMs in zero-shot scenarios across various biomedical tasks will help to understand

their capabilities and limitations, which will give the key insights into the applicability of
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LLMs to solve various real-world biomedical problems. This will also help in selecting

the right LLLM for a specific biomedical task.

* The construction of task-specific prompts by understanding the complex linguistic struc-
ture of biomedical texts will help researchers and practitioners to select the right prompt
when using these LLMs for certain biomedical tasks, alongside also leveraging the find-

ings when building LLM-based applications for the biomedical domain.

* To pave the way for future research on the utilization of LLMs in the biomedical domain,
the data (the prompts constructed for LLMs and the LLM-generated responses) and the
codes used in this thesis will be published here: https://github.com/israt-yorku/

MSc-Thesis. This will also help to replicate the findings from this thesis.

4.2 Limitations of The Research

While this research provides a comprehensive evaluation of various LLMs to study their effec-
tiveness and shortcomings in benchmark biomedical tasks, some limitations of this study are

stated below:

* Tasks like relation extraction required full interventions of humans to evaluate the LLM-
generated responses. However, human evaluation is time-consuming and costly. Thus, it

is important to automate the relation extraction task evaluation.

* All evaluations conducted in this thesis are limited to text-based biomedical datasets in
English. Therefore, this thesis does not provide any insights into how LLMs perform in
biomedical text data in other languages, or other modalities, such as biomedical images

(e.g., radiology), sequence data (gene/protein), etc.
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* This research is limited to evaluating only 4 popular LLMs even though there are many

new LLMs proposed recently.

4.3 Concluding Remarks and Future Directions

In this research, the extensive experiments using 4 popular LLMs in 6 benchmark biomedical
tasks across 26 datasets demonstrate that in datasets that have large training data, zero-shot
LLMs usually fail to outperform smaller fine-tuned SOTA models (e.g., BioBERT, BioGPT,
BioBART, etc.). However, they consistently outperform the fine-tuned baselines on tasks where
the SOTA results were achieved based on fine-tuning only on smaller training sets. While the
LLMs that are studied in this research are massive language models with a billion of parameters,
they are trained on diverse domains and so when evaluating their zero-shot capabilities, they
usually fail to outperform various SOTA biomedical task-specific fine-tuned models. There-
fore, fine-tuning these LLMs even on task-specific smaller training sets may improve their per-
formance on various tasks. Thus, it could be useful to train biomedical domain-specific LLMs
on biomedical corpora to achieve better performance in tasks related to biology and medicine
(Wu et al., 2024; Lv et al., 2024; Labrak et al., 2024; Liu et al., 2024; Hager et al., 2024; Zhang
et al., 2023a). Moreover, the findings from this research also demonstrate that the performance
of LLMs may vary across different datasets and tasks, while not a single LLM outperforms oth-
ers across all datasets and tasks. Thus, the extensive evaluation of LLMs conducted in this thesis
could give a concrete direction for future research alongside giving insights into the real-world
applicability of utilizing LLMs to build task-specific biomedical systems. Meanwhile, the ef-
fects of prompt variations are also studied. By evaluating the performance based on prompt
variations, it has been observed that LLMs are sensitive to prompts, and slight variations in

prompts lead to a noticeable difference in results. Thus, this thesis also gives a clear direction
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for constructing effective prompts for LLMs for various biomedical tasks (Hu et al., 2024).

In the future, this research can be extended by investigating the performance of more LLMs
(Jiang et al., 2023; Almazrouei et al., 2023; Bai et al., 2023; Team et al., 2024; Chen et al.,
2023d; Zhang et al., 2024c) on other biomedical tasks (Wang et al., 2021; Chen et al., 2023b;
Tang et al., 2024; Nori et al., 2023; Zhang et al., 2024b; Recknagel, 2006), such as medical
code assignment (Ji et al., 2021a; Lee and Lindsey, 2024), drug design (Monteiro et al., 2023;
Pal et al., 2023), medicine and healthcare (Alsentzer et al., 2019; Singhal et al., 2023; Saab
et al., 2024), cancer research (Iannantuono et al., 2023; Truhn et al., 2024; Sorin et al., 2023),
CRISPR genome engineering experiments (Huang et al., 2024), de novo RNA design (Zhao
et al., 2024), DNA sequencing (Benegas et al., 2023), and protein sequence design (Shah et al.,
2021; Madani et al., 2023). Moreover, this research can also be extended to study various prob-
lems in biomedical and chemical information retrieval (IR), such as open-domain knowledge
(McGrath et al., 2024; Huang and Hu, 2009; Yin et al., 2010; Lupu et al., 2009a,b), query expan-
sion in IR (Huang et al., 2013), and web mining (Huang et al., 2002). Future work should also
explore the ethical implications (e.g., privacy concerns (Khalid et al., 2023)) of using LLMs in
biomedicine, multi-modal LLMs (Team et al., 2023; Chen et al., 2023c; Zhang et al., 2023b,c;
Moor et al., 2023) in the biomedical image processing tasks (Liu et al., 2023c), as well as how
smaller LLMs (Fu et al., 2024; Abdin et al., 2024; Zhang et al., 2024a) perform in the biomed-

ical domain.
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A Appendix

LLM-generated sample responses

Some examples of the responses generated by different LLMs in various tasks that required
descriptive responses! are demonstrated as follows:

- See Table A.1 for LLM-generated sample responses in the Relation Extraction task that re-
quires human intervention for evaluation.

- See Table A.2 for LLM-generated sample responses in the Dialogue Summarization task.

- See Table A.3 for LLM-generated sample responses in the Question Summarization task.

- See Table A.4 for LLM-generated sample responses in the Answer Summarization task.

- See Table A.5 for LLM-generated sample responses in the Literature Summarization task.

Published papers based on the thesis

Papers that are published based on this thesis are attached at the end.

1. A comprehensive evaluation of large Language models on benchmark biomedical text

processing tasks. Computers in Biology and Medicine 171: 108189 (2024)

2. Evaluation of ChatGPT on Biomedical Tasks: A Zero-Shot Comparison with Fine-Tuned

Generative Transformers. BioNLP@ ACL 2023.

ITasks like Entity Linking, Question Answering, NER, and Text Classification that required generation of a
specific label are not shown since the format of the responses is usually quite similar for all LLMs in such tasks.
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Table A.1: Some examples of LLM generated responses in Relation Extraction datasets

Dataset Expected GPT-3.5 PaLM-2 Claude-2 LLaMA-2
Response Response Response Response Response
BC5CDR disease: delirium Pair of drugs: Famotidine, From the given passage, I Here are the pairs of drug
dataset chemical: famoti- Famotidine delirium can identify the following and drug-induced disease
for drug dine Drug-induced drug-side effect pairs: along with the side effect as
and drug- side effect: Delir- mentioned in the passage:
induced ium - Famotidine - delirium
disease - H2-receptor antagonists - 1. Famotidine - Delirium
(e.g., side delirium
effect) *  Side effect: Clearing
relations The passage states that completely upon removal
famotidine is a H2-receptor
antagonist used to prevent
stress ulcers. It mentions
six cases of famotidine-
associated  delirium  that
cleared up when famotidine
was removed. The passage
also notes that all H2-
receptor antagonists have
been shown to potentially
cause delirium. Therefore,
the drug-side effect pairs are
famotidine associated with
delirium, and H2-receptor
antagonists in general asso-
ciated with delirium.
KD-DTI drug: 8R-  Drug-target inter- 8R-lisuride ago- Based on the given passage, Sure! Here are the drug-target
dataset for Lisuride actions: nist histamine H1 I identified the following interactions in the passage:
drug-target  target: Histamine - 8R-lisuride  receptor drug-target interactions:
interactions  H1 receptor  interacts with the 1. 8R-lisuride - HIR (ag-
(HIR) human histamine - 8R-lisuride - histamine HI  onist)
interaction: ago- HI receptor receptor (partial agonist) 2. Histamine - HIR (agonist)
nist - 8R-lisuride is a - Neuropsychiatric drugs -
partial agonist for histamine H1 receptor (an- Interaction types:
the H1 receptor tagonist)
Interaction type: - Histamine - histamine H1 1.  8R-lisuride - HIR: ag-
- 8R-lisuride: receptor (agonist) onist
partial agonist 2. Histamine - HIR: agonist
DDI dataset  drug: gemfibrozil 1.  gemfibrozil CYLERT, Based on the passage, there Sure! Here are the pairs of
for drug- target: rosiglita- and rosiglitazone antiepileptic are two pairs of drug-drug drug-drug interactions in the
drug zone - mechanism medications: interactions identified: passage along with their inter-
interactions  interaction: 2. rifampin and effect 1. CYLERT (pemoline) and action types:
mechanism rosiglitazone - antiepileptic ~ medications: 1. CYLERT (pemoline) and
mechanism interaction type - effect other drugs - (iv) int
drug: rifampin 3. in- 2. CYLERT (pemoline) and 2. CYLERT (pemoline) and
target: rosiglita-  hibitor/inducer CNS drugs: interaction type drugs with CNS activity - (ii)
zone of CYP2C8 and - advice effect
interaction: rosiglitazone - 3. CYLERT (pemoline) and
mechanism advice antiepileptic medications - (ii)

effect
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Table A.2: Some examples of LLM generated responses in Dialogue Summarization datasets

Dataset Reference GPT-3.5 PaLM-2 Claude-2 LLaMA-2
Summary Response Response Response Response

HealthCareMagic Taking  resper- Is a 0.5mg dose Is there a lower What is the lowest Sure! Here is a one-

donex. Feeling of Risperidone therapeutic dose therapeutic dose of line summary of the di-

lethargic after too much for a of risperidone for risperidone for a 90lb alogue as a question in

started the med- 90lb child with my son who is child if 0.5mg twice a healthcare forum: it

ication. Can lethargic and flat lethargic and has daily causes excessive possible that my 90-

the dosage be affect, and are a flat affect? lethargy and flat af- pound son, currently on

lowered? there alternative fect? a half dose of risperi-

reasons for losing done (0.5 am and 0.5

him as a person? pm) for aggressive be-

havior, is simply sensi-

tive to this medication,

and are there any lower

therapeutic doses avail-

able to avoid his lethar-

gic and flat affect?
ICliniq I am depressed, What are some I am depressed How canlgethelpfor Sure! Here is a one-

and my parents
are not support-
ing me to over-
come it. Please
help

ways to man-
age  depression
without surgery
and what details
should I provide
to my doctor?

because my par-
ents are not sup-
porting me for a
surgery and my
father is not tak-
ing care of my
health.

depression when my
parents don’t support
therapy or surgery I
feel is important for
my mental health?

line summary of the di-
alogue as an informal
question in a healthcare
forum: What can I do
if my parents aren’t sup-
porting me emotionally
and my father isn’t tak-
ing care of my health
or well-being? I'm
feeling depressed and
need help managing my
symptoms.

Table A.3: Some examples of LLM generated responses in Question Summarization datasets

Dataset Reference GPT-3.5 PaLM-2 Claude-2 LLaMA-2
Summary Response Response Response Response
MeQSum Who manufac- Who manufac- shipments Who Who  manufactures Sure! Here’s the ques-
tures cetirizine? tures Cetirizine? manufactures Cetirizine? tion in a short and con-
Cetirizine? cise form:
Who manufactures Cet-
irizine? My Walmart is
looking for a new supply
and can’t get the recent
batch
MEDIQA-QS How can i get Any cure for a Has anyone What are new treat- Sure! Here’s the ques-
rid of a lower lip growing lowerlip found a cure ment options to tion in a short and con-
birthmark perma- birthmark after for a lower lip remove a recurring cise form:
nently? 23 surgeries? birthmark? lower lip birthmark? Any hope for a cure for

lower lip birthmark af-
ter 23 surgeries? Still
grows back despite try-
ing all options.
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Table A.4: Some examples of LLM generated responses in Answer Summarization datasets

Dataset Reference GPT-3.5 PaLM-2 Claude-2 LLaMA-2
Summary Response Response Response Response
MEDIQA- Chronic persistent  Calcification of the basal There is no gene therapy There is currently no Sure! Here is a short,
MAS cough can be caused ganglia can be caused for persistent cough. gene therapy available for concise answer to the
by inflammation, by mutations in genes The best way to treat treating persistent cough. question “Is there gene
allergies and many such as SLC20A2 and a cough is to treat The cause of the cough therapy for persistent
other diseases. Your PDGFRB. In about half its cause. However, needs to be determined cough?” based on the
doctor will prescribe of cases, the cause is un- sometimes the cause and treated accordingly. given answers:
treatments for the known.  Treatment fo- is unknown. Other This may involve treating  There is no specific gene
disease. For example, cuses on alleviating symp- treatments, such as underlying conditions therapy for persistent
if you have aller- toms such as movement medicines and a vapor- like asthma, allergies, cough. Instead, the best
gies, your doctor disorders, seizures, anxi- izer, can help relieve the acid reflux, or infections. approach is to identify
may recommend ety, depression, and uri- cough itself. Medications like antihis- and treat the underlying
antihistamines, cor- nary incontinence. Di- tamines, decongestants, cause of the cough,
ticosteroids and agnosis relies on imaging inhaled steroids, or acid such as an infection,
decongestants. Treat- of basal ganglia calcifica- blockers may help relieve allergies, or a chronic
ments for cough tion, progressive neurolog- symptoms. Lifestyle condition like asthma
are used only if the ical dysfunction, and fam- changes like quitting or gastroesophageal
reason is unknown ily history confirming au- smoking, avoiding ir- reflux disease (GERD).
or it causes severe tosomal dominant inheri- ritants/allergens, and Medications, lifestyle
discomfort. tance. Molecular genetic dietary modifications can changes, and other
testing can confirm diag- also help. If no cause is therapies may be recom-
nosis, and other primary found, cough suppressants mended to manage the
causes of brain calcifica- may provide some relief. symptoms and treat the
tion should be ruled out But the cough itself serves  underlying cause. If you
first. No specific treatment an important protective have a persistent cough,
for primary familial brain purpose, so completely it’s important to consult
calcification is known, but stopping it may not be with a healthcare pro-
medications can help man- advisable.  The key is fessional to determine
age symptoms. Off-label finding and addressing the cause and develop
prescription of biphospho- the root cause whenever an appropriate treatment
nates has been reported in possible. plan.
some cases.
MEDIQA- Abetalipoproteimemia, Bassen-Kornzweig syn- Bassen-Kornzweig Here is a very short and Sure! Here is a very
ANS also known as Bassen-  drome, also known as syndrome is a rare concise summary of thear- short and concise sum-

Kornzweig syndrome,
is  diagnosed  us-
ing blood tests for
Apolipoprotein B,
vitamin deficiencies,
malformation of red
blood cels, complete

blood count and
cholesterol. Other
tests include elec-

tromyography,  eye
exams, nerve conduc-
tion velocity, stool
sample analysis, and
genetic  testing for
mutations in the MTP
gene. ?

abetalipoproteinemia, is a
rare inherited disease that
affects the ability of the
intestines to absorb dietary
fats and essential vitamins.
Symptoms include diffi-
culties with balance and
coordination, poor muscle
coordination, and pale,
frothy, and foul-smelling
stools. Treatment involves
large doses of vitamin
supplements and linoleic
acid, as well as diet
changes. Complications
may include blindness,
mental deterioration,
and loss of function of
peripheral nerves. Early
diagnosis and treatment
are important for manag-
ing the condition.

disease passed down
through families. The
person is unable to
fully absorb dietary fats
through the intestines.
Symptoms include: Bal-
ance and coordination
difficulties, Curvature of
spine, Decreased vision,
Developmental  delay,
Failure to thrive, Muscle
weakness, Poor muscle
coordination, Protrud-
ing abdomen, Slurred
speech, Stool abnor-
malities. Treatment
involves large doses of
vitamin  supplements
containing  fat-soluble
vitamins (vitamin A,
vitamin D, vitamin E,
and vitamin K). Linoleic
acid supplements are
also recommended.

ticle based on the question:
Abetalipoproteinemia is a
rare genetic disorder that
affects the body’s ability to
absorb dietary fats. Symp-
toms include poor growth,
vision problems, and neu-
rological issues.  Treat-
ment involves high-dose
vitamin supplements and
dietary changes. Genetic
counseling and early in-
tervention may help man-
age symptoms. Connect-
ing with patient support
groups can provide helpful
information and resources.

mary of the article based
on the question pro-
vided:

Question: Is there any
support for those suffer-
ing with abetalipopro-
teinemia? newline Arti-
cle Summary: Bassen-
Kornzweig syndrome is
a rare genetic disorder
that affects the body$
ability to absorb dietary
fats, leading to symp-
toms such as develop-
mental delay, poor mus-
cle coordination, and vi-
sion loss. Treatment in-
volves large doses of vi-
tamin supplements and
dietary changes to pre-
vent stomach problems.
Genetic counseling can
help families understand
the condition and the
risks of inheriting it.
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Table A.5: Some examples of LLM generated lay summaries in Biomedical Lay Summarization task in

eLife dataset.

Dataset Reference

Summary

GPT-3.5
Response

PaLM-2
Response

Claude-2
Response

LLaMA-2
Response

eLife

Malaria is one of the world’s most deadly in-
fections , causing 100s of 1000s of deaths each
year despite being both preventable and cur-
able . Malaria is caused by Plasmodium par-
asites , which are transmitted between humans
by mosquitoes . When a mosquito bites a hu-
man , Plasmodium is injected into the blood-
stream with the mosquito’s saliva . The par-
asite then travels through the bloodstream to
the liver , infects liver cells and multiplies
within those cells without causing any notice-
able symptoms . After remaining silent in the
liver for weeks or months , the now abun-
dant parasite ruptures the host liver cell , re-
enters the bloodstream , and begins infecting
red blood cells . If another mosquito bites the
infected individual and takes a blood meal , the
parasite moves into the mosquito and the cycle
of transmission continues . There are several
species of Plasmodium that are known to cause
malaria . The most widely studied species is
P . falciparum , which also causes one of the
deadliest types of malaria . However , another
Plasmodium species called P . vivax is the most
widely distributed species and , despite being
less virulent than P . falciparum , is particularly
dangerous because it causes recurring malaria .
In contrast to P . falciparum , P . vivax has the
ability to form hypnozoites: a dormant form of
the parasite that can remain inside liver cells
for long periods of time , sometimes for years .
The reservoir of P . vivax hypnozoites can reg-
ularly populate the bloodstream with the infec-
tious form of the parasite , triggering relapses
of malaria . Even if an individual suffering a
relapse receives prompt treatment to clear par-
asites in the blood , more parasites may emerge
from the liver and cause new blood-stage in-
fections . White et al . developed a mathe-
matical model to help understand how P . vi-
vax is transmitted . Unlike many of the es-
tablished models of malaria transmission , the
new model accounts for the reservoir of P . vi-
vax hypnozoites in the liver , and assumes that
hypnozoites in the reservoir either die , or are
activated and enter the bloodstream , at a con-
stant rate . This produces patterns that closely
match how often relapses occur in patients .
White et al . go on to predict that although
many infected people have few or no hypno-
zoites in their liver , some have many hypno-
zoites , and these people are more likely to suf-
fer from malaria relapses . This suggests that if
the initial treatments given to malaria sufferers
incorporate additional drugs that kill the hyp-
nozoites in the liver , then it may be possible
to substantially reduce the extent of P . vivax
transmission .

A new study mod-
els the transmission
dynamics of Plas-

modium vivax,
the most widely
distributed species
of malaria, which

causes millions of
clinical cases each
year. Unlike other
species of malaria,
P. vivax has a dor-
mant stage in the
liver called hypno-
zoites, which can
reactivate and cause
relapse infections.
The study develops
a mathematical
model to under-
stand the build-up
and depletion of the
hypnozoite  reser-
voir, and the impact
of this reservoir on
transmission. The
model predicts that
individuals with
more hypnozoites
are more likely to
relapse and con-
tribute to ongoing
transmission. In
addition, incorpo-
rating drugs that
kill hypnozoites
into treatment reg-
imens is predicted
to greatly reduce
transmission.  The
study highlights
the importance
of  understanding
the biology and
epidemiology of P.
vivax for control-
ling the disease.

a 7 day
course
of
chloro-
quine
and is
not as-
sociated
with
G6PD

Here is a lay summary of the
key points from the biomedical
article:

- Plasmodium vivax is a para-
site that causes malaria. It has
an dormant form called hypno-
zoites that can stay in the hu-
man liver for a long time.

- When hypnozoites activate,
they cause the person to re-

haemolyticlapse and have malaria symp-

toxicity
This
makes
it a
promis-
ing
alter-
native
to  pri-
maquine
for the
elimina-
tion of P
. vivax .

toms again. This can happen
weeks or months after the ini-
tial infection.

- The researchers developed a
mathematical model to under-
stand how hypnozoites activate
and cause relapses. The model
was tested against data from
real P. vivax strains.

- The model showed that the
number of hypnozoites in the
liver decreases exponentially
over time as they activate or
die off. But some hypnozoites
can remain dormant for a long
time.

- People with more hypno-
zoites tend to have more re-
lapses and contribute more to
the spread of P. vivax.

- Using drugs like primaquine
that kill hypnozoites could
greatly reduce P. vivax trans-
mission. This is because it tar-
gets people with the most hyp-
nozoites who are most likely
to have relapses and spread the
parasite.

- The model helps estimate
the number of hypnozoites in
populations and how long they
remain dormant in the liver.
This can guide malaria con-
trol strategies targeting the par-
asite’s dormant liver stage.

In summary, the study devel-
oped a model of hypnozoites
that cause malaria relapses. It
shows the importance of the
dormant liver stage in P. vivax
transmission and how drugs
targeting this stage could effec-
tively reduce malaria spread.
The model provides insights to
guide malaria control efforts.

The article discusses a math-
ematical model developed
to understand the transmis-
sion of Plasmodium vivax
malaria, a type of malaria
caused by a parasite that can
lie dormant in the liver for
weeks to years before caus-
ing new infections.  The
model accounts for the fact
that some individuals have
more hypnozoites (dormant
parasites) in their livers than
others, which can lead to
more relapses and contribute
more to the spread of the dis-
ease. The model predicts that
targeting individuals with the
most hypnozoites with anti-
malarial drugs can signifi-
cantly reduce the spread of
the disease. The study
highlights the importance of
considering the hypnozoite
reservoir in the liver when
developing strategies to con-
trol P. vivax malaria, as cur-
rent models of malaria trans-
mission do not account for
this aspect of the biology of
the parasite.

In simpler terms, the article
explains a new way to under-
stand how a type of malaria
called Plasmodium vivax is
transmitted.  This type of
malaria can lie dormant in
the liver for a long time be-
fore causing new infections.
The new model takes into ac-
count that some people have
more of these dormant para-
sites in their livers than oth-
ers, which can cause more
relapses and spread the dis-
ease more. The model sug-
gests that targeting people
with the most dormant para-
sites with special drugs can
greatly reduce the spread of
the disease. This is important
because current models of
malaria transmission do not
consider the dormant para-
sites in the liver
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ARTICLE INFO ABSTRACT

Keywords: Recently, Large Language Models (LLMs) have demonstrated impressive capability to solve a wide range of
Large language models tasks. However, despite their success across various tasks, no prior work has investigated their capability in
ChatGPT the biomedical domain yet. To this end, this paper aims to evaluate the performance of LLMs on benchmark
PalM biomedical tasks. For this purpose, a comprehensive evaluation of 4 popular LLMs in 6 diverse biomedical tasks
]é];:xi across 26 datasets has been conducted. To the best of our knowledge, this is the first work that conducts an
Transformer extensive evaluation and comparison of various LLMs in the biomedical domain. Interestingly, we find based

on our evaluation that in biomedical datasets that have smaller training sets, zero-shot LLMs even outperform
the current state-of-the-art models when they were fine-tuned only on the training set of these datasets.
This suggests that pre-training on large text corpora makes LLMs quite specialized even in the biomedical
domain. We also find that not a single LLM can outperform other LLMs in all tasks, with the performance of
different LLMs may vary depending on the task. While their performance is still quite poor in comparison to
the biomedical models that were fine-tuned on large training sets, our findings demonstrate that LLMs have
the potential to be a valuable tool for various biomedical tasks that lack large annotated data.

Natural language processing
LLM evaluation

1. Introduction data, making it possible to understand and generate human-like lan-

guage. In recent years, LLMs such as ChatGPT®> have demonstrated

The rapid growth of language models [1] in the field of Nat-
ural Language Processing (NLP) in recent years has led to signifi-
cant advancements in various domains, including the biomedical do-
main [2]. Although specialized models like BioBERT (Bidirectional
Encoder Representations from Transformers for Biomedical Text Min-
ing) [3], BioBART (Bidirectional and Auto-Regressive Transformers
for the Biomedical Domain) [4], and BioGPT (Generative Pre-trained
Transformer for Biomedical Text Generation and Mining) [5] have
shown promising results in the biomedical domain, they require fine-
tuning! using domain-specific datasets. This fine-tuning process can be
time-consuming due to the requirement of task-specific large annotated
datasets. In contrast, zero-shot? learning [6] enables models to perform
tasks without the need for fine-tuning on task-specific datasets.

Large Language Models (LLMs) [7] are a class of natural language
processing models that have been trained on vast amounts of textual

impressive performance on a range of language tasks, including text
classification, question answering, and text summarization. One area
where LLMs are not yet deeply investigated is the biomedical text pro-
cessing and information retrieval domain. While there are vast amount
of textual data available in the field of biomedicine, there still remains
a scarcity of annotated datasets in this domain. Thus, it is difficult to
build suitable models for biomedical tasks that lack large annotated
datasets. In this regard, due to the strong zero-shot capabilities of LLMs
across various tasks, LLM-powered automated tools can be useful for
researchers and practitioners in the biomedical domain to find relevant
information and extract insights from this vast corpus of unannotated
data. However, despite being evaluated on various traditional NLP
tasks, there is a lack of comprehensive studies that evaluate LLMs in
the biomedical domain. To this end, this paper aims to evaluate LLMs
across benchmark biomedical tasks.

* Correspondence to: 3048 Victor Phillip Dahdaleh Building (DB), York University, Canada.
E-mail addresses: isratl8@yorku.ca (I. Jahan), tahmid20@yorku.ca (M.T.R. Laskar), cpeng@yorku.ca (C. Peng), jhuang@yorku.ca (J.X. Huang).

1
2
3 https://chat.openai.com/

https://doi.org/10.1016/j.compbiomed.2024.108189

Fine-tuning means providing good amount (e.g., thousands of samples) of training examples to re-train a pre-trained language model on a specific task.
Zero-shot learning means asking a trained model to complete a task without providing any explicit examples of that particular task.
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However, the evaluation of LLMs in the biomedical domain would
require a proper understanding of the complex linguistic characteristics
of biomedical texts. In addition, LLMs are sensitive to prompts [8,9].
Thus, for biomedical tasks, the effective construction of prompts is
important to best utilize these LLMs in biomedical applications. Under
these circumstances, domain-specific knowledge in the biomedical do-
main could play a pivotal role in improving the performance of LLMs
in biomedical tasks. In this regard, we study how to effectively build
prompts for LLMs to simulate common tasks in biomedical research,
such as document classification, named entity recognition, relation
extraction, text summarization, question answering, etc.

Since technologies in medicine and healthcare are critical, it is
important to ensure rigorous evaluation before using LLMs in these
domains. Thus, this paper will contribute to the understanding of the
capabilities and limitations of LLMs in biomedical text processing and
information retrieval. Moreover, with a comprehensive evaluation of
various powerful LLMs, this paper would lead to the development of
new tools and techniques for researchers in this field, which could
pave the way to build new applications in healthcare and biomedicine
via leveraging LLMs. The major contributions from this study are
summarized below:

» A comprehensive evaluation of various LLMs in the biomedi-
cal domain, providing insights into their capabilities and limita-
tions for various tasks. More specifically, this study investigates
the zero-shot capabilities of LLMs in the Biomedical domain to
address the lack of large annotated datasets in this domain.
Construction of task-specific prompts by understanding the com-
plex linguistic structure of biomedical texts. Our findings based
on the extensive performance analysis of LLMs across various
biomedical tasks will help researchers and practitioners when
building LLM-based applications for the biomedical domain.

To pave the way for future research on LLMs in the biomed-
ical domain, we will release the code used for pre-processing
and parsing of LLM-generated responses, alongside the data (the
prompts constructed for LLMs and the LLM-generated responses)
here: https://github.com/tahmedge/llm-eval-biomed.

2. Related work

There are a large number of studies on various biomedical tasks,
such as biomedical image analysis [10-12], biomedical text process-
ing [13,14], genomic sequence analysis [15,16], disease diagnosis [17],
drug discovery [18-20], cancer research [21], vaccine development
[22], etc. Biomedical text processing is closely related to these tasks as
it serves as a critical component and enabler by providing automated
methods for extracting information from the vast amount of textual
data in the biomedical domain. In this section, we mainly review the
existing state-of-the-art approaches for processing large amounts of
biomedical textual data, that are the most related to our research. In
the following, we first briefly review various language models used in
recent years in the biomedical domain, followed by a brief review of
the LLMs that have been studied in this paper.

2.1. Language models for the biomedical domain

In recent years, the effective utilization of transformer-based [23]
NLP models like BERT [24] and GPT [25] have led to significant
progress in the biomedical domain [3,26-30]. BERT leverages the en-
coder of the transformer architecture, while GPT leverages the decoder
of the transformer. In addition to these models, sequence-to-sequence
models like BART [31] that leverage both the encoder and the de-
coder of the transformer have also emerged as a powerful approach
in various text generation tasks in the biomedical domain [4]. It has
been observed that domain-specific pre-training of these models on
the biomedical text corpora followed by fine-tuning on task-specific

Computers in Biology and Medicine 171 (2024) 108189

biomedical datasets have helped these models to achieve state-of-the-
art performance in a variety of Biomedical NLP (BioNLP) tasks [32].
This led to the development of various language models for the biomed-
ical domain, such as BioBERT [3], ClinicalBERT [26], BioBART [4],
BioElectra [30], BioGPT [5], etc. However, one major limitation of
using such fine-tuned models is that they require task-specific large
annotated datasets, which is significantly less available in the BioNLP
domain in comparison to the general NLP domain. In this regard,
having a strong zero-shot model could potentially alleviate the need
for large annotated datasets, as it could enable the model to perform
well on tasks that it was not exclusively trained on.

2.2. Large language models

In recent years, large autoregressive decoder-based language models
like GPT-3 [33] have demonstrated impressive few-shot learning capa-
bility. With the success of GPT-3 in few-shot scenarios, a new variant of
GPT-3 called the InstructGPT model [34] has been proposed that lever-
ages the reinforcement learning [35] from human feedback (RLHF)
mechanism. The resulting InstructGPT models (in other words, GPT-
3.5) are much better at following instructions than the original GPT-3
model, resulting in an impressive zero-shot performance across various
tasks. ChatGPT* is the latest addition in the GPT-3.5 series models
that additionally uses dialog-based instructional data during its training
phase. Recently, more decoder-based LLMs such as PaLM®> [36-38],
Claude,® LLaMA’ [39,40] etc. have been proposed that also achieve
impressive performance in a wide range of tasks. All these LLMs in-
cluding ChatGPT are first pre-trained on a large amount of textual data
to predict the next token and then fine-tuned using a process called
reinforcement learning from human feedback (RLHF) that leveraged
both supervised learning and reinforcement learning techniques. The
goal of RLHF was to improve the model’s performance and ensure
that it provided high-quality responses to user queries. The supervised
learning phase of the RLHF process involved training the model on
conversations in which human trainers played both sides: the user and
the Al assistant. These conversations were collected from a variety
of sources, including chat logs from customer service interactions,
social media messages, and chatbots. The supervised learning phase
aimed to train the model to produce high-quality responses that were
contextually relevant to the user’s query. Meanwhile, the reinforcement
learning phase of the RLHF process aimed to further improve the
model’s performance by using human trainers to provide feedback on
its responses. In this phase, human trainers ranked the responses that
the model had created in a previous conversation. These rankings were
used to create “reward models” that were used to fine-tune the model
further by using several iterations of Proximal Policy Optimization
(PPO) [35].

While these models have demonstrated strong performance in vari-
ous NLP tasks [41-43], they have not been investigated in the biomed-
ical domain yet. To this end, this paper aims to evaluate these powerful
LLMs in the biomedical domain.

3. Biomedical tasks description

The biomedical text processing task refers to the use of computa-
tional techniques to analyze and extract information from textual data
in the field of biomedicine. It can be defined as follows:

T:X->Y (€9)]

Here, X represents the input text for the given task 7, and Y
represents the output generated. In the following, the description of
the benchmark biomedical text processing tasks that have been studied
in this paper along with some examples are demonstrated.

https://openai.com/blog/chatgpt
https://ai.google/discover/palm2/

https://www.claudeai.ai/
https://ai.meta.com/blog/large-language-model-1lama-meta-ai/
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Entity Linking

l

1. BC5CDR Dataset
(Chemical/Disease)

Relation Extraction Named Entity Recognition

]

1. BC4CHEMD Dataset
(Drug/Chemical)

/
| 1. BC5CDR Dataset
(Chemical-Disease)
2. Cometa Dataset
(Clinical Terms)

2. BC5CDR-Chem Dataset

2. KD-DTI Dataset {Drug/Chemical)

(Drug-Target)
3. NCBI Dataset

3.DDI Dataset 3. BC5CDR-Disease Dataset _(Disease)

(Drug-Drufy) ) (Disease)
4. NCBI-Disease Dataset
(Disease)

5. JNLPBA Dataset
(Gene/Protein)

6. BC2GM Dataset
(Gene/Protein)

7. Linnaeus Dataset
(Species)

8. s800 Dataset
\(Species) %

( 1. HoC Dataset

|_(covid)

Dataset
Specific ‘
Prompt [
Construction )

Text Cl ificati \ Q Answering Text Summarization

l l 1

1. PubMedQA Dataset /1. iCliniq Dataset
(Ternary Labels) (Dialogue Summarization)

(Cancer)

2. LitCovid Dataset 2. MEDIQA Dataset
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An overview of our methodology to evaluate 6 biomedical tasks across 26 datasets in this paper. At first, we construct the prompt for each dataset. Then, we generate

the response for each dataset using respective LLMs. Finally, depending on the task, we apply various evaluation techniques.

(i) Biomedical named entity recognition. Named Entity Recognition
(NER) is the task of identifying named entities like person, location,
organization, drug, disease, etc. in a given text [44]. In the case
of biomedical NER, this task aims to extract the biomedical named
entities, such as genes, proteins, diseases, chemicals, etc., from the
literature to improve biomedical research.

Example: The patient has been diagnosed with a rare form of cancer
and is undergoing chemotherapy treatment with the drug Taxol.

Expected NER classifications:

* NER (Disease): “rare form of cancer”.
* NER (Treatment): “chemotherapy”.
» NER (Drug): “Taxol”.

(ii) Biomedical relation extraction. The relation extraction task aims
to extract relations between named entities in a given text [45]. In
the biomedical relation extraction task, the aim is to analyze textual
data by identifying which gene/variants are responsible for which
diseases, which treatment/drug is effective for which disease, as well
as identifying drug-drug interactions, etc.

Example: The patient has been diagnosed with a rare form of cancer
and is undergoing chemotherapy treatment with the drug Taxol.

Expected Relation Extractions:

« Relation (Treatment of a Disease): “chemotherapy” is a treatment
for “rare form of cancer”.

+ Relation (Drug used in Treatment): “Taxol” is a drug used in
“chemotherapy”.

(iii) Biomedical entity linking. The entity linking task focuses on linking
named entities in a text to their corresponding entries in a knowledge
base [46,47]. In the case of the biomedical entity linking task, it
involves recognizing and linking biomedical named entities in unstruc-
tured text to their correct definitions, e.g., to the corresponding entries
in structured knowledge bases or ontologies.

Example: The patient has been diagnosed with a rare form of cancer
and is undergoing chemotherapy treatment with the drug Taxol.

Expected Entity Linking: A biomedical entity linking system may
link the drug Taxol to the following link: https://chemocare.com/drugin
fo/taxol.

(iv) Biomedical text classification. For a given text, the goal of this task
is to classify the text into a specific category. One example to classify a
given sentence in one of the 10 hallmarks of cancer taxonomy has been
demonstrated below:

Example: “Heterogeneity in DNA damage within the cell population
was observed as a function of radiation dose.”

Expected Result: Genomic Instability and Mutation.

(v) Biomedical question answering. The biomedical question-answering
task involves retrieving the relevant answer for the given question
related to the biomedical literature, such as scientific articles, medical
records, and clinical trials. This task is of great importance as it can
help healthcare professionals, researchers, and patients access relevant
information quickly and efficiently, which can have a significant impact
on patient care, drug development, and medical research.
Example: What is recommended for thalassemia patients ?

+ Candidate Answer 1: Chemotherapy may be used to: Cure the cancer,
shrink the cancer, and prevent the cancer from spreading.

 Candidate Answer 2: Regular blood transfusions can help provide the
body with normal red blood cells containing normal hemoglobin.

Expected Answer: The candidate answer 2 should be retrieved as a
relevant answer [48,49].

(vi) Biomedical text summarization. The main purpose of the text sum-
marization task is to generate a short concise summary of the given
document [50]. The generation of short summaries of biomedical texts
would help reduce the time spent reviewing lengthy electronic health
records/patient queries in healthcare forums/doctor—patient conversa-
tions, resulting in improving the efficiency of the healthcare system.
Example: Patient is a 62-year-old female with a medical history of
hyperlipidemia, osteoarthritis, and previous cerebrovascular accident. She
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Table 1
Sample prompts in different named entity recognition (NER) datasets.
Dataset Type Data Split Prompt
(Train/Valid/Test)
BC2GM NER (GENE/PROTEIN) 12574/2519/5038 Below, we provide a biomedical text:
BC4CHEMD NER (DRUG/CHEMICAL) 30682/30639/26364 [TEXT]
BC5CDR-CHEM NER (DRUG/CHEMICAL) 4560/4581/4797 You need to identify the [ENTITY] type named entities in the above text. To identify
BC5CDR-Disease NER (DISEASE) 4560/4581/4797 the named entities, please tag each token of the given text in the ’BIO’ format as
JNLPBA NER (GENE/PROTEIN) 14690/3856/3856 either: B’ or I’ or 'O’ The BIO format stands for Beginning, Inside, Outside. It
LINNAEUS NER (SPECIES) 11935/4078/7142 provides a way to label individual tokens in a given text to indicate whether they
NCBI-Disease NER (DISEASE) 5424/923/940 are part of a named entity. In the BIO format, each token in a text is labeled with a
s800 NER (SPECIES) 5733/830/1630 tag that represents its role in a named entity. For our case, there are three possible
tags: B: it indicates that the token is the beginning of the [ENTITY] type named
entity (i.e., the first token of a [ENTITY] type named entity). I: it indicates the token
is inside a [ENTITY] type named entity (i.e., any token other than the first token of
a [ENTITY] type named entity). O: it indicates that the token is outside any named
entity. In other words, it is not part of any named entity. Below, each token of the
biomedical text is provided (separated by new line). Now please assign the correct
tag to each token. Return your result for each token in a newline in the following
format -> token: assigned_tag:
[LIST OF LINE SEPARATED TOKENS]
Table 2
Sample prompts in different relation extraction datasets.
Dataset Type Data Split Prompt
(Train/Valid/Test)
BC5CDR Chemical-Disease 500/500/500 Identify each pair of drugs and the drug-induced side-effects (e.g., diseases) in the following passage:
Relation Extraction [PASSAGE]
KD-DTI Drug-Target 12K/1K/1.3K Identify the drug-target interactions in the following passage (along with the interaction type among
Relation Extraction the following: ’inhibitor’, ’agonist’, ‘modulator’, ’activator’, ’blocker’, ’inducer’, ’antagonist’, ’cleavage’,
’disruption’, ’intercalation’, ’inactivator’, ’bind’, ’binder’, ’partial agonist’, ’cofactor’, ’substrate’, ’ligand’,
’chelator’, ’"downregulator’, ’other’, ’antibody’, ’other/unknown’): [PASSAGE]
DDI Drug-Drug 664/50/191 Identify the pairs of drug—-drug interactions in the passage given below based on one of the following
Relation Extraction interaction types:
(i) mechanism: this type is used to identify drug-drug interactions that are described by their
pharmacokinetic mechanism.
(ii) effect: this type is used to identify drug-drug interactions describing an effect.
(iii) advice: this type is used when a recommendation or advice regarding a drug-drug interaction is
given.
(iv) int: this type is used when a drug-drug interaction appears in the text without providing any
additional information.
[PASSAGE]
Table 3
Sample prompts in different entity linking datasets.
Dataset Type Data split Prompt
(Train/Valid/Test)
BC5CDR Entity Linking 9285/9515/9654 [TEXT_S <START> ENTITY <END> TEXT E]
COMETA (DISEASE/CHEMICAL) 13489/2176/4350 In the biomedical text given above, what does the entity between the START and
NCBI Entity Linking 5784/787/960 the END token refer to?

(CLINICAL TERMS)
Entity Linking
(DISEASE)

presented with sudden onset of dizziness and palpitations that began a
day ago. An electrocardiogram was immediately conducted, which indi-
cated the presence of atrial fibrillation. She was promptly hospitalized for
monitoring and commenced on anticoagulation therapy with warfarin and
rate-controlling medications like beta-blockers.

Expected Summary: A 62-year-old female with a history of hyper-
lipidemia, osteoarthritis, and a previous cerebrovascular accident experi-
enced sudden dizziness and palpitations. An ECG confirmed atrial fib-
rillation, leading to her hospitalization and treatment with warfarin and
beta-blockers.

4. Methodology

In this section, we first present our methodology on how we design
the prompts for different tasks, followed by describing the LLMs that
have been studied in this paper. Afterward, the evaluation pipeline has
been demonstrated. An overview of our methodology is also shown in
Fig. 1.

4.1. Prompt design

For a given test sample X, we first prepare a task instruction T.
Then, we concatenate the test sample X with the task instruction
T to construct the prompt P. Afterward, the prompt P is given as
input to generate the response R. Below, the prompt P that has been
constructed for each task depending on the respective dataset has been
demonstrated.

(i) NER. For NER, prompts are designed to identify the biomedical
named entities in a given text in the BIO format. In our prompts,
the description of the BIO format is also added along with the task
instructions. For NER, we use the BC2GM [51] and JNLPBA [52]
datasets for gene/protein entity recognition, BC4CHEMD [53] and
BC5CDR-CHEM [54] for drug/chemical entity recognition, BC5CDR-
Disease [54] and NCBI-Disease [55] for disease type entity recognition,
LINNAEUS [56] and s800 [57] for species type entity recognition. The
prompts for this task are shown in Table 1.
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Table 4
Sample prompts in different text classification datasets.
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Dataset Type Data split

(Train/Valid/Test)

Prompt

HoC Text Classification 9972/4947 /4947

The 10 hallmarks of cancer taxonomy with their definitions are given below:

(i) Sustaining proliferative signaling: Cancer cells can initiate and maintain continuous cell division by
producing their own growth factors or by altering the sensitivity of receptors to growth factors.

(ii) Evading growth suppressors: Cancer cells can bypass the normal cellular mechanisms that limit
cell division and growth, such as the inactivation of tumor suppressor genes and/or insensitivity to
antigrowth signals.

(iii) Resisting cell death: Cancer cells develop resistance to apoptosis, the programmed cell death
process, which allows them to survive and continue dividing.

(iv) Enabling replicative immortality: Cancer cells can extend their ability to divide indefinitely by
maintaining the length of telomeres, the protective end caps on chromosomes.

(v) Inducing angiogenesis: Cancer cells stimulate the growth of new blood vessels, providing the
necessary nutrients and oxygen to support their rapid growth.

(vi) Activating invasion and metastasis: Cancer cells can invade surrounding tissues and migrate to
distant sites in the body, forming secondary tumors called metastases.

(vii) Deregulating cellular energetic metabolism: Cancer cells rewire their metabolism to support rapid
cell division and growth, often relying more on glycolysis even in the presence of oxygen (a
phenomenon known as the Warburg effect).

(viii) Avoiding immune destruction: Cancer cells can avoid detection and elimination by the immune
system through various mechanisms, such as downregulating cell surface markers or producing
immunosuppressive signals.

(ix) Tumor promoting inflammation: Chronic inflammation can promote the development and
progression of cancer by supplying growth factors, survival signals, and other molecules that facilitate
cancer cell proliferation and survival.

(x) Genome instability and mutation: Cancer cells exhibit increased genomic instability, leading to a
higher mutation rate, which in turn drives the initiation and progression of cancer.

Classify the sentence given below in one of the above 10 hallmarks of cancer taxonomy (if relevant).
If cannot be classified, answer as “empty":

[SENTENCE]

LitCovid Text Classification 16126/2305/4607

Choose the most appropriate topic(s) for the biomedical article on covid-19 given below from the

following options: (i) Prevention, (ii) Treatment, (iii) Diagnosis, (iv) Mechanism, (v) Case Report, (vi)
Transmission, (vii) Forecasting, and (viii) General.

[ARTICLE]

(ii) Relation extraction. To identify the possible relation between en-
tities mentioned in a given text, the prompts are designed depending
on the dataset. For this purpose, we construct prompts for chemical-
disease-relation in the BC5CDR dataset [54], drug-target-interaction
in the KD-DTI dataset [58], and drug-drug-interaction in the DDI
dataset [59]. The prompts used for these datasets are demonstrated in
Table 2.

(iii) Entity linking. To identify whether LLMs can link named entities
to their correct definitions based on their pre-training knowledge, we
follow the work of Yuan et al. [60] for the generative entity linking task
by asking LLMs to identify the correct concept names for the named
entities. For evaluation, the BC5CDR [54] dataset for the entity linking
of disease/chemical type named entities, the NCBI [55] dataset to link
diseases, and the COMETA [61] dataset to link clinical terms have been
used. The sample prompts for this task are shown in Table 3.

(iv) Text classification. The goal of this task is to classify the type
of the given text. In this paper, we use two datasets: (i) the HoC
(the Hallmarks of Cancer corpus) dataset [62], and (ii) the LitCovid
dataset [63]. The HoC dataset consists of 1580 PubMed abstracts where
the goal is to annotate each sentence in the given abstract in one of
the 10 currently known hallmarks of cancer. Whereas in the LitCovid
dataset, each article is required to be classified in one (or more) of the
following 8 categories: Prevention, Treatment, Diagnosis, Mechanism,
Case Report, Transmission, Forecasting, and General. Our prompts for
these text classification datasets are shown in Table 4.

(v) Question answering. For the question-answering task, we also eval-
uate the performance of LLMs on multiple datasets: (i) the PubMedQA
dataset [64], and (ii) the MEDIQA-2019 dataset [48]. In the PubmedQA
dataset, the question, the reference context, and the answer are given
as input to the LLMs to determine whether the answer to the given
question can be inferred from the provided reference context with LLMs
being prompted to reply either as yes, no, or maybe, as required by the

task. In the MEDIQA-2019 dataset, the LLMs are asked to determine
whether the retrieved answer for the given question is relevant or
not [65]. The prompts for this task are shown in Table 5.

(vi) Text summarization. The biomedical text summarization task re-
quires the generation of a concise summary of the given biomedical
text. To this end, the LLMs are evaluated across a wide range of diverse
biomedical summarization tasks, such as healthcare question summa-
rization (MeQSum [66] and MEDIQA-QS [67] datasets), medical answer
summarization (MEDIQA-ANS [68] and MEDIQA-MAS [67] datasets),
and doctor-patient dialogue summarization (iCliniq and
HealthCareMagic datasets [69,70]) to generate short queries for health-
care forums describing patient’s medical conditions. In addition, we
use various datasets for biomedical literature summarization [71,72],
such as the Biomedical Text Lay Summarization shared task 2023
(BioLaySumm-2023) datasets [73]. For BioLaySumm-2023, since the
gold reference summaries of the test sets are not publicly available as
of the writing of this paper, the respective validation sets are used
for evaluation. The sample prompts in the summarization datasets are
shown in Table 6.

4.2. Models

In the following, we describe the 4 popular LLMs that we evaluate
in benchmark biomedical datasets and tasks in this paper.

(i) GPT-3.5. GPT-3.5 is an auto-regressive language model based on
the transformer [23] architecture that was pre-trained on a vast amount
of textual data via supervised learning alongside reinforcement learning
with human feedback. The backbone model behind the first version of
ChatGPT was also GPT-3.5, and it is currently one of the base mod-
els, behind OpenAI’s ChatGPT, alongside GPT-4. The initial training
data for GPT-3.5 was obtained from a large corpus of text data that
was crawled from the internet. This corpus included a wide range of
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Table 5
Sample prompts in different question answering datasets.
Dataset Type Data split Prompt
(Train/Valid/Test)
PubMedQA Question 450/50/500 For the question, the reference context, and the answer given below, is it possible to infer the answer
Answering for that question from the reference context? Only reply as either Yes or No or Maybe.
Question: [QUESTION]
Reference context: [REFERENCE CONTEXT]
Answer: [ANSWER]
MEDIQA-2019 Question 1701/234/1107 A retrieved answer for the following question is given below. Identify whether the retrieved answer is
Answering relevant to the question or not. Answer as 1 if relevant, otherwise answer as 0.
Question: [QUESTION]
Retrieved Answer: [TEXT]
Table 6
Sample prompts in different text summarization tasks.
Dataset Type Data split Prompt
(Train/Valid/Test)
iCliniq Dialogue 24851/3105/3108 Write a very short and concise one line summary of the following
Summarization dialogue as an informal question in a healthcare forum:
[DIALOGUE]
HealthCare Magic Dialogue 181122/22641/22642 Write a very short and concise one line summary of the following
Summarization dialogue as a question in a healthcare forum:
[DIALOGUE]
MeQSum Question 500/-/500 Rewrite the following question in a short and concise form:
Summarization [QUESTION]
MEDIQA-QS Question -/50/100 Rewrite the following question in a short and concise form:
Summarization [QUESTION]
MEDIQA-MAS Answer -/50/80 For the following question, some relevant answers are given below.
Summarization Please write down a short concise answer by summarizing the given
answers.
Question: [QUESTION]
Answer 1: [ANSWER1]
Answer 2: [ANSWER2]
MEDIQA-ANS Answer -/-/552 Write a very short and concise summary of the following article
Summarization based on the question given below:
[QUESTION]
[ARTICLE]
BioLaySumm-2023 Lay 24773/1376/142 Write down a readable summary of the following biomedical article
(PLOS) Summarization using less technical terminology (e.g., lay summary) such that it
can be understandable for non-expert audiences:
[ABSTRACT + ARTICLE]
BioLaySumm-2023 Lay 4346/241/142 Write down a readable summary of the following biomedical article
(eLife) Summarization using less technical terminology (e.g., lay summary) such that it
can be understandable for non-expert audiences:
[ABSTRACT + ARTICLE]
BioLaySumm-2023 Readability-controlled 24773/1376/142 Write down a readable summary of the following biomedical article
(PLOS) Summarization (Lay using less technical terminology (e.g., lay summary) such that it
Summary) can be understandable for non-expert audiences:
[ARTICLE]
BioLaySumm-2023 Readability-controlled 24773/1376/142 Write down the abstract of the following biomedical article:

(PLOS) Summarization (Abstract)

[ARTICLE]

publicly available text, including articles, books, and websites. Addi-
tionally, OpenAlI collected data from GPT-3 users to train and fine-tune
the model further [41,74]. In this work, we used the OpenAl API for
the gpt-3.5-turbo-0613° model for GPT-3.5.

(i) PaLM-2. PaLM-2 [37] is also a transformer-based language model
that exhibits enhanced multilingual and reasoning capabilities, along
with improved computing efficiency. It is the base model behind
Google’s BARD,’ which is a competitor to OpenAl’'s ChatGPT. The
computational efficiency in PaLM-2 is achieved by scaling the model
size and the training dataset size in proportion to each other. This
new technique makes PaLM-2 smaller than its predecessor, PaLM-1,
while achieving better performance, including faster inference, fewer

8 https://platform.openai.com/docs/models/gpt-3-5
9 https://bard.google.com/

parameters to serve, and a lower serving cost. It is trained using a
mixture of objectives, allowing it to learn various aspects of language
and reasoning across a diverse set of tasks and capabilities, making
it a powerful tool for various applications. In this work, we used the
text-bison@001 model in Google’s Vertex AI'° API for PaLM-2.

(iii) Claude-2. Claude-2 is also a general-purpose LLM based on the
transformer architecture. It was developed by Anthropic'! and is a
successor of Claude-1. Similar to other large models, it is trained via
unsupervised pre-training, supervised fine-tuning, and reinforcement
learning with human feedback. Internal red-teaming evaluation by An-
thropic shows that Claude is more harmless and less likely to produce

10 https://cloud.google.com/vertex-ai/docs/generative-ai/model-
reference/text
11 https://www.anthropic.com/index/claude-2
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offensive or dangerous output. Experimental evaluation of Claude-1
and Claude-2 demonstrates that Claude-2 achieves much better per-
formance than Claude-1 across various tasks. Thus, we also utilize
Claude-2 in this work via leveraging Anthropic’s claude-2 API.

(iv) LLaMA-2. LLaMA-2 [40] is a recently proposed LLM by Meta.'?
One major advantage of LLaMA-2 over the previously mentioned LLMs
is that it is also open-sourced. While another open-sourced version of
LLaMA: the LLaMA-1 [39] model was released prior to the release of
LLaMA-2, the LLaMA-1 model was only allowed for non-commercial
usage. On the contrary, the recently proposed LLaMA-2 not only allows
commercial usage, but also outperforms its earlier open-sourced version
LLaMA-1 across a wide range of tasks. This makes LLaMA-2 a break-
through model in both academia and industry. Similar to other LLMs,
LLaMA-2 is also trained via unsupervised pre-training, supervised fine-
tuning, and reinforcement learning with human feedback. Note that
the LLaMA-2 model has been released in various sizes: 7B, 13B, and
70B. While the 70B model has achieved the best performance across
various benchmarks, it requires very high computational resources. On
the other hand, although the 7B model requires less computational
resources, it achieves poorer performance in comparison to the 13B and
70B models. Considering the performance and cost trade-off, we used
the LLaMA-2-13B'® model in this work.

4.3. Evaluation pipeline

Since LLMs usually generate human-like responses that may some-
times contain unnecessary information while not in a specific format,
some tasks are very challenging to evaluate without any human in-
tervention. For instance, in tasks like Relation Extraction, there can
be multiple answers. Thus, it would be very difficult to automatically
evaluate the performance of LLMs by comparing their response with the
gold labels using just an evaluation script. Thus, in this paper, to ensure
high-quality evaluation, we follow the work of Laskar et al. [75], where
they design different settings for the evaluation of LLMs for different
tasks:

i. Automatic Evaluation: Where they evaluate some tasks, such as
text summarization via leveraging automatic evaluation scripts.

ii. Human Evaluation: Where they evaluate some discriminative
tasks solely by humans, which cannot be evaluated directly
based on automatic evaluation scripts.

iii. Hybrid (Human + Automatic) Evaluation: Where they evalu-
ate some tasks via leveraging both human intervention alongside
evaluation scripts. More specifically, this is done by first ap-
plying evaluation scripts on the dataset to parse the results
from the LLM-generated response, followed by utilizing human
intervention if solely depending on the evaluation script cannot
parse the results in the expected format.

For discriminative tasks, where parsing of the results from the
generated response is required for evaluation, we follow the work of
Laskar et al. [75] and design an evaluation script for the respective
dataset to first parse the results and then compare the parsed results
with the gold labels. Subsequently, any samples where the script could
not parse the result properly were manually reviewed by the human
annotators. For NER, Entity Linking, Text Classification, and Question
Answering, we evaluate the performance by leveraging this technique
(denoted as hybrid evaluation). However, for relation extraction, human
intervention is necessary since parsing scripts cannot properly identify
the relations found in the generative responses. Thus, for relation

12 https://ai.meta.com/llama/

13 We used the following version of LLaMA-2-13B: https://huggingface.co/
meta-llama/Llama-2-13b-chat-hf, which achieves improved factual correct-
ness than its based version. As we are benchmarking LLMs in the biomedical
domain, selecting a more faithful model is prioritized.
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extraction, all LLM-generated responses were manually evaluated by
humans. This technique of solely utilizing humans to evaluate LLM-
generated response when parsing is not possible was also used in
recent literature [9,75]. In our human evaluation, at least two anno-
tators compared the LLM-generated response against the gold labels.
Any disagreements were resolved based on discussions between the
annotators.

For generative tasks, such as summarization, where the full re-
sponse generated by LLMs can be used for evaluation instead of
parsing the response, we evaluate using automatic evaluation metrics
(e.g., ROUGE or BERTScore).

5. Experiments
5.1. Evaluation metrics

We use different evaluation metrics for different tasks to ensure a
fair comparison of different LLMs with prior state-of-the-art results. For
this purpose, the standard evaluation metrics that are used in the litera-
ture for benchmarking the performance of different models are selected.
Thus, for the relation extraction and named entity recognition tasks,
Precision, Recall, and F1 metrics are used, while for entity linking,
the Recall@1 metric is used. For Summarization, the ROUGE [76] and
the BERTScore [77] metrics are used. For question answering and text
classification, metrics like Accuracy and F1 are used.

5.2. Baselines

To compare the performance of the zero-shot LLMs, the current
state-of-the-art fine-tuned models are used as the baselines. These
baseline models are described below.

(i) BioGPT. The backbone of BioGPT [5] is GPT-2 [25], which is
a decoder of the transformer [23]. The BioGPT model was trained
over PubMed titles and abstracts via leveraging the standard language
modeling task. We use the fine-tuned BioGPT models as the baseline for
all datasets in the relation extraction task, HoC dataset in the text clas-
sification task, and the PubMedQA'* dataset for the question-answering
tasks.

(ii) BioBART. It is a sequence-to-sequence model based on the BART
[31] architecture where the pre-training process involves reconstruct-
ing corrupted input sequences. The main difference between Bio-
BART [4] and BART is that the former was pre-trained over PubMed
abstracts to make it suitable for the biomedical domain tasks. The fine-
tuned BioBART model was used as the baseline in all the entity linking
datasets and the following biomedical summarization tasks: Dialogue
Summarization, Question Summarization, and Answer Summarization.

(iii) BioBERT. It is a domain-specific language representation model
[3] based on the BERT [24] architecture that was additionally pre-
trained on large-scale biomedical corpora (PubMed and PMC abstracts).
The fine-tuned BioBERT model achieved state-of-the-art performance
across different biomedical NER datasets and so it was used as the
baseline for all NER datasets in this paper. In addition, it was used as
the baseline in the LitCovid dataset for text classification.

(iv) ALBERT with disease knowledge infused. The ALBERT [78] model is
a variant of the BERT [24] language model which requires lower mem-
ory consumption and a new self-supervised loss function. He at al., [49]
extends its training mechanism by additionally training ALBERT on
14 K biomedical texts in a question-answering fashion via infusing
disease knowledge which led to the state-of-the-art performance in
the MediQA-2019 dataset. The LLMs are compared with this disease
knowledge infused version of the ALBERT model in this work.

14 In PubMedQA, BioGPT was additionally fine-tuned on more than 270 K
instances.
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Table 7
Performance on relation extraction datasets. All SOTA results are taken from the BioGPT [5] model.
Model Dataset
BC5CDR KD-DTI DDI
Precision Recall F1 Precision Recall F1 Precision Recall F1
GPT-3.5 30.62 73.85 43.29 19.19 66.02 29.74 47.11 45.77 46.43
PaLM-2 51.61 57.30 54.30 40.21 36.82 38.44 35.47 16.48 22.50
Claude-2 44.04 67.73 53.37 17.99 72.73 28.84 39.27 46.60 42.62
LLaMA-2-13b 39.54 81.66 53.28 15.14 60.48 24.21 22.58 25.67 24.03
State-of-the-Art (SOTA) 49.52 43.25 46.17 40.00 39.72 38.42 41.70 44.75 40.76

Table 8

Performance on Text Classification, Question Answering (QA), and Entity Linking datasets. The SOTA results for HoC and PubMedQA are taken from the BioGPT [5] model, while
we take the SOTA results from Gutiérrez et al. [83] and He et al. [49] for LitCovid and MediQA-2019, respectively. Note that all SOTA results for Entity Linking are taken from

the BioBART [4] model.

Model Text classification dataset Question answering dataset Entity linking dataset

HoC LitCovid PubMedQA MediQA-2019 BC5CDR Cometa NCBI

F1 F1 Accuracy Accuracy Recall @ 1 Recall @ 1 Recall @ 1
GPT-3.5 59.26 29.63 54.40 73.26 54.90 43.45 52.19
PaLM-2 61.03 37.50 59.60 52.12 52.14 48.76 38.44
Claude-2 34.93 7.60 57.20 65.13 78.01 53.29 70.21
LLaMA-2-13b 41.82 11.34 61.40 56.01 66.52 40.67 59.17
State-of-the-Art (SOTA) 85.12 86.20 78.20 79.49 93.26 81.77 89.90

(v) ELAN-T5-XL:. FLAN-T5 [79] is an extension of the T5 [80] model.
The T5 model treats each tasks as a sequence to sequence problem.
While the architecture of FLAN-T5 is similar to the original T5 model,
it leverage instruction fine-tuning instead of traditional fine-tuning. The
FLAN-T5-XL that achieves state-of-the-art performance in the Biomedi-
cal Lay Summarization task is used as the baseline in the eLife and the
PLOS datasets to compare LLMs in biomedical lay summarization.

(vi) PRIMERA. 1t is a pre-trained model [81] designed to enhance
multi-document summarization. It proposes a new pre-training strat-
egy for multi-document summarization by leveraging the longformer-
encoder—decoder [82] for pre-training. In this work, the fine-tuned
PRIMERA model is used as the baseline in the Readability-Controlled
Summarization task since it is the current state-of-the-art in this task.

5.3. Results

In this section, the results for LLMs in various tasks are presented.
At first, we present our results in the Relation Extraction task where
we utilize human evaluation. Then, we demonstrate our findings in Text
Classification, Question Answering, Entity Linking, and NER datasets
where hybrid evaluation is conducted. Finally, we present our findings
in the Summarization datasets where automatic evaluation is utilized.

(i) Relation extraction. We compare the performance of LLMs with the
current state-of-the-art fine-tuned BioGPT [5] model across 3 datasets
for the relation extraction task. The LLM generated responses in the
relation extraction task are computed based on Human Evaluation.
From the results presented in Table 7, we find that in the BC5CDR
dataset, while LLaMA-2 achieves the highest recall, PaLM-2 performs
the best in terms of Precision and F1. Meanwhile, in terms of F1,
the zero-shot PaLM-2, Claude-2, and LLaMA-2 model even outperform
the prior state-of-the-art fine-tuned BioGPT in this dataset, with an
improvement of 17.61% by the best performing PaLM-2. In the KD-
DTI dataset, though GPT-3.5 and Claude-2 achieve high recall, their
overall Fl-score was quite lower than BioGPT and PaLM-2. Mean-
while, zero-shot PaLM-2 again performs much better while achieving
almost similar performance in comparison to the fine-tuned BioGPT
in terms of the F1 score. In the DDI dataset, GPT-3.5 achieves state-
of-the-performance across all three metrics (Precision, Recall, and F1),
followed by Claude-2. Since in the DDI dataset, there are only 4 types of
labels, more descriptive prompts are used in this dataset (e.g., providing
the definition of different interaction types), which helped GPT-3.5 and

Claude-2 to achieve better performance. However, more descriptive
prompts were not helpful for PaLM-2 in this dataset. Nonetheless,
the impressive results achieved by LLMs in comparison to the prior
state-of-the-art results in BC5CDR and DDI datasets demonstrate that
in datasets having smaller training sets (both datasets have less than
1000 training samples), LLMs are more effective than even fine-tuned
models. Meanwhile, in the KD-DTI dataset that has about 12 K training
samples, most zero-shot LLMs still achieve comparable performance,
with PaLM-2 slightly outperforming the state-of-the-art result. More
interestingly, while other LLMs achieve quite poor precision scores in
the KD-DTI dataset, PaLM-2 even outperforms the current state-of-the-
art result in terms of precision. However, based on paired t-test with
p < .05, the performance difference between the LLMs and the current
fine-tuned SOTA models in terms of F1 is not statistically significant.

(ii) Text classification. In terms of Text Classification (see Table 8), the
LLM generated responses are evaluated based on Hybrid Evaluation.
In comparison to the current state-of-the-art models fine-tuned on the
respective datasets (BioGPT [5] in HoC and BioBERT [3] in LitCovid), it
is evident that the zero-shot LLMs perform very poorly in comparison to
the state-of-the-art fine-tuned baselines in both datasets. In particular,
the performance of Claude-2 was much poorer than other LLMs. Among
LLMs, GPT-3.5 and PaLM-2 are generally better, with PaLM-2 being the
best performing LLM in both the HoC dataset and the LitCovid dataset.
The difference in performance between the best performing PaLM-2 and
the worst performing Claude-2 is also statistically significant, based
on paired t-test, with p < .05.

We also investigate the effect of prompt tuning by evaluating two
new prompts that are less descriptive, i.e., without giving definitions of
the HoC classes, or without naming the HoC classes. Below our findings
for GPT-3.5 based on prompt variations are demonstrated:

(i) Prompting with only the name of each HoC class is given without any
definitions, drops the F1 score to 46.93.

(ii) Prompting without explicitly mentioning the name of 10 HoC classes,
drops F1 to 38.20.

This indicates that for classification tasks, descriptive prompts are
very helpful in improving the performance of LLMs (see Section 5.4.1
for more details).

(iii) Question answering. For question answering, we evaluate the per-

formance based on Hybrid Evaluation on two datasets (see Table 8).
In terms of the question-answering task in the PubMedQA dataset,

we find that the performance of all LLMs is much lower than the current
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state-of-the-art BioGPT model. It should be noted that the BioGPT [5]
model which achieves the state-of-the-art result in PubmedQA was
additionally trained on the PQA-A (211K instances) and PQA-U (61K
instances) splits of the PubmedQA dataset (along with the PQA-L split
which is the dedicated training set of this dataset). While comparing
the performance of the closed-source LLMs (GPT-3.5, PaLM-2, Claude-
2), we find that they perform almost similarly, with none of them
achieving more than 60% accuracy. More interestingly, none of these
closed-source LLMs could outperform the LLaMA-2 model that achieves
the best performance among LLMs in this dataset. This is an inter-
esting finding since the LLaMA-2 only has 13B parameters, which is
much smaller than the closed-source LLMs. To further investigate how
LLaMA-2 achieves superior performance in this dataset, we present the
confusion matrix using a heatmap based on the prediction made by
different LLMs in Fig. 2. From the heatmap, we find that all LLMs except
LLaMA-2 make mistakes while predicting the “no” type label, as in most
cases the LLMs (GPT-3.5, PaLM-2, Claude-2) ended up predicted with
the “yes” type label instead, leading to an overall poor accuracy.

In terms of the question-answering task in the MediQA-2019 dataset,
we find that the accuracy from the PubMedQA dataset is increased
for GPT-3.5 and Claude-2, while being decreased for the LLaMA-2
and PaLM-2; with the zero-shot GPT-3.5 achieving the best accuracy
(73.26). The performance of GPT-3.5 is comparable to the current
state-of-the-art accuracy of 79.49 [49] by the ALBERT model [78]
which was additionally trained in question-answering style on 14 K
biomedical texts consisting of disease-related knowledge followed by
being fine-tuned on the MediQA-2019 dataset. To further investigate
the performance of LLMs in this dataset, we show the confusion matrix
in Fig. 3 to find that the best performing LLM in the MediQA-2019
dataset, the GPT-3.5 model was able to classify the Relevant and Not
Relevant labels more accurately than other LLMs. Moreover, the reason
behind PaLM-2 being the worst performer in this dataset is due to the
fact that it predicts most instances as Not Relevant. Paired t-test with p
< .05 demonstrates that the performance difference between the LLMs
in question answering is not statistically significant.

(iv) Entity linking. All the entity linking datasets are evaluated based
on the Hybrid Evaluation technique. For entity linking, we find from
Table 8 that Claude-2 outperforms all other LLMs in all three entity

linking datasets: BC5CDR, Cometa, and NCBI. In BC5CDR and NCBI,
while LLaMA-2 is the second best performing model; the PaLM-2 is
found to be the second best performer in the Cometa dataset. Nonethe-
less, the performance of the second best performing models is still quite
below in comparison to the Claude-2 model. This finding suggests that
Claude-2 is more useful than other models in biomedical entity linking
tasks by effectively retrieving the correct definition from its pre-training
knowledge, although its performance is still much below compared
to the current fine-tuned SOTA models, which is also statistically
significant, based on paired t-test with p < .05.

(v) NER. Similar to Entity Linking, we also conduct Hybrid Evaluation
for NER and find from Table 9 that Claude-2 again outperforms the
rest other LLMs across all NER datasets (also in terms of all evaluation
metrics: Precision, Recall, and F1). However, the performance of all
LLMs is significantly lower than the current SOTA results (based on
paired t-test, this difference in performance is statistically significant,
with p < .05), with the performance of LLaMA-2 being the poorest.
Such limitations of zero-shot LLMs in NER have also been observed
in datasets from the general NLP domain [75]. These findings give a
strong indication that generative LLMs need further improvement on
sequence labeling tasks like NER using the traditional BIO formatting.

(vi) Summarization. We present the results on the following summa-
rization datasets: Dialogue Summarization, Question Summarization, and
Answer Summarization in Table 10 and compare with BioBART [4].
For evaluation [86], we use the following two Automatic Evalua-
tion metrics: (i) the widely used ROUGE [76] metric, and (ii) the
BERTScore [77] metric. For BERTScore, we use the RoBERTa-Large
[87]1 model for implementation. For all LLMs, the input context length
of 2000 words has been used.

We observe that in terms of the ROUGE metric, all LLMs perform
much worse than BioBART in datasets that have dedicated training
sets, such as iCliniq, HealthCareMagic, and MeQSum. Meanwhile, they
perform on par with BioBART in the MEDIQA-QS dataset. Among
LLMs, in general, GPT-3.5 is found to be the best performer in these
datasets. More importantly, GPT-3.5 outperforms BioBART in both
MEDIQA-ANS and MEDIQA-MAS datasets. Note that MEDIQA-ANS,
MEDIQA-MAS, and MEDIQA-QS datasets do not have any dedicated
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Table 9
Performance on Named Entity Recognition datasets. SOTA results are from the BioBERT [3] model. Here, ‘Precision’ and ‘Recall’ are denoted by ‘P’ and ‘R’, respectively.
Dataset Model
GPT-3.5 PaLM-2 Claude-2 LLaMA-2-13b SOTA
P R F1 P R F1 P R F1 P R F1 P R F1
BC2GM 23.07 52.19 31.99 24.65 48.77 32.75 31.95 55.10 40.45 3.39 24.11 5.95 84.32 85.12 84.72
BC4CHEMD 17.33 52.08 26.01 18.27 44.09 25.83 26.37 52.83 35.18 3.67 35.05 6.64 92.80 91.92 92.36
BC5CDR-chem 29.93 66.30 41.25 37.93 65.63 48.08 49.99 69.23 58.05 6.98 48.41 12.21 93.68 93.26 93.47
BC5CDR-disease 23.37 52.08 32.26 26.56 46.16 33.72 47.06 53.62 50.13 3.16 27.98 5.68 86.47 87.84 87.15
JNLPBA 23.51 49.53 31.89 15.43 33.74 21.18 26.97 48.34 34.62 2.50 15.32 4.30 72.24 83.56 77.49
NCBI-disease 24.76 51.25 33.39 25.10 41.04 31.15 39.33 54.69 45.75 2.56 21.67 4.58 88.22 91.25 89.71
linnaeus 2.87 24.84 5.14 3.81 20.80 6.44 8.30 42.92 13.91 0.73 24.21 1.42 90.77 85.83 88.24
5800 9.38 45.89 15.57 10.80 39.50 16.96 15.74 51.11 24.07 0.99 17.21 1.87 72.80 75.36 74.06
Table 10

Performance on various summarization datasets. Here, ‘R-1’, ‘R-2’, ‘R-L’ and ‘B-S’ denote ‘ROUGE-1’, ‘ROUGE-2’, ‘ROUGE-L’, and ‘BERTScore’, respectively. State-of-the-art (SOTA)
results are taken from the BioBART [4] model. Also, LLaMA-2 refers to its 13b version, similar to other tasks.

Model Dataset
iCliniq HealthCareMagic MeQSum MEDIQA-QS MEDIQA-MAS MEDIQA-ANS
R1 R2 RL  BS R-1 R2 RL  BS R-1 R2 RL  BS R-1 R2 RL  BS R-1 R2 RL  BS R-1 R2 RL  BS
GPT-35 305 128 254 893 281 9.8 240 889 300 123 262 8.0 306 116 267 89.0 389 146 221 8.9 287 104 244 89.0
PalM-2 219 102 186 870 259 98 220 883 315 140 277 897 297 115 260 900 153 86 135 852 254 121 189 854
Claude-2 288 11.0 237 89.0 244 7.4 203 882 317 136 27.9 899 320 135 277 902 134 62 111 856 286 87 7.6 85.9
LLaMA-2 200 7.2 152 858 167 5.1 129 853 212 73 171 855 233 86 177 8.2 137 112 132 866 280 96 17.4 853
SOTA 61.1 485 594 941 467 261 442 919 556 381 532 933 320 124 297 903 329 113 293 8.1 216 93 192 857
Table 11
Performance on the Biomedical Lay Summarization task. State-of-the-Art results are from Sim et al. [84].
Model Dataset
elLife PLOS
ROUGE-1 ROUGE-2 ROUGE-L BERTScore ROUGE-1 ROUGE-2 ROUGE-L BERTScore
GPT-3.5 33.88 8.64 17.15 84.49 41.11 11.41 21.74 86.11
PaLM-2 21.55 3.92 12.14 81.03 29.61 7.10 16.40 83.02
Claude-2 39.20 9.31 18.34 84.30 39.05 9.28 19.52 85.03
LLaMA-2-13b 38.53 8.69 18.10 83.18 38.58 11.15 20.14 84.69
State-of-the-Art 49.50 14.60 46.90 85.50 50.20 19.00 46.20 86.50
Table 12
Performance on Readability Controlled Summarization in the PLOS dataset. State-of-the-Art results are from Chen et al. [85].
Model Summarization type
Abstract Lay Summarization
ROUGE-1 ROUGE-2 ROUGE-L BERTScore ROUGE-1 ROUGE-2 ROUGE-L BERTScore
GPT-3.5 39.65 11.01 20.76 85.64 39.13 9.57 20.00 85.63
PaLM-2 25.09 5.37 14.20 82.53 30.70 7.02 16.39 83.31
Claude-2 42.25 13.05 21.53 85.46 36.16 7.82 17.68 84.47
LLaMA-2-13b 41.78 13.01 21.37 84.63 36.33 9.53 18.89 84.18
State-of-the-Art 46.97 15.57 42.87 85.48 45.67 13.38 41.59 85.57

training data and GPT-3.5 and other LLMs usually achieve comparable
or even better performance in these datasets compared to the BioBART
model fine-tuned on other related datasets [4]. This further confirms
that zero-shot LLMs are more useful than domain-specific fine-tuned
models in biomedical datasets that lack large training data.

We also present our findings on the biomedical lay summarization
task in Table 11 and readability controlled summarization task in
Table 12.

For the biomedical lay summarization task, we combine both ab-
stract and article together and give as input to the models till the
concatenated text reaches the maximum context length. For this task,
we compare the performance of the LLMs in eLife and PLOS datasets.
Based on the ROUGE scores, the Claude-2 model is found to be the
best performing LLM in the eLife dataset with GPT-3.5 being the best-
performing one in the PLOS dataset. However, none of the LLMs could
outperform the current state-of-the-art in these datasets. While the
performance of the LLMs is quite low in terms of ROUGE, they achieve

10

much higher scores in terms of BERTScore, which is comparable to
the state-of-the-art result. This shows a great discrepancy between the
lexical matching based traditional ROUGE scoring and the contextual
similarity-based BERTScore metric.

The readability-controlled summarization task contains two sub-
tasks: (i) abstract writing, and (ii) lay summary writing. Contrary to
the previous task (i.e., biomedical lay summarization task), this time
we only give an article as input without the abstract, as required by
the task. We find that in writing the abstract of the given article,
the Claude-2 model performs the best in terms of all ROUGE scores.
However, in terms of BERTScore, GPT-3.5 slightly performs better than
Claude-2. Interestingly, we find that in terms of the BERTScore, the
GPT-3.5 model even outperforms the ROUGE-based SOTA models in
both datasets. This further establishes the limitation of using ROUGE
as a metric to evaluate LLMs for summarization [75].

Since the whole document cannot be given as input at once to these
LLMs except Claude-2, we also investigate the performance using the
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Table 13

Performance of different LLMs on Biomedical Lay Summarization datasets based on various input lengths.
Model Length Dataset

eLife PLOS
ROUGE-1 ROUGE-2 ROUGE-L BERTScore ROUGE-1 ROUGE-2 ROUGE-L BERTScore

GPT-3.5 2000 33.88 8.64 17.15 84.49 41.11 11.41 21.74 86.11
GPT-3.5 5000 33.62 8.77 17.21 84.45 41.41 11.65 21.89 86.17
GPT-3.5 10000 33.39 8.60 17.16 84.35 41.59 11.94 22.11 86.25
PaLM-2 2000 21.55 3.92 12.14 81.03 29.61 7.10 16.40 83.02
PaLM-2 5000 15.13 2.54 8.71 79.27 25.00 5.78 13.89 82.10
Claude-2 2000 39.20 9.31 18.34 84.30 39.05 9.28 19.52 85.03
Claude-2 5000 39.43 9.42 18.38 84.20 38.79 9.09 19.26 84.92
Claude-2 FULL 38.97 9.09 18.05 83.95 39.16 9.31 19.30 84.85

Table 14

Performance of different LLMs on Readability Controlled Summarization in the PLOS dataset based on various input lengths.
Model Length Summarization type

Abstract Lay summarization
ROUGE-1 ROUGE-2 ROUGE-L BERTScore ROUGE-1 ROUGE-2 ROUGE-L BERTScore

GPT-3.5 2000 39.65 11.01 20.76 85.64 39.13 9.57 20.00 85.53
GPT-3.5 5000 40.94 11.83 21.40 85.90 40.07 10.27 20.66 85.81
GPT-3.5 10000 40.99 11.89 21.44 85.91 40.29 10.42 20.71 85.86
PalLM-2 2000 25.09 5.37 14.20 82.53 30.70 7.02 16.39 83.31
PaLM-2 5000 21.98 4.63 12.38 81.55 25.05 5.43 13.81 82.03
Claude-2 2000 42.25 13.05 21.53 85.46 36.16 7.82 17.68 84.47
Claude-2 5000 43.27 13.60 22.29 85.67 37.97 8.58 18.56 84.66
Claude-2 FULL 43.89 13.88 22.49 85.72 38.97 9.09 18.05 83.95

following input context lengths (in terms of number of words); PaLM-2:
2000 and 5000, GPT-3.5: 2000, 5000, and 10000, and Claude-2: 2000,
5000, and full input document. Since LLaMA-2 has a maximum con-
text length of 4000 tokens (approximately 3000 words'®), we exclude
LLaMA-2 from this study. The results for both tasks, biomedical lay
summarization, and readability controlled summarization, can be found
in Table 13 and Table 14, respectively. Our experiments reveal that
increasing the context length decreases the performance of PaLM-2 in
both tasks across all datasets. Moreover, increasing the context length
also does not help GPT-3.5 or Claude-2 to gain any substantial perfor-
mance gain. This can be explained based on the work of Liu et al. [88],
where they find that LLMs tend to lose contextual information with
the increase in sequence length, and especially they perform poorly
in scenarios when they are required to generate responses based on
utilizing the information that appears in the middle of the context.

The experimental results in these article summarization datasets
demonstrate that using the context length of 2000 is good enough
in terms of ROUGE and BERTScore metrics for both abstract and lay
summarization. This context length should also be very helpful in terms
of usage cost as well as time efficiency in comparison to using longer
contexts [89]

Further performance analysis demonstrates that based on the paired
t-test with p < .05, the performance difference in terms of the ROUGE
score between all the LLMs and the current fine-tuned SOTA models
in the summarization datasets is statistically significant, which also
happens in terms of BERTScore for all LLMs except GPT-3.5.

5.4. Analysis
In this section, we conduct further analysis on the performance of

LLMs based on (i) variations in prompts, (ii) few-shot learning, and (iii)
fine-tuning, alongside analyzing the performance of LLMs based on the

15 https://help.openai.com/en/articles/4936856-what-are-tokens-and-how-
to-count-them

(iv) possibility of data contamination. Below, the findings based on this
analysis are demonstrated.

5.4.1. Effects of prompt variation

The effects of prompt tuning in the HoC dataset have been investi-
gated by evaluating the performance of GPT-3.5 based on the following
prompt variations:

i. Prompting with explicitly defining the 10 HoC classes achieves
an F1 score of 59.26 (see Row 1 in Table 15).
ii. Prompting without mentioning the name of any HoC classes,
drops F1 to 38.20 (see Row 2 in Table 15).
iii. Prompting with the name of each HoC class is given without
providing the definition of each class, drops the F1 score to 46.93
(see Row 3 in Table 15).

Thus, our findings demonstrate that more descriptive prompts yield
better results.

5.4.2. Effects of few-shot learning

In the previous analysis, it has been found that variations in pro-
mpts, especially the utilization of more descriptive prompts could sig-
nificantly impact the performance of LLMs in zero-shot scenarios. While
the main focus of this work was to conduct zero-shot experiments using
LLMs to address the lack of large annotated datasets in the biomedical
domain, this section demonstrates the effect of the utilization of few-
shot examples in the prompts. Since few-shot learning also leads to an
increase in the context length, which is a problem for LLMs that have
limited context length, in this paper, the Claude-2 model is selected
for the few-shot experiments since it can consider significantly much
longer contexts (100k tokens) than other LLMs. Thus, using Claude-
2 as the LLM for the few-shot learning experiments also helped us to
address the context length issue. In the prompt, the few-shot examples
are first included, followed by the task descriptions, as demonstrated
in Section 4.1. The results from the few-shot experiments across all
datasets are shown in Table 16.
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Table 15
Effects of Prompt Variations in GPT-3.5 for the Document Classification Task in the HoC dataset.

# Prompt F1

1. The 10 hallmarks of cancer taxonomy with their definitions are given below: 59.26
(i) Sustaining proliferative signaling: Cancer cells can initiate and maintain continuous cell division by producing their
own growth factors or by altering the sensitivity of receptors to growth factors.
(i) Evading growth suppressors: Cancer cells can bypass the normal cellular mechanisms that limit cell division and
growth, such as the inactivation of tumor suppressor genes and/or insensitivity to antigrowth signals.
(iii) Resisting cell death: Cancer cells develop resistance to apoptosis, the programmed cell death process, which allows
them to survive and continue dividing.
(iv) Enabling replicative immortality: Cancer cells can extend their ability to divide indefinitely by maintaining the length
of telomeres, the protective end caps on chromosomes.
(v) Inducing angiogenesis: Cancer cells stimulate the growth of new blood vessels, providing the necessary nutrients and
oxygen to support their rapid growth.
(vi) Activating invasion and metastasis: Cancer cells can invade surrounding tissues and migrate to distant sites in the
body, forming secondary tumors called metastases.
(vii) Deregulating cellular energetic metabolism: Cancer cells rewire their metabolism to support rapid cell division and
growth, often relying more on glycolysis even in the presence of oxygen (a phenomenon known as the Warburg effect).
(viii) Avoiding immune destruction: Cancer cells can avoid detection and elimination by the immune system through
various mechanisms, such as downregulating cell surface markers or producing immunosuppressive signals.
(ix) Tumor promoting inflammation: Chronic inflammation can promote the development and progression of cancer by
supplying growth factors, survival signals, and other molecules that facilitate cancer cell proliferation and survival.
(x) Genome instability and mutation: Cancer cells exhibit increased genomic instability, leading to a higher mutation rate,
which in turn drives the initiation and progression of cancer.
Classify the following sentence in one of the above 10 hallmarks of cancer taxonomy. If cannot be classified, answer as
“empty”:
[SENTENCE]

2. Is it possible to classify the following sentence in one of the 10 categories in the Hallmarks of Cancer taxonomy? If 38.20
possible, write down the class.
[SENTENCE]

3. Classify the sentence given below in one of the 10 categories (i. activating invasion and metastasis, ii. tumor promoting 46.93

inflammation, iii. inducing angiogenesis, iv. evading growth suppressors, v. resisting cell death,vi. cellular energetics, vii.
genomic instability and mutation, viii. sustaining proliferative signaling, ix. avoiding immune destruction, x. enabling
replicative immortality) in the Hallmarks of Cancer taxonomy? If cannot be classified, answer as “empty”.

[SENTENCE]

Though few-shot learning usually leads to improvements in perfor-
mance, in many tasks, few-shot learning is also found to be ineffective.
For instance, Ye et al. [90] demonstrated that in many language pro-
cessing tasks, few-shot learning using LLMs achieves much poorer
results in comparison to zero-shot learning. In our experiments, we also
find that while few-shot learning is more effective than zero-shot in
some tasks (e.g., better in terms of F1 in KD-DTI (1-shot) and BC5CDR
(3-shot) for relation extraction,'® in terms of Accuracy in MediQA-
2019 (1-shot) and PubMedQA (3-shot) for question answering, as well
as in some summarization datasets), the opposite happens in other
tasks as well (e.g., NER, Entity Linking, etc.). Therefore our findings
are consistent with Ye et al. [90] to reveal that increasing few-shot
examples from 0-shot to 1 or 3-shot does not necessarily improve the
performance.

To further improve performance with few-shot, the task examples
in few-shot prompts are required to be of high quality to ensure better
performance while avoiding possible prediction biases towards the
task examples. Thus, future work may investigate how to construct
better examples for few-shot experiments with LLMs in the biomedical
domain.

5.4.3. Effects of fine-tuning

The few-shot learning experiment demonstrates that adding few-
shot examples to the prompt does not lead to any performance gain
in most biomedical tasks. Thus, in this section, we investigate whether
the fine-tuning of LLMs could lead to performance gain. Since the main
motivation of this paper is to investigate how LLMs could be used to ad-
dress the lack of annotated datasets problem in the biomedical domain,

16 Few-shot learning leads to a decrease in performance in terms of Recall
in comparison to zero-shot learning in all relation extraction datasets.
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only the datasets that have smaller training sets have been used for the
fine-tuning experiment. This makes the fine-tuning experiment to be
also consistent with the motivation of this paper which is to investigate
the capability of LLMs in zero-shot scenarios in the biomedical domain
to address the lack of large annotated dataset issue. For this reason, the
PubMedQA dataset for question-answering (only 450 training samples),
the MeQSum dataset (500 training samples) for summarization, the
DDI (500 training samples), and the BC5CDR (664 training samples)
datasets for relation extraction have been used for LLM fine-tuning.
Nonetheless, many closed-source LLMs (e.g., PaLM-2, Claude-2) do
not support fine-tuning, whereas fine-tuning GPT-3.5 significantly in-
creases the cost during inference.'” Thus, the fine-tuning experiment is
conducted with a comparatively smaller open-source LLM: the LLaMA-
2-7B-Chat'® model and run for 3 epochs with the learning rate 2e — 5.
These hyperparameters are selected since they lead to the best perfor-
mance in the validation set. The results of the fine-tuning experiment
are shown in Table 17. From Table 17, it is quite evident that fine-
tuning is more useful than few-shot learning. In general, fine-tuning
outperforms all the zero-shot and few-shot LLMs (except GPT-3.5 in
the DDI dataset in terms of Recall and F1, even though the fine-tuned
version achieves significantly better precision scores). Meanwhile, in
the summarization dataset, the fine-tuned LLaMA-2-7B set a new state-
of-the-art result. Moreover, it achieves almost similar performance in
comparison to the state-of-the-art in the PubMedQA dataset for the
question answering task (even though LLaMA-2-7B was only trained on
500 samples, the current state-of-the-art BioGPT [5] model was trained
on 270 K samples).

17 https://openai.com/blog/gpt-3-5-turbo-fine-tuning-and-api-updates
18 https://huggingface.co/meta-llama/Llama-2-7b-chat-hf
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Table 16

Experimental Results for Few-Shot Learning. Here, ‘Readability-Controlled’, ‘ROUGE’, and ‘BERTScore’ are denoted by ‘RC’, ‘R’, and ‘B-S’, respectively.‘.
Dataset Claude-2 (0-Shot) Claude-2 (1-Shot) Claude-2 (3-Shot) SOTA
NER Precision Recall F1 Precision Recall F1 Precision Recall F1 Precision Recall F1
BC2GM 31.95 55.10 40.45 29.88 51.89 37.92 29.76 47.19 36.50 84.32 85.12 84.72
BC4CHEMD 26.37 52.83 35.18 22.28 52.41 31.27 26.87 51.12 35.23 92.80 91.92 92.36
BC5CDR-chem 49.99 69.23 58.05 46.27 59.07 51.89 49.27 65.61 56.28 93.68 93.26 93.47
BC5CDR-disease 47.06 53.62 50.13 44.65 52.71 48.35 43.77 51.27 47.22 86.47 87.84 87.15
JNLPBA 26.97 48.34 34.62 26.63 46.29 33.81 27.38 44.11 33.79 72.24 83.56 77.49
NCBI-disease 39.33 54.69 45.75 37.28 55.42 44.57 35.69 49.48 41.47 88.22 91.25 89.71
linnaeus 8.30 42.92 13.91 8.31 33.22 13.29 14.43 40.13 21.23 90.77 85.83 88.24
s800 15.74 51.11 24.07 19.54 49.54 28.02 15.45 47.59 23.32 72.80 75.36 74.06
Relation Extraction Precision Recall F1 Precision Recall F1 Precision Recall F1 Precision Recall F1
BC5CDR 44.04 67.73 53.37 66.95 40.45 50.18 62.17 53.34 57.42 49.52 43.25 46.17
KD-DTI 17.99 7273 28.84 39.43 55.32 46.04 36.80 13.93 20.21 40.00 39.72 38.42
DDI 39.27 46.60 42.62 30.69 28.80 29.72 33.89 24.27 28.28 41.70 44.75 40.76
Entity Linking Recall@1 Recall@1 Recall@1 Recall@1
BC5CDR 78.01 47.91 55.68 93.26
Cometa 53.29 55.59 56.99 81.77
NCBI 70.21 49.17 47.60 89.90
Question Answering Accuracy Accuracy Accuracy Accuracy
PubMedQA 57.20 52.23 62.80 78.20
MediQA-2019 65.13 68.65 63.32 79.49
Text Classification F1 F1 F1 F1
HoC 34.93 38.99 43.78 85.12
LitCovid 7.60 4.01 6.27 86.20
Summarization R-1/R-2/R-L/B-S R-1/R-2/R-L/B-S R-1/R-2/R-L/B-S R-1/R-2/R-L/B-S
iCliniq 28.8/11.0/23.7/89.0 30.9/12.4/25.9/88.9 29.8/11.4/24.2/88.8 61.1/48.5/59.4/94.1
HealthCareMagic 24.4/7.4/20.3/88.2 24.9/7.2/20.4/87.7 24.9/7.9/20.6/87.9 46.7/26.1/44.2/91.9
MeQSum 31.7/13.6/27.9/89.9 26.8/10.6/22.4/87.7 29.1/11.7/24.8/88.2 55.6/38.1/53.2/93.3
MEDIQA-QS 32.0/13.5/27.7/90.2 26.8/11.0/21.8/88.1 27.7/11.0/22.02/88.2 32.0/12.4/29.7/90.3
MEDIQA-MAS 13.4/6.2/11.1/85.6 36.5/11.4/20.3/86.7 36.3/11.4/20.3/86.7 32.9/11.3/29.3/86.1
MEDIQA-ANS 28.6/8.7/17.6/85.9 30.9/10.8/19.6/86.3 31.5/11.8/20.7/86.5 21.6/9.3/19.2/85.7
eLife (Lay Summ) 39.2/9.3/18.3/84.3 39.3/8.9/17.9/84.1 37.6/8.5/17.5/84.1 49.5/14.6/46.9/85.5
PLOS (Lay Summ) 39.1/9.3/19.5/85.0 38.7/8.8/18.8/84.8 38.8/8.83/18.9/84.9 50.2/19.0/46.2/86.5
PLOS (RC: Abstract) 42.3/13.1/21.5/85.5 42.4/12.8/21.5/85.4 42.7/12.7/21.5/85.5 47.0/15.6/42.9/85.5
PLOS (RC: Lay Summ) 36.2/7.8/17.7/84.5 38.0/8.2/18.3/84.6 37.1/7.7/17.8/84.5 45.7/13.4/41.6/85.6

Table 17

Experimental Results for Fine-Tuning. Here, ‘ROUGE’ and ‘BERTScore’ are denoted by ‘R’ and ‘B-S’, respectively.
Model Relation Extraction Task QA Task Summarization Task

BC5CDR DDI PubMedQA MeQSum
Precision Recall F1 Precision Recall F1 Accuracy R-1 R-1 R-L B-S

GPT-3.5 (0-Shot) 30.62 73.85 43.29 47.11 45.77 46.43 54.40 30.0 12.3 26.2 89.0
PaLM-2 (0-Shot) 51.61 57.30 54.30 35.47 16.48 22.50 59.60 31.5 14.0 27.7 89.7
Claude-2 (0-Shot) 44.04 67.73 53.37 39.27 46.60 42.62 57.20 31.7 13.6 27.9 89.9
LLaMA-2-13b (0-Shot) 39.54 81.66 53.28 22.58 25.67 24.03 61.40 21.2 7.3 17.1 85.5
Claude-2 (1-Shot) 66.95 40.45 50.18 30.69 28.80 29.72 52.23 26.8 10.6 22.4 87.7
Claude-2 (3-Shot) 62.17 53.34 57.4 33.89 24.27 28.28 62.80 29.1 11.7 24.8 88.2
LLaMA-2-7b (Fine-Tuned) 69.28 49.86 57.99 60.57 32.15 42.00 78.00 55.8 38.4 53.6 91.7
SOTA 49.52 43.25 46.17 41.70 44.75 40.76 78.20 55.6 38.1 53.2 93.3

5.4.4. Data contamination detection analysis

We follow the work of Li et al. [91] to analyze the possibility of the
contamination of the datasets that we study in this paper to evaluate
various LLMs. For this purpose, we do the following similar'® to their
work [91].

19 We did not compare the performance of LLMs based on the chronological
analysis (which was also used by Li et al. in [91]) since most of the classifi-
cation datasets that have been used in this paper came before the data cut-off
date of different LLMs.

13

i

Task Example Extraction: This contamination detection tech-
nique checks whether the task example of a particular dataset
(evaluated on discriminative tasks, i.e., non-summarization) can
be extracted from the LLMs that we evaluated in this paper.

. Membership Inference: This contamination detection tech-

nique checks whether the response generated by LLMs in a
particular dataset (evaluated on generation tasks, i.e., summa-
rization) is an exact match of any gold labels in that dataset.

The results of the data contamination detection analysis are shown
in Table 18. From Table 18, it can be inferred that in the NER datasets,
none of the LLMs could extract the task examples. This could be due
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Table 18
Data contamination detection analysis. Here, ‘Task Example Extraction’ and ‘Membership Inference’ are denoted by ‘TEE’ and ‘MI’, respectively;
whereas ‘NO’ indicates that the possibility of contamination is not found, and ‘YES’ indicates that there is a possibility of contamination found.
Task & Dataset GPT-3.5 PaLM-2 Claude-2 LLaMA-2-13B
NER TEE TEE TEE TEE
BC2GM (2008) No No No No
BC4CHEMD (2016) No No No No
BC5CDR-chem (2015) No No No No
BC5CDR-disease (2014) No No No No
JNLPBA (2004) No No No No
NCBI-disease (2016) No No No No
linnaeus (2010) No No No No
s800 (2013) No No No No
Relation Extraction TEE TEE TEE TEE
BC5CDR (2016) No No No No
KD-DTI (2022) No Yes No No
DDI (2013) Yes No Yes No
Entity Linking TEE TEE TEE TEE
BC5CDR No No No No
Cometa No No No No
NCBI No No No No
Question Answering TEE TEE TEE TEE
PubMedQA (2019) No No Yes Yes
MediQA-2019 (2019) No No No No
Text Classification TEE TEE TEE TEE
HoC (2016) No No No No
LitCovid (2020) No Yes No No
Summarization MI MI MI MI
iCliniq (2020) No Yes Yes No
HealthCareMagic (2020) Yes Yes Yes Yes
MeQSum (2019) Yes Yes Yes Yes
MEDIQA-QS (2021) No No No No
MEDIQA-ANS (2020) No Yes No No
MEDIQA-MAS (2021) No No No No
eLife (Lay Summ) (2023) No No No No
PLOS (Lay Summ) (2023) No No No No
PLOS (RC: Abstract) (2023) No No No No
PLOS (RC: Lay Summ) (2023) No No No No
Table 19
Results on NER and text classification based on accuracy.
Model Dataset
NER Text classification
BC2GM BC4CHEMD BC5CDR-chem BC5CDR-disease JNLPBA NCBI-disease linnaeus s800 HoC LitCovid
GPT-3.5 85.00 84.14 87.26 87.98 80.53 87.90 87.71 87.15 58.86 26.55
PaLM-2 88.36 87.66 92.60 91.75 82.65 89.62 93.37 91.16 62.64 43.02
Claude-2 89.92 89.86 94.03 94.55 84.59 92.32 93.72 92.41 35.80 0.87
LLaMA-2 50.78 49.78 54.99 50.79 47.59 47.66 50.46 46.43 42.89 13.39

to the fact that in our experiments, the LLMs were asked to determine
the NER tag for each token based on the ‘BIO’ format. Meanwhile, the
LLMs could potentially be pre-trained differently for the NER task. In
our analysis, we also find that while LLMs could explain the NER tasks,
they cannot generate the task examples for each dataset in the expected
‘BIO format’. The experimental results demonstrate that the possible
absence of the task examples in the pre-training data could probably
be the reason behind LLMs performing very poorly in all NER datasets.
A similar trend is also observed in the Entity Linking datasets where no
possibility of data contamination is found based on the task extraction
analysis technique.

However, in Relation Extraction, task examples could be extracted
in the KD-DTI and the DDI datasets (while the task example extraction
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approach did not lead to the possibility of data contamination in
BC5CDR). In the case of the KD-DTI dataset, the best-performing PaLM-
2 model could extract task examples, whereas in the DDI dataset, two of
the better-performing LLMs, GPT-3.5 and Claude-2, could also extract
task examples. This may indicate that the possible presence of task
examples in the LLM training data may be responsible for the improved
performance of some LLMs in respective datasets.

In terms of the question answering and the text classification
datasets, the task example extraction techniques show no possibility
of data contamination in MediQA-2019 and HoC datasets. This is quite
surprising for GPT-3.5 in the MediQA-2019 dataset since it achieves
performance comparable to the state-of-the-art. While for HoG, it is
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Some examples of PaLM-2 generated responses in Relation Extraction and Text Classification.
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Dataset

Type

Prompt PaLM-2 Response

Gold Label

BC5CDR

Chemical-Disease
Relation Extraction

Identify each pair of drugs and the drug-induced side-effects (e.g., diseases) in the following

passage: disease is delirium. The side effect is delirium.

Famotidine-associated delirium. A series of six cases. Famotidine is a histamine H2-receptor
antagonist used in inpatient settings for prevention of stress ulcers and is showing
increasing popularity because of its low cost. Although all of the currently available
H2-receptor antagonists have shown the propensity to cause delirium, only two previously
reported cases have been associated with famotidine. The authors report on six cases of
idi patients who cleared completely upon removal
of famotidine. The pharmacokinetics of famotidine are reviewed, with no change in its

in the elderly seen. The implications of using famotidine in elderly
persons are discussed.

delirium in

The drug is famotidine. The drug induced

chemical: famotidine
disease: delirium

KD-DTI

Drug-Target
Relation Extraction

Identify the drug-target interactions in the following passage (along with the interaction
type among the following: ’inhibitor’, ’agonist’, 'modulator’, ’activator’, ’blocker’, ’inducer’,
’antagonist’, ’cleavage’, 'disruption’, ’intercalation’, 'inactivator’, ’bind’, ’binder’, 'partial
agonist’, ’cofactor’, 'substrate’, ’ligand’, 'chelator’, 'downregulator’, ’other’, ’antibody’,
’other/unknown’): Binding of valsartan to mammalian angiotensin AT1 receptors. The
binding characteristics of the angiotensin AT1 receptor antagonist valsartan were investigated
in different animal species and tissues. Using [125I](Sarl,Ile8) angiotensin II as radioligand,
affinity constants were determined in liver and adrenal rat and marmoset, human adrenal
and in rat aortic smooth muscle cells. In all tissues tested, valsartan had a greater affinity
for the AT1 receptor than losartan (on average 5-fold). The affinities of both antagonists
were up to 30 times weaker in the dog tissues [3H]Valsartan bound with high affinity (Kd
1.44 nmol/l) to the rat aortic smooth muscle cell AT1 receptor. Binding was saturable and
reversible. Non-specific binding was low (10%). Reports that [3H]losartan binds to a
non-angiotensin II binding site in rat liver and in other tissues could be confirmed.
[3H]Valsartan on the other hand bound only to the AT1 receptor. Using a competition
binding assay with [3H]losartan on rat liver membranes it could be shown that valsartan
can bind to the ’losartan binding site’, but at a 10,000-fold less affinity than for the AT1
receptor. Valsartan is therefore a highly specific and selective antagonist of the AT1
receptor. Due to its high affinity and low non-specific binding it is a suitable radioactive
antagonist for the study of the distribution and function of the angiotensin AT1 receptor.

valsartan, antagonist, angiotensin AT1 receptor

drug: Valsartan
target: Type-1 angiotensin II receptor
interaction: antagonist

DDI

Drug-Drug
Relation Extraction

Identify the pairs of drug-drug interactions in the passage given below based on one of the Leukine, lithium: effect
following interaction types:

(i) mechanism: this type is used to identify drug-drug interactions that are described by
their pharmacokinetic mechanism.

(ii) effect: this type is used to identify drug-drug interactions describing an effect.

(iii) advice: this type is used when a recommendation or advice regarding a drug-drug
interaction is given.

(iv) int: this type is used when a drug-drug interaction appears in the text without
providing any additional information.

Interactions between Leukine and other drugs have not been fully evaluated. Drugs which
may potentiate the myeloproliferative effects of Leukine, such as lithium and corticosteroids,
should be used with caution.

drug: Leukine

target: lithium
interaction: effect
drug: Leukine
target: corticosteroids
interaction: effect

HoC

Text
Classification

The 10 hallmarks of cancer taxonomy with their definitions are given below: sustaining proliferative
(i) Sustaining proliferative signaling: Cancer cells can initiate and maintain continuous cell
division by producing their own growth factors or by altering the sensitivity of receptors to
growth factors.

(i) Evading growth suppressors: Cancer cells can bypass the normal cellular mechanisms
that limit cell division and growth, such as the inactivation of tumor suppressor genes
and/or insensitivity to antigrowth signals.

(iii) Resisting cell death: Cancer cells develop resistance to apoptosis, the programmed cell
death process, which allows them to survive and continue dividing.

(iv) Enabling replicative immortality: Cancer cells can extend their ability to divide
indefinitely by maintaining the length of telomeres, the protective end caps on
chromosomes.

(v) Inducing angiogenesis: Cancer cells stimulate the growth of new blood vessels, providing
the necessary nutrients and oxygen to support their rapid growth.

(vi) Activating invasion and metastasis: Cancer cells can invade surrounding tissues and
migrate to distant sites in the body, forming secondary tumors called metastases.

(vii) Deregulating cellular energetic metabolism: Cancer cells rewire their metabolism to
support rapid cell division and growth, often relying more on glycolysis even in the
presence of oxygen (a phenomenon known as the Warburg effect).

(viii) Avoiding immune destruction: Cancer cells can avoid detection and elimination by the

immune system through various mech such as do ing cell surface markers or
producing immunosuppressive signals.
(ix) Tumor promoting infl Chronic i ion can promote the development

and progression of cancer by supplying growth factors, survival signals, and other molecules
that facilitate cancer cell proliferation and survival.

(x) Genome instability and mutation: Cancer cells exhibit increased genomic instability,
leading to a higher mutation rate, which in turn drives the initiation and progression of
cancer.

Classify the following sentence in one of the above 10 hallmarks of cancer taxonomy. If
cannot be classified, answer as “empty”:

In addition, activated phosphatidylinositol 3-kinase ( PI3-K ) and phosphorylated Akt levels
were also elevated in the U87MG.DeltaEGFR tumors.

signaling.

sustaining proliferative signaling.

expected since all LLMs perform much poorer than the state-of-the-
art. For the other question-answering and text classification datasets,
LLaMA-2 and Claude-2 show the possibility of data contamination
in the PubMedQA dataset. This may provide some explanations on
why smaller LLaMA-2-13b outperforms other much larger LLMs in this
dataset. In the LitCovid dataset, we only find that the PaLM-2 model
has the possibility of data contamination (it also achieves the best result
in comparison to other LLMs in this dataset).
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In the summarization datasets, the contamination detection analysis
is conducted based on the membership inference technique which
demonstrates that PaLM-2 is more likely to generate some responses
similar to the gold reference summaries, as it shows the possibility of
membership inference-based contamination in the highest number of
datasets (4 out of the 10 summarization datasets). We also find that
the HealthcareMagic and the MeQSum datasets are reported as con-
taminated based on membership inference for all four LLMs. However,
in none of these datasets, LLMs could beat the state-of-the-art models
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Table 21
Some examples of Claude-2 generated responses in Entity Linking, Named Entity Recognition, and Question Answering.
Dataset Type Prompt Claude-2 Response Gold Label
Cometa Entity Linking “The season seemed to last forever, and even with START allegra END d, i was still feeling pretty allegra fexofenadine
crappy.”
In the biomedical text given above, what does the entity between the START and END token refer to
(answer without any explanation)?
BC2GM Named Below, we provide a biomedical text: Previous : O (e}
Entity “Previous analysis of this motif in the lactose permease ( A .” analysis : O o
Recognition You need to identify the GENE/PROTEIN type named entities in the above text. of : O o
To identify the named entities, please tag each token of the given text in the 'BIO’ format as either: 'B’ this : O o
or T or 'O motif : O o
The BIO format stands for Beginning, Inside, Outside. It provides a way to label individual tokens in a in: O o
given text to indicate whether they are part of a named entity. the : O o
In the BIO format, each token in a text is labeled with a tag that represents its role in a named entity. lactose : B B
For our case, there are three possible tags: permease : I 1
B: it indicates that the token is the beginning of the GENE/PROTEIN type named entity (i.e., the first (:0 o
token of a GENE/PROTEIN type named entity). A: B o
I: it indicates the token is inside a GENE/PROTEIN type named entity (i.e., any token other than the : 0 o
first token of a GENE/PROTEIN type named entity).
O: it indicates that the token is outside any named entity. In other words, it is not part of any named
entity.
Below, each token of the biomedical text is provided (separated by new line). Now please assign the
correct tag to each token. Return your result for each token in a newline in the following format ->
token: assigned tag.
Previous : <ASSIGNED TAG>
analysis : <ASSIGNED TAG>
of : <ASSIGNED TAG>
this : <ASSIGNED TAG>
motif : <ASSIGNED TAG>
in : <ASSIGNED TAG>
the : <ASSIGNED TAG>
lactose : <ASSIGNED TAG>
permease : <ASSIGNED TAG>
( : <ASSIGNED TAG>
A : <ASSIGNED TAG>
: <ASSIGNED TAG>
PubMedQA Question For the question, the reference context, and the answer given below, is it possible to infer the answer Yes. Yes.
Answering for that question from the reference context? Only reply as either Yes or No or Maybe.

Question: Do some U.S. states have higher/lower injury mortality rates than others?

Reference context: This article examines the hypothesis that the six U.S. states with the highest rates of
road traffic deaths (group 1 states) also had above-average rates of other forms of injury such as falling,
poisoning, drowning, fire, suffocation, homicide, and suicide, and also for the retail trade and
construction industries. The converse, second hypothesis, for the six states with the lowest rates of road
traffic deaths (group 2 states) is also examined. Data for these 12 states for the period 1983 to 1995
included nine categories of unintentional and four categories of intentional injury. Seventy-four percent of
the group 1 states conformed to the first hypothesis, and 85% of the group 2 states conformed to the

second hypothesis.

Answer: Group 1 states are likely to exhibit above-average rates for most other categories of injury
death, whereas group 2 states are even more likely to exhibit below-average rates for most other

categories of injury death.

(with the results being much lower in comparison to the reported state-
of-the-art results). It should also be pointed out that the membership
inference shows no possibility of contamination in datasets that are
released in 2023.

6. Conclusions and future work

In this paper, we evaluate LLMs in six benchmark biomedical tasks
across 26 datasets. We observe that in datasets that have large training
data, zero-shot LLMs usually fail to outperform the fine-tuned state-
of-the-art models (e.g., BioBERT, BioGPT, BioBART, etc.). However,
they consistently outperform the fine-tuned baselines on tasks where
the state-of- the-art results were achieved based on fine-tuning only on
smaller training sets. While the LLMs that are studied in this paper are
massive language models with a billion of parameters, they are trained
on diverse domains and so when evaluating their zero-shot capabilities,
they usually fail to outperform various state-of-the-art biomedical task
specific fine-tuned models. However, fine-tuning these LLMs even on
smaller training sets significantly improves their performance. Thus, it
could be useful to train biomedical domain-specific LLMs on biomedical
corpora to achieve better performance in tasks related to the biological
and the medicine domain. Moreover, our findings demonstrate that
the performance of these LLMs may vary across different datasets
and tasks, as we did not observe a single LLM outperforming others
across all datasets and tasks. Thus, our evaluation in this paper could
give a good direction for future research as well as real-world usage
while utilizing these LLMs to build task-specific biomedical systems. We
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also demonstrate that LLMs are sensitive to prompts, as variations in
prompts led to a noticeable difference in results. Thus, we believe that
our evaluation will help future research while constructing the prompts
for LLMs for various tasks.

In the future, we will extend our work to investigate the per-
formance of LLMs on more biomedical tasks [14], such as medical
code assignment [92], drug design [93], healthcare [26], protein se-
quence [94], as well as on low-resource languages [95] and problems in
information retrieval that require open-domain knowledge [96-98]. We
will also explore the ethical implications (e.g., privacy concerns [99])
of using LLMs in the biomedical domain. Moreover, we will extend
our work to study the multi-modal LLMs [100-104] in the biomedical
image processing tasks alongside also studying whether fine-tuning
smaller open-source LLMs could outperform existing fine-tuned state-
of-the-art models in the biomedical domain.
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Some examples of GPT-3.5 generated responses in different Biomedical Text Summarization tasks (Dialogue Summarization, Question Summarization, and Answer Summarization).

Dataset Type Prompt GPT-3.5 Response Gold Summary
iCliniq Dialogue Write a very short and concise one line summary of the following dialogue as an What are some ways to manage I am depressed, and my parents
Summarization informal question in a healthcare forum: depression without surgery and are not supporting me to
Patient: Hello doctor, I am depressed. What can I do? My parents are not what details should I provide to overcome it. Please help
supporting for a surgery which is important for my self-confidence and self-esteem. my doctor?
My father is not taking care of my health or well-being. Please help. Doctor: Hello.
Any related incident or cause for having depression is unclear in this query. Details
of surgery and symptoms which are not mentioned are appreciated to know the
complete picture. Depressive feelings are generally linked with some loss, self-related
issues, stress, or environmental or biological factors. It can be managed by: 1.
Medicines. 2. Psychotherapy to identify the causing agents and try resolving the
issue. 3. Modifying thoughts related to concerns. 4. Physical exercises like walking,
jogging, and workout. 5. Diet changes — Reduce the intake of too much salt and
junk food and reduce sugar intake. Consume healthy foods and fruits having
serotonin and omega-3 can reduce depression.
HealthCareMagic Dialogue Write a very short and concise one line summary of the following dialogue as a What is the diameter of the What should be the diameter of
Summarization question in a healthcare forum: hepatic portal vein in a 1-2 year hepatic portal vein of a 1.5 years
Patient: Dear Doctor,I have a 1.5 years old sick daughter, I am looking for the old child, and what is the old?
written file to understand some clinical numbers of a normal young child(1-2 years frequency of the hepatic portal
old):1: what is the diameter of the hepatic portal vein? 2: what is the frequency of flow?
the hepatic portal flow?I will appreciate if you could help me with these
information. Kelvin Lu Doctor: 4-8 mm is range for diameter for hepatic portal
vein for 1.5 year of children, there is no thing like frequency of hepatic portal
flow. please make it clear
MeQSum Question Rewrite the following question in a short and concise form: Where can I get my daughter Where can I get genetic testing
Summarization Question: Williams’ syndrome . I would like to have my daughter tested for tested for Williams’ syndrome in for william’s syndrome?
William’s syndrome. Could you please tell me where I would go or who does it in my area?
my area? Thank you!!
MEDIQA-QS Question Rewrite the following question in a short and concise form: Any cure for a growing lower lip How can i get rid of a lower lip
Summarization Question: 23 surgeries and counting.....lower lip birthmark, have tried all options birthmark after 23 surgeries? birthmark permanently?
out the there and guess what still have it, continues to grow back.....any
suggestions? Is there a cure coming in the next few years hopefully?
MEDIQA-ANS Answer Write a very short and concise summary of the following article based on the The article discusses the causes Bad breath could be caused by
Summarization question given below: and considerations of bad breath, poor oral hygiene, dental and
Question: Bad Breath I have very bad breath and at times it can make myself and which is usually related to poor gastroesophageal diseases,
others sick. I need some advice as to what I need to do. dental hygiene. Other disorders infections, smoking, alcoholism,
Article: Bad Breath Halitosis Summary There are many reasons why you might have and diseases can also produce and certain foods.
bad breath. You can get it if you do not brush and floss regularly. Bacteria that distinct breath odors, such as
build up in mouth and between teeth produce the bad odor. Other problems in fruity breath being a sign of
mouth, such as gum disease, dry mouth or cavities, may also cause it. Sinusitis or ketoacidosis in diabetes. Proper
problems with nose may be to blame. You can also have bad breath if you eat dental hygiene, avoiding smoking,
some foods, like raw onions, garlic or cabbage. And of course smoking causes its and following healthcare
own bad aroma. Some diseases and medicines are associated with a specific breath provider’s instructions are
odor. Having good dental habits, like brushing and flossing regularly, help fight bad recommended for treating bad
breath. Mouthwashes, mints or chewing gum may make you breath fresher. If you breath. If bad breath persists or
have an underlying disorder, treating it may help eliminate the breath odor. is accompanied by other
symptoms, medical attention may
be necessary.
MEDIQA-MAS Answer For the following question, some relevant answers are given below. Please write It is important to ask the Most machines are safe to use
Summarization down a short concise answer by summarizing the given answers. provider about specific devices with a pacemaker. Some devices

Question: Can I use a Power Plate machine if I have a pacemaker?

Answer 1: Most machines and devices will not interfere with the pacemaker. But
some with strong magnetic fields may. Always ask your provider about any specific
device that you need to avoid. DO NOT put a magnet near the pacemaker. Most
appliances in home are safe to be around. This includes ur refrigerator, washer,
dryer, toaster, blender, computers and fax machines, hair dryer, stove, CD player,
remote controls, and microwaves. You should keep several devices at least 12
inches (30 centimeters) away from the site where the pacemaker is placed under ur
skin. These include: Battery powered cordless tools (such as screwdrivers and drills)
Plug-in power tools (such as drills and table saws) Electric lawnmowers and leaf
blowers Slot machines Stereo speakers Tell all providers that you have a pacemaker
before any tests are done. Some medical equipment may interfere with ur
pacemaker. Stay away from large motors, generators, and equipment. DO NOT lean
over the open hood of a car that is running. Also stay away from: Radio
transmitters and high-voltage power lines Products that use magnetic therapy, such
as some mattresses, pillows, and massagers Large electrical- or gasoline-powered
appliances If you have a cell phone: DO NOT put it in a pocket on the same side
of the body as the pacemaker. When using cell phone, hold it to the ear on the
opposite side of the body. Be careful around metal detectors and security wands.
Handheld security wands may interfere with the pacemaker. Show the wallet card
and ask to be hand searched. Most security gates at airports and stores are OK. But
DO NOT stand near these devices for long periods. The pacemaker may set off
alarms. After any operation, have the provider check the pacemaker.

Answer 2: You will probably be able to go home after 1 day or even the same day
in some cases. You should be able to return to your normal activity level quickly.
Ask your provider how much you can use the arm on the side of the body where
the pacemaker was placed. You may be advised not to: Lift anything heavier than
10 to 15 pounds (4.5 to 6.75 kilograms) Push, pull, and twist arm for 2 to 3
weeks. Raise arm above the shoulder for several weeks. When you leave the
hospital, you will be given a card to keep in the wallet. This card lists the details
of your pacemaker and has contact information for emergencies. You should always
carry this wallet card with you. You should try to remember the name of the
pacemaker manufacturer if you can in case you lose the card.

that may interfere with a
pacemaker, but most appliances
in the home are safe. It is
recommended to stay away from
large motors, generators, and
equipment, products that use
magnetic therapy, and to be
cautious around metal detectors
and security wands. Additionally,
after getting a pacemaker, some
activity restrictions may apply,
such as not lifting heavy objects
and limiting arm movements. It
is important to carry a wallet
card with pacemaker details and
emergency contact information.

should be kept at least 12 inches
away. These include battery
powered cordless tools (such as
screwdrivers and drills) Plug-in
power tools (such as drills and
table saws) Electric lawnmowers
and leaf blowers Slot machines
Stereo speakers Some medical
equipment may interfere with the
pacemaker. Stay away from large
motors, generators, and
equipment, Radio transmitters and
high-voltage power lines Products
that use magnetic therapy, such
as some mattresses, pillows, and
massagers Large electrical- or
gasoline-powered appliances. Do
not put the cell phone in a
pocket or to the ear on the same
side as the pacemaker.
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Some examples of LLaMA-2-13b generated responses in Biomedical Literature Summarization (lay summary and abstract).

Dataset

Type

Prompt

LLaMA-2-13b Response

Gold Summary/Abstract

PLOS

Lay Summary

Write down a readable summary of the following

biomedical article using less technical terminology (e.g., lay

The article discusses the importance of understanding the

genetic basis of differences in gene expression between

summary) such that it can be for pert
audiences:

Naturally occurring genetic differences in gene regulation
within populations underlie phenotypes of evolutionary and
biomedical interest [1-3] and can serve as the basis for
inference of regulatory networks [4,5] . A key problem in
the field is ing the i by
which DNA sequence variants give rise to expression
change . Recent work has emphasized the importance of
sequence differences in regions upstream of gene loci that
harbor cis-acting determinants of transcription factor binding
[6-10] and chromatin architecture [11-13]. Much less is
known about the role of 3‘“-end regulation as a determinant

of expression variation between individuals . Alternative
polyadenylation represents a major regulatory strategy in
the human genome, with analysis across tissue types
detecting multiple 3* UTR forms of over half of all human
genes [14] . Detailed genetic studies have implicated
polymorphisms affecting transcript termination in both
Mendelian and complex human disease [15-20] . Genomic
analyses have hinted at a broader role for genetic
differences in RNA 3“end processing as a driver of
expression variation [6,8,21,22], but the prevalence and the
mechanisms of these changes are incompletely understood .
Progress in dissecting the genetics of 3‘-end processing has
been limited in part by fundamental questions about the
regulatory information encoded in 3‘ UTRs . Single-gene
studies have made clear that, in addition to its interplay
with exonic splicing [23,24], RNA 3“-end processing can
dictate the extent of 3‘ UTR sequence incorporated into
mature transcripts that governs half-life, translation, and
localization [25-29]; the efficiency of transcription
termination itself can also influence steady-state expression
level of a given length form [30-34]. In general, however,
identifying the regulatory elements that underlie
relationships between 3‘ UTR sequence and gene expression
remains a primary challenge, and for the majority of
human genes, the regulatory impact of alternative
polyadenylation is unknown . Likewise, the search for
molecular players underlying cis-regulation of 3“end
processing at individual gene loci [23] and genome-scale
regulation of 3“-end processing in trans [14,29,35-40] is an
area of active research . A complete understanding of the
genetics of alternative polyadenylation will require maps of
transcript end site usage and 3° cis-regulatory elements, and
analysis strategies to integrate the data . Recently
developed short-read sequencing methods for transcript ends
[40-46] have enabled the possibility of quantitative studies
of the regulatory architecture of transcript end forms on a
genomic scale . In this work, we set out to investigate
mechanisms by which alternative polyadenylation impacts
gene expression and its variation across genetically distinct
human individuals . We used 3“end RNA-seq [42] to
maximize the genomic coverage and precision of transcript
end positions, and to measure quantitative expression levels
of transcript forms . . . . ...

These included variants attenuating usage of 3‘ forms of
the translation initiation factor EIF2A and the putative DNA
methylation enzyme DIP2B, as well as the expected effect
of the polymorphic polyadenylation signal on usage of 3¢
forms of the inflammation.

The authors present a study that used 3’ end
RNA sequencing to investigate the role of genetic variation
in the regulation of gene expression. They found that
genetic differences in the 3’ untranslated regions (UTRs) of
genes are associated with differences in the usage of
alternative polyadenylation length forms, which in turn
affects the stability and translation of mRNAs. The study
identified specific motifs in the 3’ UTRs that are enriched
in certain human populations and are associated with
changes in gene expression. The findings suggest that
genetic variation in the 3’ UTRs plays a significant role in
the regulation of gene expression and may contribute to
the development of complex diseases. In simpler terms, the
study found that small changes in the DNA sequence of
genes can affect how much of a specific protein is made in
the body. These changes can affect the stability and
translation of the mRNA, which carries the genetic
information from the DNA to the ribosome where proteins
are made. The study identified specific sequences in the
mRNA that are more common in certain populations and
are associated with changes in protein production. These
findings suggest that small genetic changes in the mRNA
can have a significant impact on the regulation of protein
production and may contribute to the development of
complex diseases.”

Messenger RNAs carry the instructions necessary to
synthesize proteins that do work for the cell . Extending
beyond the protein-coding sequence of a given mRNA is an
additional stretch of sequence, harboring signals that govern
how much protein is made and how long the mRNA
remains in the cell before it is broken down . The
incorporation of this end region into mature mRNA is itself
subject to change; for the vast majority of human genes,
how and why cells use different mRNA ends remains
largely unknown . In this work, we surveyed mRNA ends
from ~10, 000 genes in immune cells from genetically
distinct human individuals . We found that mRNA end
positions were not randomly distributed, but rather
preferentially flanked the locations of regulatory signals that
govern mRNA fate . The usage of these mRNA length
forms and regulatory elements varied across individuals and
could be dissected molecularly . Our results uncover key
mechanisms and regulatory effects of transcript end
processing, particularly as these are perturbed by genetic
differences between humans .
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Dataset

Type

Prompt

LLaMA-2-13b Response

Gold Summary/Abstract

PLOS

Abstract

Write down the abstract of the following biomedical article:

Naturally occurring genetic differences in gene regulation
within populations underlie phenotypes of evolutionary and
biomedical interest [1-3] and can serve as the basis for
inference of regulatory networks [4,5]. A key problem in
the field is ing the isms by
which DNA sequence variants give rise to expression

change . Recent work has emphasized the importance of
sequence differences in regions upstream of gene loci that
harbor cis-acting determinants of transcription factor binding
[6-10] and chromatin architecture [11-13]. Much less is
known about the role of 3‘-end regulation as a determinant
of expression variation between individuals . Alternative
polyadenylation represents a major regulatory strategy in
the human genome, with analysis across tissue types
detecting multiple 3* UTR forms of over half of all human
genes [14]. Detailed genetic studies have implicated
polymorphisms affecting transcript termination in both
Mendelian and complex human disease [15-20]. Genomic
analyses have hinted at a broader role for genetic
differences in RNA 3“-end processing as a driver of
expression variation [6,8,21,22], but the prevalence and the
mechanisms of these changes are incompletely understood .
Progress in dissecting the genetics of 3‘-end processing has
been limited in part by fundamental questions about the
regulatory information encoded in 3‘ UTRs . Single-gene
studies have made clear that, in addition to its interplay
with exonic splicing [23,24], RNA 3‘-end processing can
dictate the extent of 3‘ UTR sequence incorporated into
mature transcripts that governs half-life, translation, and
localization [25-29]; the efficiency of transcription
termination itself can also influence steady-state expression
level of a given length form [30-34]. In general, however,
identifying the regulatory elements that underlie
relationships between 3‘ UTR sequence and gene expression
remains a primary challenge, and for the majority of
human genes, the regulatory impact of alternative
polyadenylation is unknown . Likewise, the search for
molecular players underlying cis-regulation of 3“-end
processing at individual gene loci [23] and genome-scale
regulation of 3‘end processing in trans [14,29,35-40] is an
area of active research . A complete understanding of the
genetics of alternative polyadenylation will require maps of
transcript end site usage and 3‘ cis-regulatory elements, and
analysis strategies to integrate the data . Recently
developed short-read sequencing methods for transcript ends
[40-46] have enabled the possibility of quantitative studies
of the regulatory architecture of transcript end forms on a
genomic scale . In this work, we set out to investigate
mechanisms by which alternative polyadenylation impacts
gene expression and its variation across genetically distinct
human individuals . We used 3“-end RNA-seq [42] to
maximize the genomic coverage and precision of transcript
end positions, and to measure quantitative expression levels
of transcript forms . . . . ...

These included variants attenuating usage of 3‘ forms of
the translation initiation factor EIF2A and the putative DNA
methylation enzyme DIP2B, as well as the expected effect
of the polymorphic polyadenylation signal on usage of 3°
forms of the inflammation.

The abstract of the article is: Naturally occurring genetic
differences in gene regulation within populations underlie
phenotypes of evolutionary and biomedical interest. Recent
work has emphasized the importance of sequence
differences in regions upstream of gene loci that harbor
cis-acting determinants of transcription factor binding and
chromatin architecture. However, the prevalence and
mechanisms of these changes are incompletely understood.
This study investigated the genetics of alternative
polyadenylation, which can serve as a determinant of
expression variation between individuals. The results shed
light on the architecture of transcript ends and regulatory
elements in human 3’ UTRs and the principles of genetic
variation in 3’ length form usage. The study found that
alternative polyadenylation reaches a threshold of detection
in approximately 30% of genes, with the majority of reads
originating from 3’ UTRs of coding genes. The

Gene expression varies widely between individuals of a
population, and regulatory change can underlie phenotypes
of evolutionary and biomedical relevance . A key question
in the field is how DNA sequence variants impact gene
expression, with most mechanistic studies to date focused
on the effects of genetic change on regulatory regions
upstream of protein-coding sequence . By contrast, the role
of RNA 3‘-end processing in regulatory variation remains
largely unknown, owing in part to the challenge of
identifying functional elements in 3‘ untranslated regions .
In this work, we conducted a genomic survey of transcript

ends in cells from i distinct

human individuals . Our analysis mapped the cis-regulatory
architecture of 3‘ gene ends, finding that transcript end
positions did not fall randomly in untranslated regions, but
rather preferentially flanked the locations of 3‘ regulatory

element:

miRNA sites . The usage of these

of transcript forms into classes revealed that alternative

transcript length forms and motifs varied across human

polyadenylation is enriched in genes with i lated
functions, highlighting the importance of 3’ end processing
in the control of gene expression levels for specialized cell
functions. The study also found that genetic differences in
RNA 3" end processing underlie changes across i

and polymorphisms in polyadenylation signals
and other 3‘ motifs were significant predictors of expression
levels of the genes in which they lay . Independent
single-gene experiments confirmed the effects of

in steady-state levels of gene expression, and that naturally
occurring genetic variation in polyadenylation signals can
underlie changes in expression levels. The study used 3’ end
RNA-seq to maximize the genomic coverage and precision
of transcript end positions and to measure quantitative
expression levels of transcript forms. The results provide a
complete understanding of the genetics of alternative
polyadenylation and its impact on gene expression and its
variation across genetically distinct human individuals.

j ion variants on steady-state expression of their
respective genes, and validated the regulatory function of 3
cis-regulatory sequence elements that mediated expression of
these distinct RNA length forms . Focusing on the immune
regulator IRF5, we established the effect of natural
variation in RNA 3“end processing on regulatory response
to antigen stimulation . The results underscore the
importance of two mechanisms at play in the genetics of
3%end variation: the usage of distinct 3-end processing
signals and the effects of 3‘ sequence elements that
determine transcript fate . The findings suggest that the
strategy of integrating observed 3‘-end positions with
inferred 3‘ regulatory motifs will prove to be a critical tool
in continued efforts to interpret human genome variation.

Appendix

A.1. Performance based on other metrics

To provide further insights on the performance of different zero-shot

A.2. Average performance per task

To provide further insights, we demonstrate the average perfor-
mance of different LLMs across each task in Fig. 4.

LLMs, the results based on the accuracy metric are demonstrated in
Table 19. From Table 19, it can be observed that while zero-shot LLMs
obtain poor performance in the NER datasets in terms of precision,
recall, and F1 (see Table 9), they obtain very high performance in terms
of the accuracy metric. This is because in the biomedical dataset, there
are a large number of entities that are not related to any biomedical tags
(i.e., ‘O’ tags). Thus, LLMs may obtain higher accuracy because of pre-
dicting non-biomedical entities more accurately rather than identifying
the required biomedical entities. Meanwhile, in the text classification
datasets, the performance of LLMs in terms of accuracy is quite bad
similar to their original results in terms of the F1 metric (see Table 8).

19

A.3. Sample response generated by LLMs

Some examples of the responses generated by different LLMs in
various tasks are demonstrated as follows:

— See Table 20 for some example responses of PaLM-2 in Relation
Extraction and Text Classification tasks.

— See Table 21 for some example responses of Claude-2 in Entity
Linking, Named Entity Recognition, and Question Answering tasks.

— See Table 22 for some example responses of GPT-3.5 in various
Summarization tasks: Dialogue Summarization, Question Summariza-
tion, and Answer Summarization.
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Average F1 score across Relation Extraction datasets
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Average Recall@1 score across Entity Linking datasets
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Fig. 4. Average score by different zero-shot LLMs across each task.

— See Table 23 for some example responses of LLaMA-2-13b in
Biomedical Literature Summarization.
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Abstract

ChatGPT is a large language model devel-
oped by OpenAl'. Despite its impressive per-
formance across various tasks, no prior work
has investigated its capability in the biomedical
domain yet. To this end, this paper aims to eval-
uate the performance of ChatGPT on various
benchmark biomedical tasks, such as relation
extraction, document classification, question
answering, and summarization. To the best
of our knowledge, this is the first work that
conducts an extensive evaluation of ChatGPT
in the biomedical domain. Interestingly, we
find based on our evaluation that in biomedical
datasets that have smaller training sets, zero-
shot ChatGPT even outperforms the state-of-
the-art fine-tuned generative transformer mod-
els, such as BioGPT and BioBART. This sug-
gests that ChatGPT’s pre-training on large text
corpora makes it quite specialized even in the
biomedical domain. Our findings demonstrate
that ChatGPT has the potential to be a valuable
tool for various tasks in the biomedical domain
that lack large annotated data.

1 Introduction

The rapid growth of language models (Rogers
et al., 2021; Zhou et al., 2023) in the field of Nat-
ural Language Processing (NLP) in recent years
has led to significant advancements in various do-
mains, including the biomedical domain (Kalyan
et al., 2022). Although specialized models (e.g.,
BioBERT (Lee et al., 2020), BioBART (Yuan
et al., 2022a), BioGPT (Luo et al., 2022), etc.)
have shown promising results in the biomedical
domain, they require fine-tuning using domain-
specific datasets. This fine-tuning process can be
time-consuming due to the requirement of task-
specific large annotated datasets. In contrast, zero-
shot learning enables models to perform tasks
without the need for fine-tuning on task-specific
datasets. ChatGPT, a large language model, has

lhttps ://openai.com/blog/chatgpt

demonstrated impressive zero-shot performance
across various tasks (Laskar et al., 2023). However,
its performance in the biomedical domain remains
to be thoroughly investigated. In this regard, this
paper presents a comprehensive evaluation of Chat-
GPT on four key biomedical tasks: relation extrac-
tion, question answering, document classification,
and summarization.

In this paper, our primary objective is to ex-
plore the extent to which ChatGPT can perform
these tasks without fine-tuning and assess its per-
formance by comparing with state-of-the-art gener-
ative fine-tuned models, BioGPT and BioBART. To
our best knowledge, this is the first work that eval-
uated ChatGPT on benchmark biomedical datasets.
Our evaluation of ChatGPT can have a profound im-
pact on the biomedical domain that lacks domain-
specific datasets by exploring its zero-shot learning
capabilities. To ensure the reproducibility of our
evaluation and to help facilitate future research, we
will release all the ChatGPT-generated responses
along with our evaluation code here: https://
github.com/tahmedge/chatgpt-eval-biomed.

2 Related Work

The effective utilization of transformer-based
(Vaswani et al., 2017) NLP models like BERT
(Devlin et al., 2019) have also led to significant
progress in the biomedical domain (Lee et al., 2020;
Alsentzer et al., 2019; Beltagy et al., 2019; Gu et al.,
2020; Peng et al., 2019) in recent years. BERT
leverages the encoder of the transformer architec-
ture, while GPT leverages the decoder of the trans-
former. In addition to these models, sequence-to-
sequence models like BART (Lewis et al., 2019)
that leverage both the encoder and the decoder of
transformer have also emerged as a powerful ap-
proach in various text generation tasks.

It has been observed that domain-specific pre-
training of these models on the biomedical text
corpora followed by fine-tuning on task-specific
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Identify each pair of drugs and the drug-induced side-effects (e.g., diseases) in the following passage:

Identify the drug-target interactions in the following passage (along with the interaction type among the following: ’in-
hibitor’, "agonist’, *modulator’, ’activator’, *blocker’, ’inducer’, ’antagonist’, ’cleavage’, ’disruption’, ’intercalation’,
’inactivator’, 'bind’, "binder’, ’partial agonist’, "cofactor’, *substrate’, "ligand’, "chelator’, "downregulator’, ’other’, "anti-

Identify the pairs of drug-drug interactions in the passage given below based on one of the following interaction types:

(i) mechanism: this type is used to identify drug-drug interactions that are described by their pharmacokinetic mechanism.
(ii) effect: this type is used to identify drug-drug interactions describing an effect.

(iii) advice: this type is used when a recommendation or advice regarding a drug-drug interaction is given.

(iv) int: this type is used when a drug-drug interaction appears in the text without providing any additional information.

The 10 hallmark cancer taxonomy with their definitions MeQSumgiven below:

(i) Sustaining proliferative signaling: Cancer cells can initiate and maintain continuous cell division by producing their own
growth factors or by altering the sensitivity of receptors to growth factors. (ii) Evading growth suppressors: Cancer cells can
bypass the normal cellular mechanisms that limit cell division and growth, such as the inactivation of tumor suppressor genes.
(iii) Resisting cell death: Cancer cells develop resistance to apoptosis, the programmed cell death process, which allows
them to survive and continue dividing. (iv) Enabling replicative immortality: Cancer cells can extend their ability to divide
indefinitely by maintaining the length of telomeres, the protective end caps on chromosomes. (v) Inducing angiogenesis:
Cancer cells stimulate the growth of new blood vessels from existing vessels, providing the necessary nutrients and oxygen to
support their rapid growth. (vi) Activating invasion and metastasis: Cancer cells can invade surrounding tissues and migrate
to distant sites in the body, forming secondary tumors called metastases. (vii) Cellular energetics: Cancer cells rewire their
metabolism to support rapid cell division and growth, often relying more on glycolysis even in the presence of oxygen
(a phenomenon known as the Warburg effect). (viii) Avoiding immune destruction: Cancer cells can avoid detection and
elimination by the immune system through various mechanisms, such as downregulating cell surface markers or producing
immunosuppressive signals. (ix) Tumor promoting inflammation: Chronic inflammation can promote the development
and progression of cancer by supplying growth factors, survival signals, and other molecules that facilitate cancer cell
proliferation and survival. (x) Genome instability and mutation: Cancer cells exhibit increased genomic instability, leading
to a higher mutation rate, which in turn drives the evolution of more aggressive and drug-resistant cancer cells.

Classify the following sentence in one of the above 10 hallmark cancer taxonomy. If cannot be classified, answer as "empty":

Dataset Type Data Split Prompt
(Train / Valid / Test)
BC5CDR  Chemical-Disease 500/ 500 /500
Relation Extraction [PASSAGE]
KD-DTI Drug-Target 12K/ 1K/ 1.3K
Relation Extraction
body’, *other/unknown’):
[PASSAGE]
DDI Drug-Drug 664750/ 191
Relation Extraction
[PASSAGE]
HoC Document 9972 / 4947 / 4947
Classification
[SENTENCE]
PubMedQA Question Answering 450/ 50 /500

For the question, the reference context, and the answer given below, is it possible to infer the answer for that question from
the reference context? Only reply as either Yes or No or Maybe.

Question: [QUESTION]

Reference context: [REFERENCE CONTEXT]

Answer: [ANSWER]

Table 1: Datasets Details with our Prompts for Relation Extraction, Document Classification, and Question Answering Tasks.

biomedical datasets have helped these models to
achieve state-of-the-art performance in a variety
of BioNLP tasks (Gu et al., 2021). However, one
major limitation of using such fine-tuned models
is that they require task-specific large annotated
datasets, which is significantly less available in the
BioNLP domain in comparison to the general NLP
domain. In this regard, having a strong zero-shot
model could potentially alleviate the need for large
annotated datasets, as it could enable the model to
perform well on tasks that it was not trained on.

Recently, large autoregressive language models
like GPT-3 (Brown et al., 2020) have demonstrated
impressive few-shot learning capability. More re-
cently, a new variant of GPT-3, called the Instruct-
GPT model (Ouyang et al., 2022) has been pro-
posed that leverages the reinforcement learning
from human feedback (RLHF) mechanism. The
resulting InstructGPT models (in other words, GPT-
3.5) are much better at following instructions than
the original GPT-3 model, resulting in an impres-
sive zero-shot performance across various tasks.
ChatGPT, a very recent addition to the GPT-3.5
series, has been trained using dialog-based instruc-
tional data alongside its regular training phase.
Though ChatGPT has demonstrated strong zero-

shot performance across various NLP tasks (Laskar
et al., 2023; Qin et al., 2023; Bang et al., 2023;
Yang et al., 2023), it is yet to be investigated in the
biomedical domain. To this end, this paper aims
to evaluate the zero-shot capability of ChatGPT in
the biomedical domain.

3  Our Methodology

For a given test sample X, we prepare a task in-
struction 7" and concatenate the text in the test sam-
ple with the task instruction to construct the prompt
P. Then the prompt P is given as input to Chat-
GPT (gpt-3.5-turbo) to generate the response R. In
this paper, we evaluate ChatGPT on 4 biomedical
tasks across 11 benchmark datasets. Below, we
describe these tasks, the datasets we use for evalua-
tion, and the prompt P that we construct for each
task depending on the respective dataset.

(i) Relation Extraction: Given a text sequence
S, the biomedical relation extraction task aims to
extract relations between entities mentioned in the
text by identifying all possible relation triplets. In
this paper, we evaluate drug-target-interaction in
the KD-DTI dataset (Hou et al., 2022), chemical-
disease-relation in the BC5SCDR dataset (Li et al.,
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Dataset Type Data Split

(Train / Valid / Test)

Prompt

iCliniq Dialog 24851/3105/3108
Summarization

[DIALOGUE]

Write a very short and concise one line summary of the following dialogue as an informal question in a
healthcare forum:

HealthCare Magic Dialog 181122 /22641 /22642

Summarization [DIALOGUE]

‘Write a very short and concise one line summary of the following dialogue as a question in a healthcare forum:

MeQSum Question 500/ - /500

Summarization [QUESTION]

Rewrite the following question in a short and concise form:

MEDIQA-QS Question -150/100

Summarization [QUESTION]

Rewrite the following question in a short and concise form:

Answer -/50/80

Summarization

MEDIQA-MAS

For the following question, some relevant answers are given below. Please write down a short concise answer
by summarizing the given answers.

Question: [QUESTION]
Answer 1: [ANSWERI]
Answer 2: [ANSWER?2]

MEDIQA-ANS Answer -/-1552

Summarization [ARTICLE]

‘Write a very short and concise summary of the following article based on the question given below:

Table 2: Datasets Details with our Prompts for Abstractive Summarization tasks.

2016), and drug-drug-interaction in the DDI dataset
(Herrero-Zazo et al., 2013). Our prompts for these
datasets are demonstrated in Table 1.

(ii) Document Classification: Given a text doc-
ument .S, the goal is to classify the type of the
document. For this task, we use the HoC (the
Hallmarks of Cancers corpus) dataset (Baker et al.,
2016) that consists of 1580 PubMed abstracts. This
dataset was annotated at the sentence level by hu-
man experts among ten currently known hallmarks
of cancer. Our prompt is shown in Table 1.

(iii) Question Answering: For the question-
answering task, we evaluate the performance of
ChatGPT on the PubMedQA dataset (Jin et al.,
2019). Here, the objective is to determine whether
the answer to a given question can be inferred from
the reference context. We give the question, the
reference context, and the answer as input to Chat-
GPT to determine whether the answer to the given
question can be inferred from the given reference
context, with ChatGPT being prompted to reply
either as yes, no, or maybe (see Table 1 for details).

(iv) Abstractive Summarization: Given a text
sequence S, the goal is to generate a concise ab-
stractive summary of .S. To this end, we evalu-
ate ChatGPT on various biomedical summariza-
tion tasks, such as healthcare question summa-
rization (we used MeQSum (Abacha and Demner-
Fushman, 2019) and MEDIQA-QS (Abacha et al.,
2021) datasets), medical answer summarization
(we used MEDIQA-ANS (Savery et al., 2020) and
MEDIQA-MAS (Abacha et al., 2021) datasets), and
dialogue summarization (we used the iClinig and
HealthCareMagic datasets (Zeng et al., 2020; Mrini
et al., 2021) for doctor-patient dialogue summariza-

tion to generate short queries for healthcare forums
describing patient’s medical conditions). We show
our prompts for this task in Table 2.

4 Experiments

Since ChatGPT is a generative model, we consider
two state-of-the-art generative transformers as our
baselines. Below, we first present these baselines,
followed by presenting the results.

4.1 Fine-tuned Baselines

BioGPT: The backbone of BioGPT (Luo et al.,
2022) is GPT-2 (Radford et al., 2019), which is a de-
coder of the transformer. The BioGPT model was
trained over PubMed titles and abstracts via lever-
aging the standard language modeling task. We
compare zero-shot ChatGPT with BioGPT models
fine-tuned on relation extraction, document classi-
fication, and question-answering tasks.

BioBART: BioBART is a sequence-to-sequence
model that was pre-trained over PubMed abstracts
(Yuan et al., 2022a). The pre-training process in-
volves reconstructing corrupted input sequences.
We compare the zero-shot ChatGPT with BioBART
fine-tuned on abstractive summarization datasets.

4.2 Results & Discussion

We first compare the performance of ChatGPT with
BioGPT on relation extraction, document classifi-
cation, and the question-answering task (see Table
3). Then we compare its performance with Bio-
BART on summarization datasets (see Table 4).
More evaluation details are given in Appendix A.1.

Relation Extraction Evaluation: We observe
that in the BC5SCDR and KD-DTT datasets for re-
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BC5CDR

KD-DTI

DDI HoC PubmedQA

Model Precision Recall Fl1 Precision

Recall

F1 Precision Recall F1 F1 Accuracy

ChatGPT
BioGPT (Luo et al., 2022)

36.20
49.52

73.10
43.25

48.42
46.17

19.19
40.00

66.02
39.72

29.74
38.42

47.11
41.70

45.77
44.75

46.43
40.76

59.14
85.12

51.60
78.20

Table 3: Performance on Relation Extraction, Document Classification, and Question Answering datasets.

iCliniq HealthCareMagic MeQSum MEDIQA-QS MEDIQA-MAS MEDIQA-ANS
Model R-1 R2 RL B-S R1I R2 RL B-S R-1 R2 RL B-S R1 R2 RL B-S R1I R2 RL B-S R-1 R2 R-L B-S
ChatGPT 305 128 254 893 281 98 24 889 30.0 123 262 89.0 30.6 11.6 267 89.0 389 14.6 22.1 879 287 104 244 89.0
BioBART-Base 61.1 48.5 594 94.1 46.7 26.0 441 918 538 365 513 929 30.1 113 274 898 329 113 293 86.1 190 75 168 850
BioBART-Large 60.3 48.0 587 94.0 465 26.1 442 919 556 381 532 933 32.0 124 297 903 30.6 104 270 86.1 216 93 192 857

Table 4: Performance on Abstractive Summarization datasets. Here, ‘R-1°, ‘R-2’, ‘R-L’ and ‘B-S’ denote ‘ROUGE-1",
‘ROUGE-2’, ‘ROUGE-L’, and ‘BERTScore’, respectively. For BERTScore (Zhang et al., 2019), we use the RoBERTa-Large
model (Liu et al., 2019). The results for BioBART models are taken from Yuan et al. (2022a).

lation extraction, ChatGPT led to higher recall
scores but much lower precision scores compared
to the fine-tuned BioGPT model. This is because
ChatGPT tends to generate long and descriptive
responses, leading to many inaccurate relation ex-
tractions. Though in terms of F1, it outperforms
fine-tuned BioGPT in the BC5CDR dataset, it fails
to outperform in the KD-DTI dataset. More impor-
tantly, it outperforms BioGPT in the DDI dataset
in all metrics: Precision, Recall, and F1.

While analyzing the results in different datasets,
we observe that in both BCSCDR and DDI datasets
where ChatGPT outperforms BioGPT, the training
set is small, only 500 and 664 instances, respec-
tively. On the other hand, in the KD-DTI dataset
where ChatGPT fails to outperform BioGPT, the
training set contains 12000 instances. This gives
us a strong indication that even in the biomedical
domain, zero-shot ChatGPT can outperform fine-
tuned biomedical models in smaller-sized datasets.

We also observe that more descriptive prompts
may help ChatGPT to obtain better Precision
scores. Contrary to the KD-DTI dataset, we de-
scribe the definition of each interaction type in the
DDI dataset (see Table 1) where ChatGPT performs
the best. To further investigate the effect of prompts
in relation extraction, we evaluate the performance
in BC5CDR with a new prompt:

i. Identify the chemical-disease interactions in the
passage given below: [PASSAGE)].

We observe that the Precision, Recall, and F1
scores are decreased by 16.07%, 10.3%, and
14.29%, respectively, with this prompt variation.

Document Classification Evaluation: We ob-
serve that in the HoC dataset, the zero-shot Chat-
GPT achieves an F1 score of 59.14, in compari-
son to its counterpart fine-tuned BioGPT which

achieves an F1 score of 85.12. We also investigate
the effect of prompt tuning by evaluating with two
new prompts that are less descriptive (see Appendix
A.2 for more details):

i. Prompting without explicitly mentioning the
name of 10 HoC classes, drops F1 to 38.20.

ii. Prompting with the name of each HoC class is
given without providing the definition of each class,
drops the F1 score to 46.93.

Question Answering Evaluation: We observe
that in the PubMedQA dataset, the zero-shot Chat-
GPT achieves much lower accuracy than BioGPT
(51.60 by ChatGPT in comparison to 78.20 by
BioGPT). However, the BioGPT model was fine-
tuned on about 270K QA-pairs in various versions
of the PubMedQA dataset for this task. While
ChatGPT achieves more than 50% accuracy even
without any few-shot examples in the prompt.

Summarization Evaluation: We observe that in
terms of all ROUGE scores (Lin, 2004), ChatGPT
performs much worse than BioBART in datasets
that have dedicated training sets, such as iCliniq,
HealthCareMagic, and MeQSum. Meanwhile, it
performs on par with BioBART in the MEDIQA-
QS dataset. More importantly, it outperforms Bio-
BART in both MEDIQA-ANS and MEDIQA-MAS
datasets. Note that MEDIQA-ANS, MEDIQA-
MAS, and MEDIQA-QS datasets do not have any
dedicated training data and ChatGPT achieves com-
parable or even better performance in these datasets
compared to the BioBART model fine-tuned on
other related datasets (Yuan et al., 2022a). This
further confirms that zero-shot ChatGPT is more
useful than domain-specific fine-tuned models in
biomedical datasets that lack large training data.
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5 Conclusions and Future Work

In this paper, we evaluate ChatGPT on 4 bench-
mark biomedical tasks to observe that in datasets
that have large training data, ChatGPT performs
quite poorly in comparison to the fine-tuned models
(BioGPT and BioBART), whereas it outperforms
fine-tuned models on datasets where the training
data size is small. These findings suggest that
ChatGPT can be useful in low-resource biomed-
ical tasks. We also observe that ChatGPT is sensi-
tive to prompts, as variations in prompts led to a
noticeable difference in results.

Though in this paper, we mostly evaluate Chat-
GPT on tasks that require it to generate responses
by only analyzing the input text, in the future, we
will investigate the performance of ChatGPT on
more challenging tasks, such as named entity recog-
nition and entity linking (Yadav and Bethard, 2018;
Yan et al., 2021; Yuan et al., 2022b; Laskar et al.,
2022a,b,c), as well as problems in information re-
trieval (Huang et al., 2005; Huang and Hu, 2009;
Yin et al., 2010; Laskar et al., 2020, 2022d). We
will also explore the ethical implications (bias or
privacy concerns) of using ChatGPT in the biomed-
ical domain.

Limitations

Since the training datasets of ChatGPT are un-
known, some data used for evaluation may or may
not exist during the training phase of ChatGPT
Also, a new version called the GPT-4 model has
been released that may ensure higher accuracy.
Nonetheless, GPT-4 is very costly to use, around
60x more expensive than ChatGPT. Meanwhile,
even using the paid ChatGPT Plus? subscription, it
is available for just a limited use (allows evaluation
of only 25 samples in 3 hours). Another limitation
of this research is that the results mentioned in this
paper for ChatGPT may not be reproducible, as
ChatGPT may generate different responses for the
same input prompt. Although the experimental re-
sults may change over time, this work will still give
a concrete direction for future research using Chat-
GPT like large language models in the biomedical
domain.

Ethics Statement

The paper evaluates ChatGPT on 4 benchmark
biomedical tasks that require ChatGPT to generate

2https ://openai.com/blog/chatgpt-plus, last ac-
cessed June 4th, 2023

aresponse based on the information provided in the
input text. Thus, no data or prompt was provided
as input that could lead to ChatGPT generating any
responses that pose any ethical or privacy concerns.
This evaluation is only done in some academic
datasets that already have gold labels available and
so it does not create any concerns like humans re-
lying on ChatGPT responses for sensitive issues,
such as disease diagnosis. Since this paper only
evaluates the performance of ChatGPT and investi-
gates its effectiveness and limitations, conducting
this evaluation does not lead to any unwanted bi-
ases. Only the publicly available academic datasets
are used that did not require any licensing. Thus, no
personally identifiable information has been used.
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A Appendix

A.1 Evaluating ChatGPT on Different Tasks

Since ChatGPT generated responses can be lengthy,
and may sometimes contain unnecessary informa-
tion while not in a specific format, especially in
tasks that may have multiple answers (e.g., Rela-
tion Extraction), it could be quite difficult to au-
tomatically evaluate its performance in such tasks
by comparing with the gold labels by using just
an evaluation script. Thus, for some datasets and
tasks, we manually evaluate the ChatGPT gener-
ated responses by ourselves and compare them with
the gold labels. Below we describe our evaluation
approach for different tasks:

* Relation Extraction: The authors manually
evaluated the ChatGPT generated responses
in this task by comparing them with the gold
labels. To ensure the reproducibility of our
evaluation, we will release the ChatGPT gen-
erated responses.

* Document Classification: We created an
evaluation script and identifies if the gold label
(one of the 10 HoC classes) is present in the
ChatGPT generated response. For fair eval-
uation, we lowercase each character in both
the gold label and the ChatGPT generated re-
sponse. Our evaluation script will be made
publicly available to ensure reproducibility of
our findings.

* Question Answering: Similar to Document
Classification, we also evaluated using an eval-
uation script that compares the gold label and
the ChatGPT generated response (here, we
also convert each character to lowercase). The
evaluation script will also be made public.

¢ Abstractive Summarization: We used the
HuggingFace’s Evaluate® library (Wolf et al.,
2020) to calculate the ROUGE scores and the
BERTScore for the Abstractive Summariza-
tion task evaluation.

3https ://huggingface.co/docs/evaluate/index
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A.2 Effects of Prompt Variation

We investigate the effects of prompt tuning in the
HoC dataset by evaluating the performance of Chat-
GPT based on the following prompt variations:

* Prompting with explicitly defining the 10 HoC
classes achieves an F1 score of 59.14 (see Row
1 in Table 5).

* Prompting without explicitly mentioning the
name of 10 HoC classes, drops F1 to 38.20
(see Row 2 in Table 5).

* Prompting with the name of each HoC class is
given without providing the definition of each
class, drops the F1 score to 46.93 (see Row 3
in Table 5).

Our findings demonstrate that more descriptive
prompts yield better results.

A.3 Sample ChatGPT Generated Responses

Some sample prompts with the ChatGPT generated
responses for Relation Extraction, Document Clas-
sification, and Question Answering tasks are given
in Table 6 and for the Abstractive Summarization
task are given in Table 7.



Prompt F1

The 10 hallmark cancer taxonomy with their definitions MeQSum given below:  59.14
(i) Sustaining proliferative signaling: Cancer cells can initiate and maintain
continuous cell division by producing their own growth factors or by altering the
sensitivity of receptors to growth factors.

(ii) Evading growth suppressors: Cancer cells can bypass the normal cellular
mechanisms that limit cell division and growth, such as the inactivation of tumor
suppressor genes.

(iii) Resisting cell death: Cancer cells develop resistance to apoptosis, the
programmed cell death process, which allows them to survive and continue
dividing.

(iv) Enabling replicative immortality: Cancer cells can extend their ability to
divide indefinitely by maintaining the length of telomeres, the protective end
caps on chromosomes.

(v) Inducing angiogenesis: Cancer cells stimulate the growth of new blood
vessels from existing vessels, providing the necessary nutrients and oxygen to
support their rapid growth.

(vi) Activating invasion and metastasis: Cancer cells can invade surrounding
tissues and migrate to distant sites in the body, forming secondary tumors called
metastases.

(vii) Cellular energetics: Cancer cells rewire their metabolism to support rapid
cell division and growth, often relying more on glycolysis even in the presence
of oxygen (a phenomenon known as the Warburg effect).

(viii) Avoiding immune destruction: Cancer cells can avoid detection and
elimination by the immune system through various mechanisms, such as
downregulating cell surface markers or producing immunosuppressive signals.
(ix) Tumor promoting inflammation: Chronic inflammation can promote the
development and progression of cancer by supplying growth factors, survival
signals, and other molecules that facilitate cancer cell proliferation and survival.
(x) Genome instability and mutation: Cancer cells exhibit increased genomic
instability, leading to a higher mutation rate, which in turn drives the evolution
of more aggressive and drug-resistant cancer cells.

Classify the following sentence in one of the above 10 hallmark cancer taxonomy.
If cannot be classified, answer as "empty":

[SENTENCE]

Is it possible to classify the following sentence in one of the 10 categories in the ~ 38.20
Hallmarks of Cancer taxonomy? If possible, write down the class.

[SENTENCE]

Classify the sentence given below in one of the 10 categories (i. activating 46.93
invasion and metastasis, ii. tumor promoting inflammation, iii. inducing
angiogenesis, iv. evading growth suppressors, v. resisting cell death,vi. cellular
energetics, vii. genomic instability and mutation, viii. sustaining proliferative
signaling, ix. avoiding immune destruction, x. enabling replicative immortality)

in the Hallmarks of Cancer taxonomy? If cannot be classified, answer as
“empty”.

[SENTENCE]

Table 5: Effects of Prompt Variation in the HoC dataset for the Document Classification Task.
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Dataset Type Prompt ChatGPT Response Gold Label

BC5CDR  Chemical-Disease

Relation Extraction

Identify each pair of drugs and the drug-induced side-effects (e.g., diseases) in the Drug: Famotidine chemical: famotidine
following passage: Drug-induced disease: Delir- disease: delirium

Famotidine-associated delirium. A series of six cases. Famotidine is a histamine
H2-receptor antagonist used in inpatient settings for prevention of stress ulcers and is
showing increasing popularity because of its low cost. Although all of the currently
available H2-receptor antagonists have shown the propensity to cause delirium, only
two previously reported cases have been associated with famotidine. The authors
report on six cases of famotidine-associated delirium in hospitalized patients who
cleared completely upon removal of famotidine. The pharmacokinetics of famotidine
are reviewed, with no change in its metabolism in the elderly population seen. The
implications of using famotidine in elderly persons are discussed.

ium
Side effect: Increased risk of
delirium in elderly patients

KD-DTI Drug-Target

Relation Extraction

Identify the drug-target interactions in the following passage (along with the in-
teraction type among the following: *inhibitor’, *agonist’, "modulator’, "activator’,
“blocker’, *inducer’, "antagonist’, *cleavage’, "disruption’, "intercalation’, ’inactiva-
tor’, ’bind’, *binder’, ’partial agonist’, *cofactor’, ’substrate’, ’ligand’, "chelator’,
*downregulator’, "other’, "antibody’, "other/unknown’): Analogue inhibitors by
modifying oseltamivir based on the crystal neuraminidase structure for treating
drug-resistant HSN1 virus. The worldwide spread of H5N1 avian influenza and the
increasing reports about its resistance to the existing drugs have made a priority
for the development of the new anti-influenza molecules. The crystal structure of
HS5N1 avian influenza neuraminidase reported recently by Russell et al. [R.J. Russell,
L.F. Haire, D.J. Stevens, P.J. Collins, Y. P. Lin, G.M. Blackburn, A.J. Hay, S.J.
Gamblin, J.J. Skehel, The structure of HSN1 avian influenza neuraminidase suggests
new opportunities for drug design, Nature 443 (2006) 45-49] have provided new
opportunities for drug design in this regard. It is revealed through the structure that
the active sites of the group-1 neuraminidases, which contain the N1 subtype, have
a very different three-dimensional structure from those of group-2 neuraminidases.
The key difference is in the 150-loop cavity adjacent to the conserved active site in
neuraminidase. Based on these findings and by modifying oseltamivir, six analog
inhibitors were proposed as candidates for developing inhibitors against HSN1 virus,
particularly against the oseltamivir-resistant HSN1 virus strain.

Drug-target interactions:

- Oseltamivir and neu-
raminidase

- Analog inhibitors and
neuraminidase

Interaction type: Inhibitor

drug: Oseltamivir
target: Neuraminidase
interaction: inhibitor

DDI Drug-Drug

Relation Extraction

Identify the pairs of drug-drug interactions in the passage given below based on one
of the following interaction types:

(i) mechanism: this type is used to identify drug-drug interactions that are described
by their pharmacokinetic mechanism.

(ii) effect: this type is used to identify drug-drug interactions describing an effect.
(iii) advice: this type is used when a recommendation or advice regarding a drug-drug
interaction is given.

(iv) int: this type is used when a drug-drug interaction appears in the text without
providing any additional information.

Interactions between Leukine and other drugs have not been fully evaluated. Drugs
which may potentiate the myeloproliferative effects of Leukine, such as lithium and
corticosteroids, should be used with caution.

1. Leukine and lithium - effect
2. Leukine and corticosteroids
- effect

3. Lithium and Leukine -
advice

4. Corticosteroids and
Leukine - advice

drug: Leukine
target: lithium
interaction: effect

drug: Leukine
target: corticosteroids
interaction: effect

HoC Document
Classification

The 10 hallmark cancer taxonomy with their definitions are given below:

(i) Sustaining proliferative signaling: Cancer cells can initiate and maintain
continuous cell division by producing their own growth factors or by altering the
sensitivity of receptors to growth factors. (ii) Evading growth suppressors: Cancer
cells can bypass the normal cellular mechanisms that limit cell division and growth,
such as the inactivation of tumor suppressor genes. (iii) Resisting cell death: Cancer
cells develop resistance to apoptosis, the programmed cell death process, which
allows them to survive and continue dividing. (iv) Enabling replicative immortality:
Cancer cells can extend their ability to divide indefinitely by maintaining the length
of telomeres, the protective end caps on chromosomes. (v) Inducing angiogenesis:
Cancer cells stimulate the growth of new blood vessels from existing vessels,
providing the necessary nutrients and oxygen to support their rapid growth. (vi)
Activating invasion and metastasis: Cancer cells can invade surrounding tissues and
migrate to distant sites in the body, forming secondary tumors called metastases.
(vii) Cellular energetics: Cancer cells rewire their metabolism to support rapid
cell division and growth, often relying more on glycolysis even in the presence of
oxygen (a phenomenon known as the Warburg effect). (viii) Avoiding immune
destruction: Cancer cells can avoid detection and elimination by the immune
system through various mechanisms, such as downregulating cell surface markers
or producing immunosuppressive signals. (ix) Tumor promoting inflammation:
Chronic inflammation can promote the development and progression of cancer by
supplying growth factors, survival signals, and other molecules that facilitate cancer
cell proliferation and survival. (x) Genome instability and mutation: Cancer cells
exhibit increased genomic instability, leading to a higher mutation rate, which in
turn drives the evolution of more aggressive and drug-resistant cancer cells.

Classify the following sentence in one of the above 10 hallmark cancer taxonomy. If
cannot be classified, answer as "empty":

Heterogeneity in DNA damage within the cell population was observed as a function
of radiation dose.

genomic instability and muta-
tion.

genomic instability and muta-
tion.

PubMedQA Question Answering

For the question, the reference context, and the answer given below, is it possible to
infer the answer for that question from the reference context? Only reply as either
Yes or No or Maybe.

Question: Do some U.S. states have higher/lower injury mortality rates than others?

Reference context: This article examines the hypothesis that the six U.S. states
with the highest rates of road traffic deaths (group 1 states) also had above-average
rates of other forms of injury such as falling, poisoning, drowning, fire, suffocation,
homicide, and suicide, and also for the retail trade and construction industries. The
converse, second hypothesis, for the six states with the lowest rates of road traffic
deaths (group 2 states) is also examined. Data for these 12 states for the period 1983
to 1995 included nine categories of unintentional and four categories of intentional
injury. Seventy-four percent of the group 1 states conformed to the first hypothesis,
and 85% of the group 2 states conformed to the second hypothesis.

Answer: Group 1 states are likely to exhibit above-average rates for most other
categories of injury death, whereas group 2 states are even more likely to exhibit
below-average rates for most other categories of injury death.

Yes.

Table 6: Sample prompts with ChatGPT generated responses for Relation Extraction, Document Classification, and Question

Answering Tasks.
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Dataset Type Prompt ChatGPT R Gold S 'y
iCliniq Dialog Write a very short and concise one line summary of the following dialogue as an informal What are some ways Iam depressed, and my par-
Summarization question in a healthcare forum: to manage depression ents are not supporting me

Patient: Hello doctor, I am depressed. What can I do? My parents are not supporting for a
surgery which is important for my self-confidence and self-esteem. My father is not taking care
of my health or well-being. Please help. Doctor: Hello. Any related incident or cause for having
depression is unclear in this query. Details of surgery and symptoms which are not mentioned
are appreciated to know the complete picture. Depressive feelings are generally linked with
some loss, self-related issues, stress, or environmental or biological factors. It can be managed
by: 1. Medicines. 2. Psychotherapy to identify the causing agents and try resolving the issue.
3. Modifying thoughts related to concerns. 4. Physical exercises like walking, jogging, and
workout. 5. Diet changes - Reduce the intake of too much salt and junk food and reduce sugar
intake. Consume healthy foods and fruits having serotonin and omega-3 can reduce depression.

without surgery and
what details should I
provide to my doctor?

to overcome it. Please help

HealthCare Dialog

Magic

Summarization

Write a very short and concise one line summary of the following dialogue as a question in a
healthcare forum:

Patient: Dear Doctor,I have a 1.5 years old sick daughter, I am looking for the written file to
understand some clinical numbers of a normal young child(1-2 years old):1: what is the diameter
of the hepatic portal vein? 2: what is the frequency of the hepatic portal flow?I will appreciate if
you could help me with these information.Kelvin Lu Doctor: 4-8 mm is range for diameter for
hepatic portal vein for 1.5 year of children , there is no thing like frequency of hepatic portal
flow. please make it clear

What is the diameter of
the hepatic portal vein
in a 1-2 year old child,
and what is the fre-
quency of the hepatic
portal flow?

What should be the diame-
ter of hepatic portal vein of
a 1.5 years old?

MeQSum

Question
Summarization

Rewrite the following question in a short and concise form:
Question: Williams” syndrome . I would like to have my daughter tested for William’s syndrome.
Could you please tell me where I would go or who does it in my area? Thank you!!

Where can I get my
daughter tested for
Williams” syndrome in
my area?

Where can I get genetic
testing for william’s syn-
drome?

MEDIQA-
Qs

Question
Summarization

Rewrite the following question in a short and concise form:

Question: 23 surgeries and counting......lower lip birthmark, have tried all options out the there
and guess what still have it, continues to grow back.....any suggestions? Is there a cure coming
in the next few years hopefully?

Any cure for a growing
lower lip birthmark after
23 surgeries?

How can i get rid of a lower
lip birthmark permanently?

MEDIQA-
ANS

Answer
Summarization

Write a very short and concise summary of the following article based on the question given
below:

Question: Bad Breath I have very bad breath and at times it can make myself and others sick. I
need some advice as to what I need to do.

Article: Bad Breath Halitosis Summary There are many reasons why you might have bad breath.
You can get it if you don’t brush and floss regularly. Bacteria that build up in your mouth and
between your teeth produce the bad odor. Other problems in your mouth, such as gum disease,
dry mouth or cavities, may also cause it. Sinusitis or problems with your nose may be to blame.
You can also have bad breath if you eat some foods, like raw onions, garlic or cabbage. And of
course smoking causes its own bad aroma. Some diseases and medicines are associated with a
specific breath odor. Having good dental habits, like brushing and flossing regularly, help fight
bad breath. Mouthwashes, mints or chewing gum may make your breath fresher. If you have an
underlying disorder, treating it may help eliminate the breath odor.

The article discusses
the causes and consid-
erations of bad breath,
which is usually re-
lated to poor dental hy-
giene. Other disor-
ders and diseases can
also produce distinct
breath odors, such as
fruity breath being a
sign of ketoacidosis in
diabetes. Proper den-
tal hygiene, avoiding
smoking, and following
healthcare provider’s in-
structions are recom-
mended for treating bad
breath. If bad breath
persists or is accompa-
nied by other symptoms,
medical attention may
be necessary.

Bad breath could be caused
by poor oral hygiene, den-
tal and gastroesophageal
diseases, infections, smok-
ing, alcoholism, and cer-
tain foods.

MEDIQA-
MAS

Answer
Summarization

For the following question, some relevant answers are given below. Please write down a short
concise answer by summarizing the given answers.

Question: Can I use a Power Plate machine if I have a pacemaker?

Answer 1: Most machines and devices will not interfere with your pacemaker. But some with
strong magnetic fields may. Always ask your provider about any specific device that you need
to avoid. DO NOT put a magnet near your pacemaker.Most appliances in your home are safe
to be around. This includes your refrigerator, washer, dryer, toaster, blender, computers and
fax machines, hair dryer, stove, CD player, remote controls, and microwaves.You should keep
several devices at least 12 inches (30 centimeters) away from the site where the pacemaker is
placed under your skin. These include: Battery powered cordless tools (such as screwdrivers and
drills) Plug-in power tools (such as drills and table saws) Electric lawnmowers and leaf blowers
Slot machines Stereo speakers Tell all providers that you have a pacemaker before any tests are
done.Some medical equipment may interfere with your pacemaker.Stay away from large motors,
generators, and equipment. DO NOT lean over the open hood of a car that is running. Also
stay away from: Radio transmitters and high-voltage power lines Products that use magnetic
therapy, such as some mattresses, pillows, and massagers Large electrical- or gasoline-powered
appliances If you have a cell phone: DO NOT put it in a pocket on the same side of your body
as your pacemaker. When using your cell phone, hold it to your ear on the opposite side of
your body. Be careful around metal detectors and security wands. Handheld security wands
may interfere with your pacemaker. Show your wallet card and ask to be hand searched. Most
security gates at airports and stores are OK. But DO NOT stand near these devices for long
periods. Your pacemaker may set off alarms. After any operation, have your provider check your
pacemaker.

Answer 2: You will probably be able to go home after 1 day or even the same day in some cases.
You should be able to return to your normal activity level quickly.Ask your provider how much
you can use the arm on the side of your body where the pacemaker was placed. You may be
advised not to: Lift anything heavier than 10 to 15 pounds (4.5 to 6.75 kilograms) Push, pull, and
twist your arm for 2 to 3 weeks. Raise your arm above your shoulder for several weeks. When
you leave the hospital, you will be given a card to keep in your wallet. This card lists the details
of your pacemaker and has contact information for emergencies. You should always carry this
wallet card with you. You should try to remember the name of the pacemaker manufacturer if
you can in case you lose your card.

It is important to ask
your provider about spe-
cific devices that may
interfere with a pace-
maker, but most ap-
pliances in the home
are safe. It is recom-
mended to stay away
from large motors, gen-
erators, and equipment,
products that use mag-
netic therapy, and to be
cautious around metal
detectors and security
wands. Additionally, af-
ter getting a pacemaker,
some activity restric-
tions may apply, such as
not lifting heavy objects
and limiting arm move-
ments. It is important
to carry a wallet card
with pacemaker details
and emergency contact
information.

Most machines are safe
to use with a pacemaker.
Some devices should be
kept at least 12 inches
away. These include bat-
tery powered cordless tools
(such as screwdrivers and
drills) Plug-in power tools
(such as drills and table
saws) Electric lawnmow-
ers and leaf blowers Slot
machines Stereo speak-
ers Some medical equip-
ment may interfere with
your pacemaker.Stay away
from large motors, gener-
ators, and equipment, Ra-
dio transmitters and high-
voltage power lines Prod-
ucts that use magnetic
therapy, such as some
mattresses, pillows, and
massagers Large electrical-
or gasoline-powered appli-
ances. Do not put your
cell phone in a pocket or
to the ear on the same side
as your pacemaker.

Table 7: Sample prompts with ChatGPT generated responses for Abstractive Summarization tasks.
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