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Abstract

Generative Novel View Synthesis (GNVS) involves generating plausible unseen views of
a scene given an initial view and the relative camera motion between the input and tar-
get views using generative models. A key limitation of current generative methods lies in
their susceptibility to scale ambiguity, an inherent challenge in multi-view datasets caused
by the use of monocular techniques to estimate camera positions from uncalibrated video
frames. In this work, we present a novel approach to tackle this scale ambiguity in multi-
view GNVS by optimizing the scales as parameters in an end-to-end fashion. We also
introduce Sample Flow Consistency (SFC), a novel metric designed to assess scale con-
sistency across samples with the same camera motion. Through various experiments, we
demonstrate our approach yields improvements in terms of SFC, providing more consis-

tent and reliable novel view synthesis.

i



Acknowledgements

First and foremost, I would like to express my gratitude to my supervisor, Marcus Brubaker,
and my committee member, Kosta Derpanis, for their support and guidance throughout
my Master’s studies. They taught me that research is less about having the best results and
bold numbers and more about posing insightful questions and being principled in how we
approach them. Their passion and excitement have reassured me that [ am on the right
path. I am truly grateful for their influence.

I would also like to sincerely thank my collaborators and friends, Jason Yu and Tris-
tan Aumentado-Armstrong. They have taught me a lot and provided invaluable help and
guidance.

Additionally, I extend my heartfelt thanks to my fellow members of the CVIL lab. You
have not only been fantastic role models and collaborators but, most importantly, wonder-
ful new friends. I have learned so much from each of you, and our shared experiences have
enriched my journey tremendously.

I would also like to thank Borna Barahimi, whose support and encouragement have
been unwavering. His advice and positivity have been a steady source of strength, espe-
cially during challenging times.

Last but not least, I want to thank my parents, Hossein and Parisa, and my uncle, Amir,
for their endless love and belief in me. I am grateful for their sacrifices to help me pursue
my dreams. To my entire family and friends, I am incredibly fortunate to have you by my

side on this path. Your support has been invaluable.

11



Thank you all for everything. I couldn’t ask for more.

v



Contents

Abstract

Acknowledgements

Contents

List of Tables

List of Figures

1 Introduction

1.1

Scale Ambiguity in GNVS . . . . . ... oo oo

2 Background

2.1

2.2
2.3
24
2.5

Scale Ambiguity . . . . ...
2.1.1 RealEstatelOk . . .. .. .. ... .. ... .. ...
2.1.2  Common Objectsin3D(CO3D) . . . . ... ... ... .....
Novel View Synthesis . . . . . . . .. . ... ..
Generative Novel View Synthesis . . . . . . .. .. .. ... ... ....
Diffusion Models . . . . ... ... ... L
Scale Ambiguity in NVS . . . . . ..o oo
2.5.1 ZeroNVS: Zero-Shot 360-Degree View Synthesis from a Single

Reallmage . . .. .. ... ... .. ... . ... ... ...,

2.5.2 Single-View View Synthesis with Multiplane Images . . . . . . .

v

Vi

vii



2.5.3 4DiM: Controlling Space and Time with Diffusion Models . . . .
2.6 PolyOculus: Simultaneous Multi-view Generation . . . . . . . ... ...

27 Summary ... .. e e e e e e e e

3 Technical Approach

3.1 Scale Formulation . . . . . ... ... ... ... . ... . ...
3.2 Scale Optimization . . . . . . .. ... ...
3.2.1 Regularization . . . ... ... ... ... ... .. ..
3.2.2 Optimization Process . . . . . ... ... ... ... ......
3.2.3 Challenges in Scale Learning . . . . . . ... ... ........
3.3 Sample Flow Consistency Metric (SFC) . . . . . ... .. ... ... ..
3.3.1 Motivation . . . . ... Lo
332 SFCDefinition . . ... ... ... ... . ... ...,
3.3.3 Interpreting the Sample Flow Consistency Metric . . . . . . . ..
34 Summary ... e e

4 Experimental Results

4.1 Implementation Details . . . . . . .. ... ... ... ... ...
42 Dataset . . . ... e e
4.3 MEtriCS . . . . . e e e e
4.4 Experimental Setup . . . . . ... .. Lo
45 Results. . . . . .. e
4.5.1 Model Finetunedon 1K Scenes . . . .. ... ... .......
4.5.2 Model Finetuned on 70k Scenes . . . . . .. ... ... .....
453 Summary . . . ...

5 Conclusion and Future Work

5.1 Limitation and Future Work . . . . . . ... ... . ... ... ...,
5.2 BroaderImpact . . . ... .. ...
Bibliography

24
25
28

29
29
30
31
31
32
33
33
34
38
39

56
58
59

60



List of Tables

4.1 Sample Flow Consistency (SFC) Evaluation . . . . . ... ... ..... 49
4.2 Symmetric Epipolar Distance Statistics . . . . . . . ... ... ... ... 54
4.3 Evaluation on Standard Reconstruction Metrics . . . . . ... ... ... 55
44 FIDEvaluations . . . . . . . . . . . e 55

vi



List of Figures

1.1
1.2
1.3
1.4

2.1
2.2
23
24

3.1
3.2
33

4.1
4.2
4.3
4.4
4.5
4.6

Scale Ambiguity in Monocular Visual Odometery . . . . . . . ... ...
Scale Ambiguity Experiment . . . . . . .. ... . L.
Edge Movement Variance Comparison . . . . . . . .. ... ... ....

Optical Flow Variance Heatmap . . . . . . .. ... ... ... .....

Examples of Scale Ambiguity . . . ... ... ... .. .........
Example of RealestatelOk . . . . . . .. ... ... ... ........
Example of CO3D . . . . . .. .. ...

Diffusion Process . . . . . . . . . . .

Optical Flow Consistency Metric . . . . . . . .. ... ... ... ....
Mask Generation Process . . . . . . . . . ... oo

Unmasked vs. Masked Heatmaps of Per-pixel Optical Flow Variance . . .

Heatmaps of Per-pixel Optical Flow Variance . . ... ... ... .. ..
Histograms of Per-pixel Optical Flow Variances . . . . . . ... ... ..
Samples’ Sobel Edge Map Visualizations . . . . . .. ... ... ....
MAD Heatmaps for Per-pixel Optical Flow . . . . ... ... ... ...
Plots for SFC Values of Samples with One-direction Translations . . . . .
TSED Plots . . . . . . . .

Vil

oo N W N

12
13
14
19

35
36
40



Chapter 1

Introduction

Novel View Synthesis (NVS) is a well-known challenge in computer vision. In NVS, the
aim is to generate new views of the scene, given one view and the corresponding camera
poses. The camera motion between the generated and conditioning views can be small or
large.

Inferring unseen content or occluded regions of the scene only from information in
one image of the scene makes NVS a highly uncertain task. Hence, using generative
models as a solution has become common. Generative Novel View Synthesis (GNVS)
methods [14, 21, 22, 37, 40, 41] use generative priors to generate randomly plausible
samples from the conditional distribution of generated views conditioned on given view
and camera poses.

Scale ambiguity, on the other hand, is an intrinsic limitation in monocular visual odom-
etry (VO). Visual odometry is the process of obtaining camera motion using single or mul-

tiple images [26]. Visual odometry can be carried out using both monocular and stereo



Figure 1.1: Using two images of a scene, relative rotation and translation between the
conditioned and target frames can be deduced; however, the absolute scale of the scene
still remains unknown.

cameras. Monocular VO is popular due to its low cost and the fact that most datasets can
only satisfy monocular viewing conditions. However, monocular VO suffers a drawback:
it cannot recover the absolute scale information based on the monocular VO techniques
alone. In other words, the monocular VO methods can only recover the camera motion
and scene geometry information up to an arbitrary absolute scale.

As shown in Figure 1.1, having fram&y andCy;i = f1;2,3; g, we can not
determine the distance betwe€p and the target frame since images capturedyati =

f1,2;3;, g arethe same [38]. We get the same image by scaling both scene and camera



translation by the factor of. This factor is the reason for scale ambiguity in monocular
VO.

Algebraically, we can formulate the geometry between two views of a scene with
epipolar constraint, given as} Ex;, wherex; andx, are corresponding points in the
rst and second frames, respectiveliz, known as the essential matrix, can be derived
using either the 8-point [15] or the 5-point [18] algorithm. Then, by decompdsieg
E = TR, whereR is the relative camera rotation, aiidthe camera translation up to a
scale,T. Due to the homogeneous property of the decomposition equation, the translation
component can only be recovered up to an unknown scale factor. This unknown scale
factor is the root cause of scale ambiguity in camera pose estimation techniques that use

point correspondences to recover relative motion.

1.1 Scale Ambiguity in GNVS

GNVS methods require images and corresponding camera poses for training. Datasets that
ful Il such requirements are multi-view datasets. Available multi-view datasets generally
use images that are not calibrated with camera poses and, hence, try to estimate the poses
for each frame with pose estimation methods, such as SLAM-based methods [4], which all
suffer from scale ambiguity. As a result, an "unknown" scale is introduced to the camera
parameters and scene geometry.

Several attempts have been made to reduce the effect of scale ambiguity in these
datasets. For example, in RealEstatel0K [42], poses are scaled such that the 10th per-

centile of the depth set is 1.25m. These approaches, however useful, do not solve the



global scale ambiguity. Generative models, e.g., diffusion models [11], used in GNVS
methods, learn the input data distribution and sample from it during inference. Therefore,
GNVS methods inherit this scale ambiguity due to their dependence on uncalibrated data
in multi-view datasets, which we demonstrate next.

We perform a simple experiment to show the effect of scale ambiguity in GNVS meth-
ods. We use PolyOculus [41] and generate multiple samples conditioned on the same view
of the scene and a xed lateral camera motion. Ideally, we would expect all generated im-
ages to translate the scene content the same amount relative to the conditioned image.
However, in Figure 1.2, we can see that the generated samples vary signi cantly with the
same camera motion.

Now, the question arises: what if we use multiple views for conditioning? In this case,
the model is expected to get more spatial information, reducing the ambiguity in scale.
Theoretically, having more than one conditioning view should resolve the scale ambiguity.
This means the model can more reliably estimate the true positions and movements of
scene contents, as it is less likely to be misled by scale ambiguities present in a single
view.

We empirically show that the variance among samples is reduced by using more than
one conditioning view. As an extension to the previous experiment, we generate samples
conditioned on two views of the scene instead of one. Then, we measure the edge (bolded
with lines in Figure 1.2) movement from the conditioning image to generated images by
pixels in both settings (conditioned on one and two views). By comparing the variance
among edge movements of the two groups, we observed that the edge movement has

much less variance when conditioning on two views, which can be seen in Figure 1.3. The



Figure 1.2: Sampling multiple times from a camera position that only contains an x-axis
translation from the conditioned camera pose indicates that there is high variance in the
movement scale in the model. The highlighted areas indicate the amount of edge move-
ment in pixels.



reduction in movement variance is also visible in the generated samples shown in Figure
1.3. This experiment shows that GNVS models do get a sense of scene scale if they have
access to more conditioning views.

Through the above experiments, we conclude that generative models learn distributions
over the range of scales in the dataset and, at inference time with only one conditioning
view, generate a view with the scene scale sampled from that distribution. This ambiguity
in scale is a challenge in GNVS models, which we aim to address.

Some previous GNVS methods have developed heuristics to normalize scene scales
across a dataset. Previous work [24] proposes a scene normalization scheme and an es-
timation of the scene scales to address this problem. Another method [31] introduces a
scale-invariant view synthesis approach that uses multiplane images (MPI) as scene rep-
resentations, and a per-scene scale factor is computed by minimizing a log-squared error
between the predicted disparity map (predicted from the MPI) and point set of each scene.
Such heuristics, although useful to some extent, do not solve the scale ambiguity in in-
put data completely because a coherent scale is still lacking. To solve this, we propose
optimizing a per-scene scale in the GNVS training process.

Due to having no available ground truth scale, we face the challenge of measuring
the performance of the scale-learned generative models compared to previous ones, which
did not use any scale information in the training process. Previous methods mostly use
reference-based metrics, such as PSNR [31], or visually show heatmaps of the variance of
the Sobel edge maps [24] to demonstrate improvements. However, to our knowledge, there
exists no metric to compare the consistency of scale learned by GNVS models. To this

end, we propose a metric based on optical ow, which measures the movement between



Figure 1.3: To compare the effect of the number of conditioning views on the edge move-
ment variance, we visualize the edge movement in 10 samples as boxplots. On the right,
we depict four samples generated conditioned on one and two views, respectively.

two views of the scene. First, we compare the optical ow between the conditioned view
and multiple samples with the same camera movement. Then, we compute the pixel-wise
variance of estimated optical ows. This variance can be shown as a heatmap, and its
median is used as a quantitative point of comparison. The rationale behind designing
such a metric is to measure the variance of scale in the samples generated by the model by
measuring the movement variance. This metric measures the sample variance by analyzing
the optical ow variance, where a lower variance indicates that the model has a more
consistent sense of scale.

Our proposed scale learning schema is agnostic to the GNVS method. To demonstrate
the effectiveness of our method, we adopt a recent state-of-the-art GNVS model, PolyOcu-

lus [41]. Although PolyOculus uses a latent diffusion model [2], it is still computationally



Figure 1.4. Example optical ow variance heatmaps of two scenes adapted from the 1k
experiment. Darker colors correspond to lower optical ow variation, suggesting samples
with more scale consistency.

expensive to train. Therefore, we rst conduct experiments on a model ne-tuned on a
smaller set of scenes to demonstrate the effectiveness of our proposed approach, and then
we use the entire training set to train the model. For the experiment with a subset of the
training set, we start from a PolyOculus checkpoint and ne-tune the pretrained model on
a subset of RealEstate10k training set of 4i28Q once with optimizing the scalesdale-
learned modgland once without optimizing the scalesd-tuned model Fine-tuning
without optimizing the scales is necessary since fewer training scenes generally reduce the
sample variance. Our goal is to evaluate the effectiveness of scale learning, so we aim to
ensure that the models differ solely in the scale learning. Finally, we use the entire train set
to train the model to optimize the scales, and we compare it against PolyOculus publicly
available checkpointpfevious modgl

We compare the median optical ow per-pixel variance c3@and100different sam-
ples of test set scenes for the validation experiment on 1k scenes and the nal model trained
on the entire training set, respectively. Results show improvements in both cases, reduc-

ing sample variance in the model trained to optimize the scales. We compare heatmaps,
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histograms, and the median of the per-pixel variance of the optical ows over different
amounts of translations over the camera trajectories from the dataset. Results are available
as tables and heatmaps in Section 4.

As a preview, we visualize variance heatmaps of the optical ows of multiple sam-
ples from the 1k experiment models in Figure 1.4. These visualizations show that scale
optimization during training reduces randomness from scale ambiguity in the model.

To conclude, we identify and explore the scale ambiguity problem in GNVS models,
which, in this thesis, we address by proposing a method to learn the scales in the training
process of the generative model. Also, to address the lack of a metric for scale noise quan-
ti cation, we propose a Sample Flow Consistency (SFC) in which we use motion variation
as a proxy for scale. We empirically show our proposed method outperforms baselines and

that our metric can effectively measure scale entropy in the generated samples.



Chapter 2

Background

In this chapter, we start by de ning the concepts of scale ambiguity and novel view syn-
thesis, setting the stage for a deeper exploration. We then continue with generative novel
view synthesis, providing a comprehensive explanation of the diffusion models, which is
the most common method. Finally, we review key related works that tackled the scale
ambiguity issue in the context of novel view synthesis, offering insights into how these

approaches differ from ours.

2.1 Scale Ambiguity

Simply put, a small object nearby and a large object far away can look identical to a
monocular camera. This scale ambiguity makes it impossible to determine the absolute
scale of a scene (e.g., the height of a house in Figure 2.1b) from images alone.

Figure 2.1a illustrates this issue by scaling both the object and its distance from the

camera. Essentially, suppose we scale the entire scene by akatdrthe camera pa-
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rameters byf;. The projection of the scene is given by (2.1), wherepresents the image
coordinatesP denotes the camera parameters, dnekfers to the real-world coordinates.

In this case, the image projections remain unchanged.

Xx=PX = %P (kX); (2.1)

Scale ambiguity is a well-known challenge in monocular visual odometry (VO) [6, 30,
35]. In previous work [6], two assumptions were introduced to address the scale ambigu-
ity: (i) constant camera height from the ground throughout the video, and (ii) the ground
being a horizontal plane on every image frame. Then, they utilize a local feature map and
optimize the scales such that each feature corresponds to its real-world location. Another
previous work [30] introduces Ground Point Extraction (GPE) and Ground Points Aggre-
gation (GPA) algorithms to extract and aggregate ground points and optimize the ground
plane parameters. Others [35] propose a scale recovery algorithm using 2D and 3D cor-
respondences to nd a relative distance between the camera and the groundipkare,
nd the scale using the ratio df to the absolute distande

The scale ambiguity problem is introduced in datasets that use monocular VO, such
as ORBSLAM [17] and COLMAP [4], for camera pose estimation. Monocular Simul-
taneous Localization and Mapping (SLAM) [3] systems yield consistent camera poses,
but the metric units are ambiguous, requiring an unknown “scale” factor to convert the
representation to metric scale.

Various methods have been developed to recover the absolute scale information for
monocular VO. For example, adding another camera to create a binocular system can

provide scale information using the length of the stereo baseline. However, these methods
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(@) (b)

Figure 2.1: a) A nearby small object and a distant large object can look the same to a
monocular camera despite representing different scene scales [24]. b) It is impossible to
estimate the true height of the house only using the image alor@2[Js, IEEE

have some limitations.g the stereo pair images must be taken at the same time interval,
which can be achieved by synchronizing shutter speed, which requires much more effort

to set up. In the following subsections, we examine two datasets that use camera pose

estimation methods and consequently exhibit scale ambiguity problems.

2.1.1 RealEstate10k

The RealEstate10k dataset [42] comprises YouTube videos of real estate tours. The camera
pose parameters for each video clip were recovered using ORBSLAM2 [17], which is built
on a monocular feature-based ORB-SLAM. SLAM methods process a series of frames to
build a sparse or semi-dense 3D reconstruction of the scene and simultaneously estimate
the current frame's viewpoint consistently with the 3D reconstruction. An example of a
scene in this dataset is shown in Figure 2.2.

As noted by the authors, determining the global scene scale for each video clip is

12



Figure 2.2: An example of a point cloud estimations of a scene in RealEstate10k [42].
Images on the left are random frames of the video, and on the right, we show a point cloud
estimation of the scene generated using the scene video frames.

impossible, and ORBSLAM reconstructs camera poses up to an arbitrary scale. Since
the Multiplane image (MPI) representation, based on layers at speci ¢ depths of the point
cloud, is used for view synthesis, they propose to “scale-normalize” each sequence relative
to the estimated 3D point clouds. They compute the 5th percentile depth among all point
depths for each frame in the sequence. By aggregating these depths across all cameras in
a sequence, they derive a set of “near plane” depths. The sequence is then scaled such that
the 10th percentile of this depth set is 1.25m, aligning with their MPI representation’'s near
plane of 1m.

This scale normalizing method works well for their MPI approach but does not resolve

the global scale ambiguity in the dataset. An unknown scale remains for each scene.
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Figure 2.3: Example of object-centered scenes in CO3D camera poses and reconstructions
from dense point cloud estimations [202021, IEEE Camera poses extracted using SfM cam-
era tracking and 3D reconstructions of the objects are depicted on the left and right, respectively.

2.1.2 Common Obijects in 3D (CO3D)

The CO3D dataset [20] consists of object-centered videos collected via Amazon Mechan-
ical Turk (AMT). Camera properties (extrinsic and intrinsic matrices) and dense point
clouds for each video are estimated using the COLMAP structure-from-motion (SfM)
pipeline [4]. Figure 2.3 shows examples of SfM camera trajectories and dense seman-
tic reconstructions from this dataset.

In their experiment, they zero-center each point cloud and normalize the scale by di-
viding point cloud coordinates by the average per-axis standard deviation. However, an

ambiguous scale still exists for each scene.
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2.2 Novel View Synthesis

Novel view synthesis (NVS) is the problem of predicting unseen views of a scene given
the seen views. NVS has long been a challenging task in computer vision [13, 1, 5].
Challenges arise from uncertainties such as elements outside the eld of view and unseen
or occluded parts of the scene in the given views. In addition, there is an uncertainty in
the global scene scale,g the perceived sizes and distances of objects, introduced by
uncalibrated data. By uncalibrated data, we mean datasets consisting of images of a scene
without any camera pose attached to them. The source of such ambiguity in the data scale
is the pose recovery methods, like monocular SLAM, which was explained in the previous
section. Such methods yield consistent camera poses; however, the metric units of the
poses are unknown.

This scale ambiguity in the input view(s) camera parameters leads to uncertainty in
predicting new views. For instance, in Figure 2.1a, given the image from the input view,
the generated image from a novel camera could either be a small motorcycle on the left or
a large motorcycle on the right.

Models used to solve NVS are generally trained and evaluated on multi-view datasets,
which, due to the use of SLAM-based methods for camera pose estimation, have an am-
biguous scale in their camera parameters. Therefore, models trained on such datasets also
learn the ambiguous scales.

Recent advancements in NVS models have introduced several techniques to address
the inherent challenges. One such method is ZeroNVS [24], a 3D-aware diffusion model
designed for single-image novel view synthesis in complex, real-world scenes. ZeroNVS

[24] employs a novel camera conditioning parametrization and normalization scheme

15



to mitigate depth-scale ambiguity, improving the diversity and realism of synthesized

views. Another approach involves training on mixed datasets, such as CO3D [20], and
RealEstate10K [42], which provide a variety of scenes captured with different camera
settings. This diversity helps the model generalize unseen data better. 4DiM [36] tackles
this challenge by calibrating RealEstate10k [42] scales with monocular depth estimates.
This technique helped mitigate the scale issue. Moving forward, we will go through each

of the methods mentioned above in detalil.

Additionally, Score Distillation Sampling (SDS) has signi cantly enhanced the qual-
ity of generated views by leveraging large 3D datasets and ensuring photorealistic and
3D-consistent NVS. However, standard SDS can lead to mode collapse, particularly in
background regions, resulting in less diverse synthesized images. To address this, tech-
niques like SDS anchoring have been developed, which improve the diversity of synthe-
sized views by sampling several “anchor” novel views and using them as conditions for
SDS [19].

Another noteworthy method is the use of monocular depth estimation, which aims to
predict depth maps from single images. Despite the progress in this area, models trained
on relative depth datasets often face challenges due to unknown depth shifts and varying
camera focal lengths, which can distort 3D scene reconstructions. To overcome these
issues, a two-stage framework has been proposed [39], where depth is rst predicted up
to an unknown scale and shift and then re ned using 3D point cloud data to estimate the

depth shift and camera focal length.
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2.3 Generative Novel View Synthesis

Generative models have recently become a popular solution for the NVS problem, known
as Generative Novel View Synthesis (GNVS). The reason for such popularity is the NVS
problem’'s uncertain nature and generative models' ability to learn and generate various
possible outputs.

Several previous works addressed the GNVS problem [14, 21, 22, 37, 40, 41]. In -
nite Nature [14] uses a Generative Adversarial Network (GAN) [9] based architecture for
view generation. This approach focuses on natural scene generation, leveraging adversar-
ial training to produce high-quality and realistic novel views. GeoGPT [22] is based on a
combination of conditional generative modeling and neural discrete representation learn-
ing (VQVAE) [33]. This method employs a variational approach to capture and generate
diverse scene geometries, allowing for exible scene manipulation. LookOut [21] uses
an encoder-decoder architecture with an autoregressive transformer to condition on up to
two previous views. This method enhances temporal coherence in novel view sequences,
making it suitable for video applications.

PhotoCon [40] employs a diffusion-based generative model designed to generate long
sequences of consistent novel views from a single image. It uses an autoregressive condi-
tioning chain that achieves geometric consistency, but it suffers from error accumulation
coming from using generated frames as the conditioning information.

PolyOculus [41] uses a set-based diffusion model able to condition and generate any
arbitrary number of views. This approach is particularly powerful for handling complex
scenes with multiple objects and varying viewpoints, utilizing diffusion processes to en-

sure consistency across generated views.
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Recent advancements in GNVS introduced new techniques to further improve the qual-
ity and diversity of generated views. ZeroNVS [24] employs a 3D-aware diffusion model
for single-image novel view synthesis in real-world scenes. This model addresses the
challenges of in-the-wild multi-object scenes with complex backgrounds by training on
diverse datasets and introducing camera conditioning parametrization and normalization
schemes to handle depth-scale ambiguity. ZeroNVS also introduces Score Distillation
Sampling (SDS) anchoring to enhance the diversity of synthesized views, particularly in
the background, overcoming the limitations of traditional SDS methods.

Generally, generative models used in GNVS methods learn the arbitrary visual scales
presented in the dataset. At inference time, the model effectively randomly samples a
scene scale from the distribution over all the training scene scales and uses it as the sample
scale. Therefore, we observe high variance in scene scale by sampling conditioned on the
same view and camera motion multiple times. This scale ambiguity remains a signi cant
challenge in GNVS, as it impacts the consistency and realism of the synthesized views.
Methods like ZeroNVS attempt to mitigate this by incorporating scale normalization tech-
niques and leveraging large-scale, mixed dataset training to improve model robustness and

generalization.

2.4 Diffusion Models

Diffusion models are a family of generative models that learn to generate new samples
from the data distribution by reversing a xed forward noising process [11, 28]. Figure

Figure 2.4 depicts the diffusion process. To formulate the procesgg lbé an input
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Figure 2.4: Diffusion process consists of two processes: Forward diffusion process which
gradually adds noise to data and reverse denoising process that learns to generate data by
denoising [32].

data point. The forward Gaussian noising process is dividedti@tb1; ;Tg smaller

noising steps. Each step adds a xed small Gaussian noise to the input data. Assuming

g(x) is the input data distribution, each forward step is de ned as follows:
: p——
aXejXe 1) = N(Xe; 1 X 15 l): (2.2)

In the above equation; is designed so thaty N (0;1). The reverse diffusion process

also consists of small Gaussian denoising steps and is parameterizeddy that:
P (Xt 1) = N(Xt 1; (X;1);  (Xe;t)): (2.3)

In this formulation, (x;t) is usually xed and thus not learned. The backward function
is generally implemented with a noise estimator functigix;;t). This noise estimator
takes a noisy inputt; and predicts the noise addedxpin the previous time step. By

subtracting the predicted noise from the input, wexget, a less noisy version of;. The
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