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Abstract 

 Modern multi-sensor integrated kinematic position/attitude systems serve a diverse range of 

industries, including precision agriculture, construction, mobile mapping, and autonomous driving. 

These industries have diverse needs that must be met by their position/attitude systems, which 

emphasizes the need for kinematic position/attitude systems that are highly customizable and robust. 

Lower-cost sensors have become increasingly prevalent in modern position/attitude systems, and 

accurately modeling the systematic errors in these sensors is of paramount importance for high-

accuracy applications. 

 This dissertation focuses on extending and refining the tools for comprehensive error analysis in 

the Generic Multi-sensor Integration Strategy (GMIS), with a particular focus on statistical analysis in 

pre-and post-processing environments. This research leverages the strengths of the GMIS to rigorously 

characterize the sensor performance and systematic errors of tactical grade MEMS IMU sensors, even in 

situations where a reference solution is unavailable. 

 The principal research contributions of this dissertation are as follows: 

1. A generalized framework for imposing system state equality constraints in a Kalman Filter, 

which allows for the direct estimation of the constrained observation, predicted system state, 

and process noise residuals, along with their associated covariance matrices. This framework 

opens opportunities for comprehensive error analysis in system state constrained Kalman 

Filters, including: residual analysis, reliability analysis, and Variance Component Estimation 

(VCE). 

2. The formulation of three unique attitude models under the GMIS framework: the Roll-Pitch-

Heading (RPH) model, the Direction Cosine Matrix (DCM) model, and the Quaternion model. 

This research defines each attitude model’s corresponding system model, system state 

constraints, and IMU observation models within the GMIS. This work uniquely uses the process 

noise residual vector to conduct VCE to directly compare the performance of each different 

attitude model. Each of the three attitude models used in this research performed similarly over 

a road test dataset, and the DCM model in particular exhibited resistance to a sudden trajectory 

variation that was captured by the IMU. 
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3. The formulation of Multi-IMU (MIMU) array modeling in the GMIS, allowing for the separate 

estimation of IMU systematic errors and stochastic properties for every sensor in the MIMU 

array. This work allows for a detailed, time-varying analysis of constituent IMU sensors’ 

stochastic properties via VCE alongside rigorous Fault Detection and Exclusion (FDE) for each 

sensor in a MIMU array. None of this is possible under other data fusion methods for MIMU 

arrays. The a posteriori position/attitude standard deviations were compared between a MIMU 

and Single-IMU (SIMU) solution for the same road test dataset, and the MIMU solution provided 

an average accuracy improvement of ca. 14-16% in the estimated position, 30% in the estimated 

roll and pitch, and 40% in the estimated heading. 

4. A generalized framework for the pre-analysis of online sensor calibration procedures under the 

GMIS. The proposed framework uses a candidate trajectory with a defined sensor configuration 

to estimate the following quantities: minimum significant values for individual systematic error 

parameters; minimum detectable values for observation biases from each sensor; and 

observability analysis for each sensor systematic error being modeled in the Kalman Filter. This 

framework allows for the establishment of best field procedures and sensor configurations 

without requiring the construction and testing of physical systems. This framework was used to 

evaluate three different case studies to determine the observability of IMU systematic error 

states, alongside their minimum estimable values and minimum detectable errors under 

different calibration maneuvers. Across all three case studies, the accelerometer biases 

generally had minimum estimable values within 1 cm/s and the gyroscope biases generally had 

minimum estimable values within 3.5 ‘/s. Accelerometer/gyroscope scale factor errors and the 

reference-IMU lever arm vector had their observability much more dependent upon the specific 

calibration maneuver being used. 

 This research takes great strides towards establishing the GMIS as a fully matured strategy for 

sensor integration that has much more modeling flexibility than traditional approaches. The only 

remaining challenge is addressing the increased computational load of the GMIS relative to the TMIS, 

and this is a high priority for future work. 

 This research’s contributions lay a strong foundation for future research in adaptive filtering 

techniques, rigorous fault detection and exclusion, and comprehensive stochastic modeling of the 

sensors that are being used in a position/attitude system. 
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1 Introduction 

 Positioning and navigation technologies form a crucial component of many diverse modern 

scientific and industrial research and development applications, including geospatial infrastructure, 

precision agriculture, mobile mapping systems, autonomous driving systems, warehouse asset 

management systems, and wearable medical technology. Positioning needs vary significantly between 

different areas of application, and it is essential to have a robust, purpose-built positioning/attitude 

(PosAtt) system underpinning each of these technologies. 

 Depending on the application, the coverage requirements of a PosAtt system can vary from the 

entire Earth to a single room, with accuracy requirements ranging from tens of metres to the millimetre 

level. The system dynamics a PosAtt system is required to model can range from a slow-moving 

terrestrial robot to supersonic planes and munitions. Given such diverse needs, a one-size-fits-all 

approach to the development of positioning/navigation algorithms is not feasible. Particularly in the 

realm of high-precision positioning applications, it is valuable to be able to tweak any part of the core 

positioning algorithms to maximize the performance of a multi-sensor integrated PosAtt system. 

1.1 Motivation 

 To date, positioning and navigation applications are dominated by the use of what will be 

referred to in this dissertation as the Traditional Multi-Sensor Integration strategy (TMIS). This strategy 

typically has a single IMU at its core and uses its “core” sensor to predict the PosAtt system’s kinematic 

trajectory by conducting the free inertial navigation calculation (also called dead reckoning). The free 

inertial solution is then used to simulate measurements corresponding to any “aiding” sensors (e.g. 

GNSS receivers, odometers, cameras, etc.) for generating “error measurements”. The system states 

being estimated are modeled as “error states” that correct the IMU-only solution, and the error 

measurements corresponding to the aiding sensors are used to update these error states in the Kalman 

Filter. The TMIS has been very successful in many areas of application, but does have some limitations 

arising from its development under more restrictive hardware requirements and more limited 

availability of mobile processing power, especially when using low-cost sensors. 

 In recent years, Artificial Intelligence (AI) based estimation techniques for positioning and 

attitude estimation have been of particular interest to researchers [Li et al, 2020; Chen and Pan, 2025]. 

These approaches have shown promise in improving the accuracy of sensor integration in complex 
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environments, but generally provide limited insight into a multi-sensor integrated system’s constituent 

sensors [Chen and Pan, 2025] and rely on having training data that accurately represents the full range 

of realistic scenarios that a PosAtt system can experience [Li et al, 2020]. 

 The TMIS generally relies on making several simplifying assumptions regarding the system’s 

kinematic models and sensor error models, particularly when using non-standard kinematic models as is 

necessary when using different methods of attitude estimation, and when using non-standard sensor 

configurations as is the case when using arrays of IMU sensors. As such, the TMIS has limitations when it 

comes to fully characterizing individual positioning/orientation sensor errors and when it comes to 

characterizing different system kinematic models. Moreover, the TMIS is particular to specific sensor 

configurations, and integrating other positioning/orientation sensors requires potentially extensive 

modifications to the overall workflow.  

 Thoroughly characterizing the performance of a multi-sensor integrated positioning/navigation 

system can be very important in two environments that are focused on in this research: 

i. A system design environment, where it is valuable to determine optimal sensor configurations 

to maximize the reliability of any estimated PosAtt solutions.  In such environments, 

accommodating and assessing diverse sensor configurations is essential. The TMIS offers limited 

insight in a system design environment and as a consequence many industry leaders do not 

focus on pre-analysis tasks. Providing a clear framework for evaluating system configuration 

before field testing would open new avenues for analysis that have not traditionally been 

included in system design procedures. 

ii. A post-processing environment, where comprehensively characterizing system performance is 

useful in diagnosing problems in the sensor platform when navigating particularly challenging 

environments. The TMIS offers limited insight into sensor-specific performance for multi-sensor 

systems, and enabling a more granular approach to analyzing system performance would put 

more powerful analytical tools in the hands of both industry professionals and end users. 

 Statistical analysis conducted under the TMIS is typically focused on interpreting and evaluating 

the system innovation vector in the Kalman Filter. This is very efficient for performing statistical analysis 

and fault detection in real-time but does also come with limitations. Of particular concern is the fact 

that, although there are three statistically independent sources of random error in Kalman Filtering (the 

previously estimated system state vector, the process noise vector, and the observation noise vector), 
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these sources of errors get mixed together in the system innovation vector, in addition to the 

correlation introduced via the generation of error measurements. Practically speaking, this limits the 

scope and quality of the conclusions that may be drawn from the statistical analysis. A robust and 

adaptable comprehensive error analysis must therefore extend beyond using only the system innovation 

vector and the error measurements. 

 This research is focused on exploring and developing the adaptable and robust comprehensive 

error analysis tools that enable more flexibility and rigour in both system design and post-processing 

workflows. This is approached through the use, extension, and enhancement of the Generic Multi-

sensor Integration Strategy (GMIS) and the framework for comprehensive error analysis beyond system 

innovations in Kalman filtering, which were formalized in [Wang, 1997, 2008, 2009; Wang et al, 2015, 

2021, 2022; Qian et al, 2015, 2016; Qian, 2017]. The GMIS has additionally been applied in [Yu et al, 

2018a, 2018b]. The GMIS is unique in its integration approach, not relying on a core positioning sensor 

but instead modeling all positioning/orientation observations directly in the positioning Kalman Filter. 

Directly modeling all positioning/orientation observations in the positioning Kalman Filter allows for 

much more thorough analysis of their systematic errors and stochastic properties through time, which is 

essential to the core objective of this research. This is particularly important when modeling 

observations from IMU sensors, and the GMIS was found to significantly improve solution drift over the 

TMIS during a GNSS outage in [Kun, 2017]. 

1.2 Goal and Objectives 

 The main goal of this research aims at extending and refining the comprehensive error analysis 

tools in the GMIS that allow for more flexible and rigorous system design and post-processing 

workflows. This increased flexibility and rigour is approached from two main perspectives: 

i. Extending and exploring the framework for comprehensive error analysis in discrete Kalman 

filtering and its implementation under the GMIS. This includes re-evaluating the roles that 

comprehensive error analysis can play for a PosAtt system, and exploring the breadth of 

possible use cases for the quantities associated with comprehensive error analysis. This research 

specifically surpasses the use of system innovations for characterizing the performance of a 

PosAtt system, instead focusing on analysis that allows for the separation of quantities 

representing the noise in the observation, process noise, and predicted system state vectors. 
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ii. Further extending observation and system models in the GMIS in ways that allow for them to be 

more fully characterized in Kalman filtering. Ensuring flexibility in how sensors are accounted for 

in Kalman filtering provides more depth in the conclusions that may be drawn from a dataset 

and allows for more insight into system performance, even prior to any data collection 

procedures. 

 These two broad opportunities to improve solution quality are explored through the following 

specific research objectives: 

i. Extending the algorithmic framework for comprehensive error analysis in Discrete Kalman 

Filtering with state equality constraints. There are many circumstances under which (typically) 

geometric constraints may be naturally imposed on the state vector in Kalman filtering. Applying 

constraints is an issue that has been well-explored in the literature, even establishing a broad 

consistency across different methods of imposing system state equality constraints. What is 

missing from the literature is the ability to estimate the quantities required for comprehensive 

error analysis, as well as a standardization of the process of applying state equality constraints. 

An alternate derivation of the state equality constrained Kalman Filter has been successfully 

achieved [Wang and Brunson, 2022], the outcome of which allows for the estimation of the 

quantities demanded in much of the analysis conducted in this dissertation. 

ii. Systematically studying three fundamental attitude representations under the GMIS and directly 

comparing their solutions using the powerful error analysis tools that are enabled by the GMIS 

[Brunson and Wang, 2023]. The attitude models under consideration in this dissertation include 

the Roll-Pitch-Heading (RPH) representation, the Direction Cosine Matrix (DCM) representation, 

and the Quaternion representation. Each of these attitude models were formulated in the GMIS 

along with any associated geometric constraints to avoid over-parameterization in the state 

vector. The comprehensive error analysis tools enabled by the GMIS were used to directly 

compare the solution quality for each attitude model over the same dataset using Variance 

Component Estimation (VCE). This work is the first time these models have been defined in the 

GMIS, and the first time there has been a direct comparison of their respective PosAtt solutions 

without needing to convert between different attitude representations. This work demonstrates 

the breadth of the GMIS’ kinematic modeling capabilities, with an emphasis on the detailed 

insight that the GMIS’ comprehensive error analysis tools provide. 
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iii. Systematically studying the integration of data from Multi-IMU (MIMU) arrays to provide insight 

into the systematic errors and stochastic properties of each individual sensor in a MIMU array 

[Brunson and Wang, 2024]. The key challenge in integrating data from a MIMU array lies in how 

to account for the individual biases and scale factor errors present in the observations from 

each constituent IMU sensor. The IMU observation equations were generalized for 

accommodating multiple IMU sensors in the GMIS, and the GMIS’ comprehensive error analysis 

tools were used to characterize and compare the performance of each sensor in a MIMU array. 

This work is the first time that the individual IMUs in a MIMU array have been able to be directly 

modeled and have their time-varying performance assessed. This work demonstrates the 

breadth of the GMIS’ observation modeling capabilities and shows the positioning sensor-

specific stochastic information that may be determined through the GMIS’ comprehensive error 

analysis. 

iv. Further enhancing the GMIS’ potential for pre-analysis by exploring its use for establishing best 

practices for online sensor calibration. This research established a framework for the pre-

analysis of online sensor calibration procedures, including assessments of the state 

observability, minimum estimable systematic error parameters, minimum detectable biases in 

sensor observations, and means of directly comparing multiple covariance matrices from 

multiple candidate solutions. This framework was then applied to three test cases to illustrate 

its general utility in evaluating the potential performance of online sensor calibration 

procedures and establishing best practices in the field. This work demonstrates the utility of the 

GMIS’ comprehensive error analysis tools for anticipating system performance, and presents a 

new paradigm for system design analysis in Kalman Filtering. 

1.3 Structure of the Dissertation 

This dissertation is structured as follows: 

 Following this introduction, Chapter 2 provides both the preliminary fundamentals of kinematic 

positioning and navigation used in this research. A literature review of the state-of-art in the topics 

relevant to each subsequent chapter. 

 Chapter 3 presents the generic framework for comprehensive error analysis in discrete Kalman 

filtering with constraints. The generic framework provides a standard algorithm for both applying 

system state constraints as an epoch-wise correction to the estimated state vector and calculating the 
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quantities that are necessary to conduct a comprehensive error analysis. Chapter 3 additionally provides 

a numerical example to illustrate the utility of the framework. The outcomes of Chapter 3 are 

fundamental to many of the subsequent chapters. A summary of the necessary algorithmic equations 

for conducting comprehensive error analysis for both unconstrained and constrained systems is 

provided in Section 3.4. 

 Chapter 4 describes York University’s Position/Attitude (PosAtt) Engine, which includes 

information about the Engine’s specific realization of the GMIS, details on the processing workflow and 

sub-tasks, and structure of the input/output files. This positioning engine forms the foundation that was 

built upon to accomplish most tasks across my PhD research. 

 Chapter 5 presents a systematic study of multiple attitude models in the GMIS, specifically the 

Roll-Pitch-Heading (RPH) model, the Direction Cosine Matrix (DCM) model, and the Quaternion model. It 

documents the development of their respective system models, state constraint equations for the DCM 

and Quaternion models, and IMU observation equations associated with each specific attitude model. 

This chapter presents the results of processing a road test dataset using each attitude model, alongside 

a comparative analysis of the performance between each attitude model. 

 Chapter 6 presents a novel modeling method for integrating data from a Multi-IMU (MIMU) 

array on the basis of the GMIS, allowing for the estimation of individual systematic errors and the 

analysis of the stochastic properties of each IMU sensor.  A road test using three MEMS IMUs was 

conducted and processed to illustrate the unique technique developed through this research. As a result 

of this work, it is feasible to model each IMU in a MIMU array independently for the first time.  

 Chapter 7 proposes an analytical framework for conducting a rigorous performance pre-analysis 

for online sensor calibration for different candidate trajectories. This framework was applied to three 

different test cases, which are presented to illustrate the utility of the proposed framework in 

establishing best practices in the field. 
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2 Preliminaries and Related Literature 

 This chapter provides an overview of and background on the principles of inertial navigation. A 

review of the state-of-the-art practices related to each subsequent chapter’s content can be found at 

the start of each chapter. 

 Topics covered in this chapter include: 

• The coordinate frames used in positioning and navigation 

• Methods for modeling orientation in three-dimensional space 

• The laws governing the motion of a body in three-dimensional space 

• Sensors that are commonly used for integrated navigation 

• Kalman filtering and other methods for estimating time-varying system states 

• Different strategies for sensor integration 

 Given the modeling work conducted throughout this research, this section has a particular focus 

on sensor measurement and stochastic models, and on data integration strategies.  

2.1 Coordinate Frames in Positioning and Navigation 

 Generally, a supplied position or attitude is meaningless unless it is tied to a specifically defined 

coordinate frame. In positioning and navigation applications, and particularly when using inertial 

navigation technologies, there are many relevant coordinate frames that must be defined. These 

coordinate frames can be thought of as forming a hierarchy of sorts, ranging from the most “stationary” 

(the inertial frame) to the most “mobile” (the sensor body frames). An overview of this hierarchy is 

shown in Figure 2.1.1. 
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Figure 2.1.1: An overview of the coordinate frames used in this research, arranged in order of increasing mobility. 

 Broadly speaking, the coordinate frames that are commonly used in positioning and navigation 

can be divided into the following categories [Rogers, 2003]: 

• The Inertial Reference Frame (i): 

o An Inertial Reference Frame refers to a Cartesian coordinate frame that is not accelerating 

through space (i.e. either stationary or moving at a constant linear velocity). There are many 

potential realizations that satisfy this criterion, but the specific Inertial Reference Frame typically 

used in positioning and navigation applications is the Earth-Centered Inertial (ECI) frame which 

has its origin defined to be coincident with Earth’s center, but does not rotate with Earth 

[Herman, 1995; Chang et al, 2022; Fang et al, 2024]. The X- and Y-axes of the ECI frame lie in 

Earth’s equatorial plane with its X-axis pointing towards the Vernal Point, its Z-axis towards 

Earth’s North pole, and its Y-axis completing a right-handed system [Grewal et al, 2007]. 

Generally, strapdown inertial sensors may be considered to observe quantities that are 

impacted by the sensors’ motion with respect to the Inertial Reference Frame. 

• The Earth-Centered, Earth-Fixed (ECEF) Frame (e): 

o An ECEF Frame has its origin defined to be coincident with Earth’s center but unlike the ECI 

frame, the ECEF frame rotates with Earth. The X- and Y-axes of the ECEF frame define Earth’s 

equatorial plane, with the X-axis pointing towards the Greenwich Meridian. The Z-axis of the 

ECEF frame points towards Earth’s North pole, and the Y-axis completes a right-handed system 

[Vanicek and Krakiwsky, 1986; Wu et al, 2003]. The relationship between the ECEF and ECI frame 

is shown in Figure 2.1.2. 
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The ECEF Frame is widely used to represent global coordinates for positioning applications such 

as navigation [Rahman et al, 2020] and land surveying [Teskey, 1979; Mercurio and Reyes, 

2024], but also forms the basis for determining projected coordinates in mapping systems 

[Maling, 1992].  

 

Figure 2.1.2: The relationship between the ECI and ECEF coordinate frames. Image courtesy of [Grewal et al, 2007]. 

• The Local Geodetic Frame (g): 

o The Local Geodetic Frame is a topocentric coordinate system. Its Z-axis is defined to be collinear 

with the local gravity vector. Two main realizations of the Local Geodetic Frame are used in 

practice: the North-East-Down (NED) frame and the East-North-Up (ENU) frame. In this research, 

the ENU frame is used. The X-axis of the ENU frame points in the local East direction, the Z-axis 

points in the opposite direction to the local gravity vector, and the Y-axis completes a right-

handed system (i.e. the Y-axis points in the local North direction). One consideration that must 

be taken into account when using the ENU frame is that the vehicle’s heading is measured 

clockwise about the Up-axis, when in the NED frame it would be measured counter clockwise 

about the Down-axis [Noureldin et al, 2012]. 

• The Navigation Frame (n): 

o The Navigation Frame is the coordinate frame in which positioning and navigation is realized for 

a PosAtt system. It is typically used to define the mechanization of an Inertial Navigation System 

(INS) [Schmidt et al, 1973; Heller, 1975]. There are different ways to practically define a n-frame. 

In this research, the n-frame is considered to translate with the Vehicle Body Frame (which is 

described below), and its orientation is periodically updated to be coincident with the local ENU 

frame. 
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• The Vehicle Body Frame (v): 

o The Vehicle Body Frame is a coordinate frame that has its origin rigidly fixed to a point in the 

vehicle’s body, and rotates with the vehicle’s body. There are two specific realizations of the v-

frame that are commonly used in practice: the Forward-Right-Down (FRD) frame [Fan, 2024], 

and the Right-Forward-Up (RFU) frame [Liu et al, 2019]. In this research, the RFU frame is used 

due to its definition being analogous to the definition of the ENU frame. 

• The Sensor Body Frame (b): 

o In positioning and navigation applications, the motion of the v-frame is typically the desired 

output. However, a PosAtt sensor generally refers to the movement or position of the sensor 

itself, and not of the v-frame. Each PosAtt sensor generally has a linear misalignment with the v-

frame origin (i.e. the sensor origin requires translation to be coincident with the v-frame origin), 

which is referred to as its lever-arm vector. Additionally, each sensor also generally has angular 

misalignments with respect to the v-frame axes (i.e. the sensor axes require rotation to be 

collinear with the v-frame axes), which is referred to as the sensor’s mounting or boresight 

angles. The models used in this dissertation take the 3D sensor lever-arm vectors and three 

boresight angles into account, but they are considered to be known and calibrated prior as part 

of the construction of the multi-sensor integrated system. 

2.2 Attitude Models in Positioning, Orientation, and Navigation 

 Traditionally, the main use of attitude modeling in positioning was to facilitate the inertial dead 

reckoning calculation. However, in modern multi-sensor integrated navigation systems, it is often 

desirable to directly georeference the data from imaging sensors such as LiDAR units and cameras. For 

such applications, maintaining an accurate representation of the PosAtt system’s attitude is essential in 

order to reference any imaging sensors relative to the local horizon for any given observation epoch. 

Considering the importance of attitude modeling in these application areas, and the focus on attitude 

modeling in this dissertation, this subsection provides an overview of the most prominent ways to 

represent orientation in PosAtt systems. 

Let 𝒑𝒎 be a vector in coordinate frame m and 𝒑𝒏 be its equivalent representation in coordinate 

frame n. If frame m and frame n have coincident origins and the same defined scale, the transformation 

from m to n may be expressed using a rotation matrix 𝑪𝒎
𝒏  such that 

𝒑𝒏 = 𝑪𝒎
𝒏 𝒑𝒎 (2.1) 
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wherein 𝑪𝒎
𝒏  is a 3 x 3 rotation matrix and satisfies all the properties of a rotation matrix, such as it being 

orthonormal. Given this relationship between two coordinate frames m and n, this rotation matrix may 

be represented in several different ways, with the most notable representations being the Direction 

Cosine Matrix (DCM), Roll-Pitch-Heading (RPH), and Quaternion. The mathematics of these 

representations are overviewed from Section 2.2.1 to Section 2.2.3, respectively. 

Generally, the elements of a rotation matrix may be defined using the dot products between the 

basis vectors in frame m and frame n as follows: 

𝑪𝒎
𝒏 = [

𝒊̂𝒎 ∙ 𝒊̂𝒏 𝒊̂𝒎 ∙ 𝒋̂𝒏 𝒊̂𝒎 ∙ 𝒌̂𝒏

𝒋̂𝒎 ∙ 𝒊̂𝒏 𝒋̂𝒎 ∙ 𝒋̂𝒏 𝒋̂𝒎 ∙ 𝒌̂𝒏

𝒌̂𝒎 ∙ 𝒊̂𝒏 𝒌̂𝒎 ∙ 𝒋̂𝒏 𝒌̂𝒎 ∙ 𝒌̂𝒏

] (2.2) 

where 𝒊̂, 𝒋̂, and 𝒌̂ are the X-, Y-, and Z-axial basis vectors, respectively, and their subscripts denote their 

respective coordinate frames [Bernstein, 2013]. 

2.2.1 Direction Cosine Matrix (DCM) 

The Direction Cosine Matrix (DCM) consists of the 9 elements of the rotation matrix as in (2.2) to 

represent the transformation from frame m to frame n. Since the attitude parameters are defined by 

the elements of the rotation matrix, they may be determined by dividing 𝑪𝒎
𝒏  into its constituent 3 x 1 

column vectors 

𝑪𝒎
𝒏 = [

𝐶11 𝐶12 𝐶13

𝐶21 𝐶22 𝐶23

𝐶31 𝐶32 𝐶33

] = [𝑪𝟏 𝑪𝟐 𝑪𝟑] (2.3) 

Under this attitude model, the attitude parameters are defined to be 

𝜽𝑫𝑪𝑴 = [𝑪𝟏
𝑻 𝑪𝟐

𝑻 𝑪𝟑
𝑻]𝑻 = [𝐶11 𝐶21 … 𝐶33] (2.4) 

2.2.2 Roll-Pitch-Heading (RPH) 

The elements of the rotation matrix are sufficiently determined by using three Euler angles, 

which represent a series of three rotations about the principal axes of frame m [Milligan, 1999]. Each of 

these rotations may be represented using its own rotation matrix in a selected order 
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𝑹𝟏(𝜃1) = [
1 0 0
0 cos𝜃1 sin 𝜃1

0 − sin 𝜃1 cos 𝜃1

] , 𝑹𝟐(𝜃2) = [
cos 𝜃2 0 − sin𝜃2

0 1 0
sin𝜃2 0 cos 𝜃2 

] ,

 𝑹𝟑(𝜃3) = [
cos 𝜃3 sin𝜃3 0

− sin𝜃3 cos𝜃3 0
0 0 1

] (2.5)

 

where 𝑹𝟏, 𝑹𝟐, and 𝑹𝟑 denote rotations about the X-, Y-, and Z-axes of frame m, respectively, and 𝜃1, 𝜃2, 

and 𝜃3 denote the respective rotation angles. 

 The generalized 3-dimensional rotation matrix may be constructed using a sequence of 3 

rotations from (2.5) [Milligan, 1999]. The order of these rotations has an impact on the identified 

rotation angles, but different series of rotations may be used to represent the same 3-dimensional 

rotation matrix. One of the most popular methods of defining the sequence of the 3 rotations is using 

the Tait-Bryan angles [Bernardes and Viollet, 2022]. For positioning applications, this is typically 

accomplished using the rotation sequence of Z-X-Y, which allows the 3 rotation parameters to be 

conventionally defined as the system heading/yaw (γ) (rotation about the Z-axis for an ENU system), 

system pitch (β) (rotation about the X-axis for an ENU system), and system roll (α) (rotation about the Y-

axis for an ENU system). The generalized rotation matrix may be defined using these parameters with 

the following equation: 

𝑪𝒎
𝒏 = 𝑹𝟐(𝛼)𝑹𝟏(𝛽)𝑹𝟑(𝛾) (2.6) 

from which the attitude angles are defined to be 

𝜽𝑹𝑷𝑯 = [𝛼 𝛽 𝛾]𝑇 (2.7) 

Substituting the 3 matrices in (2.5) into (2.6) yields the following DCM matrix for the general 3-

dimensional rotation using the RPH angles: 

𝑪𝒎
𝒏 = [

cos𝛼 cos 𝛾 − sin 𝛼 sin𝛽 sin𝛾 cos𝛼 sin𝛾 + sin𝛼 sin𝛽 cos 𝛾 − sin𝛼 cos𝛽
− cos𝛽 sin 𝛾 cos𝛽 cos𝛾 sin𝛽

sin𝛼 cos𝛾 + cos𝛼 sin𝛽 sin𝛾 sin𝛼 sin𝛾 − cos𝛼 sin𝛽 cos 𝛾 cos𝛼 cos𝛽
] (2.8) 

The RPH angles may be calculated from (2.8) as follows 

𝜽𝑹𝑷𝑯 = [

𝛼
𝛽
𝛾
] =

[
 
 
 
 
 tan−1

𝐶13

𝐶33

sin−1 𝐶23

tan−1
𝐶21

𝐶22]
 
 
 
 
 

(2.9) 
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Practically, the roll and heading are calculated using the “atan2” function to determine their 

four-quadrant values. 

The RPH attitude representation is the most commonly-applied attitude model in positioning 

and navigation applications, but does typically come with a major limitation in the Gimbal Lock 

phenomenon due to singularities in (2.9). The Gimbal Lock phenomenon occurs when the orientation of 

coordinate frame m is approaching a pitch of ±90°. When this happens, the definition of the system roll 

and heading in (2.9) becomes ambiguous, which often leads to numerical instability in positioning and 

navigation solutions [Hemingway and O’Reilly, 2018; De Paula et al, 2024]. 

2.2.3 Quaternion Representation 

A general 3-dimensional rotation may also be represented using a unit quaternion [Kuipers, 

1999; Kong, 2000; Mukundan, 2012; Voight, 2021]. The unit quaternion consists of 4 elements: a scalar 

component 𝑞0, and a 3-dimensional vector 𝒒, which may both be represented by using the 3-

dimensional rotation’s rotation axis and angle as follows: 

𝒒 = 𝑞0 + 𝒒 = 𝑞0 + 𝑞1𝒊 + 𝑞2𝒋 + 𝑞3𝒌 = cos
𝜃

2
+ 𝒖sin

𝜃

2
(2.10) 

wherein  denotes the rotation angle and 𝒖 denotes the 3-dimensional unit rotation axis vector. The 

quaternion is defined in components as {𝑞0, 𝑞1, 𝑞2, 𝑞3}. 

Several basic arithmetic operations on quaternions are given below for our further use in this 

work [Mukundan, 2012]. Firstly, the product of two quaternions 𝑝 and 𝑞 is given by the equation 

𝑝𝑞 = 𝑝0𝑞0 − 𝒑 ∙ 𝒒 + 𝑝0𝒒 + 𝑞0𝒑 + 𝒑 × 𝒒 (2.11) 

The conjugate of a quaternion 𝒑 is given by 

𝒑∗ = 𝑝0 − 𝒑 (2.12) 

The norm of a quaternion 𝑝 is given by 

|𝒑| = √𝒑∗𝒑 (2.13) 

The inverse of a quaternion 𝑝 is given by 

𝒑−1 =
𝒑∗

|𝒑|
(2.14) 
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 Let 𝒗 denote a 3-dimensional vector in frame m. Its equivalent quaternion representation may 

be defined as 𝒗 = 0 + 𝒗, where the vector portion of the quaternion is equal to 𝒗 and the scalar portion 

of the quaternion is 0. The rotation transformation of a vector 𝒗 using the rotation quaternion 𝒒 is 

accomplished via the equation [Mukundan, 2012]: 

𝐿𝑞(𝒗) = 𝒒𝒗𝒒∗ = (𝑞0
2 + |𝒒|2)𝒗 + 2 (𝒒 × 𝒗)𝒒 + 2𝑞0(𝒒 × 𝒗) (2.15) 

 The rotation matrix defining this transformation may be determined as follows: 

𝑪𝒎
𝒏  = (𝑞0

2 − |𝒒|2)𝑰𝟑 − 2𝑞0[𝒒] + 2𝒒𝒒𝑻 (2.16) 

where [… ] denotes the cross-product matrix [Mukundan, 2012], defined as 

[𝒒] = [

0 −𝑞3 𝑞2

𝑞3 0 −𝑞1

−𝑞2 𝑞1 0
] (2.17) 

The quaternion rotation representation overcomes several major limitations of the RPH attitude 

representation, namely [Voight, 2021]: 

• Calculating the rotation matrix from a rotation quaternion is more computationally efficient 

than using the RPH, since the rotation matrix may be represented as simple multiplication of the 

rotation quaternion. 

• The quaternion representation may be more readily interpolated between successive epochs 

than the RPH representation. This has led the quaternion representation to be particularly 

popular in computer graphics applications. 

• The quaternion representation does not suffer from the Gimbal Lock phenomenon. 

2.3 Kinematics and Rigid Body Motion 

Generally, the motion of a particle or rigid body is considered to be governed by Newton’s Law 

of Motion, expressed mathematically as [Ovenden, 1972] 

𝑭 = 𝑚𝒂 (2.18) 

where 𝑭 is the net force acting on the particle or rigid body’s center of mass, 𝑚 is the mass of the 

particle or rigid body, and 𝒂 is the linear acceleration that the particle or rigid body is experiencing. 
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2.3.1 Kinematics of a Non-Rigid Body 

In positioning and navigation, the goal is generally to define the trajectory of a vehicle through 

the navigation frame. It is convenient to think of the vehicle as a rigid body that does not experience any 

relative displacement between constituent points (i.e. non-deforming, see Figure 2.3.1 for an illustration 

of this principle) [Spencer, 2003; Chandrasekharaiah and Debnath, 2014]. However, this is rarely the 

case. For example, an airplane’s wing is naturally subjected to flexing during flight [Schmidt and Raney, 

2012], and the suspension on ground vehicles also violates this assumption [Cao et al, 2008]. As a result, 

it is important to be able to represent dynamics for a non-rigid body, and this section describes the 

general equations of motion for a non-rigid body. 

In practice, many PosAtt systems are produced in a housing or mounted on a frame that is 

considered to be a rigid body [Ghanizadegan and Hashim, 2024; Chepuri et al, 2013; Wagner, 2004]. 

Such systems’ motion is generally modeled as rigid body motion, where the geometrical relationship 

between constituent sensors and the PosAtt system (i.e. lever arm vectors and mounting angles) 

remains constant. This research uses this approach to characterizing the motion of a PosAtt system. 

to better contextualize how those constraints affect the characterization of the vehicle’s motion. 

 

Figure 2.3.1: Diagram illustrating the lack of deformation in rigid body motion. Note that although the 

displacement vectors 𝑃𝑃′⃗⃗ ⃗⃗ ⃗⃗  , 𝑄𝑄′⃗⃗⃗⃗⃗⃗  ⃗, and 𝑅𝑅′⃗⃗ ⃗⃗ ⃗⃗  are different from one another, the relative positions 
between 𝑃, 𝑄, and 𝑅 are the same as the relative positions between 𝑃′, 𝑄′, and 𝑅′. 

 In General, the position of a point P in a non-rigid body may be represented at time t in 

coordinate frame n as 
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𝒙𝒏(𝑃, 𝑡) = [

𝑥𝑛(𝑃, 𝑡)

𝑦𝑛(𝑃, 𝑡)

𝑧𝑛(𝑃, 𝑡)
] (2.19) 

The transition of the body from one position to another may be characterized using a 

displacement vector field 𝒖𝒏 as [Abeyaratne, 1998] 

𝒙𝒏(𝑃, 𝑡) = 𝒙𝒏(𝑃, 𝑡0) + 𝒖𝒏(𝑃, 𝑡) (2.20) 

 This displacement vector field defines a one-to-one mapping between time 𝑡0 and time 𝑡, and it 

encodes both the motion of the body as well as any deformation or transformation it experiences 

[Abeyaratne, 1998]. 

 The linear velocity of the non-rigid body in frame n may be represented by the time-derivative 

of (2.20) as follows 

𝒗𝒏(𝑃, 𝑡) =
𝑑𝒖𝒏

𝑑𝑡
(𝑃, 𝑡) (2.21) 

The linear acceleration may similarly be expressed using the second time-derivative of (2.20) as 

𝒂(𝑃, 𝑡) =
𝑑2𝒖𝒏

𝑑𝑡2
(𝑃, 𝑡) (2.22) 

2.3.2 Kinematics of a Rigid Body 

Any special properties regarding the deformation of the moving body are realized as constraints 

on 𝒖𝒏 in (2.20). A rigid body maintains the distance between all constituent particles, and 𝒖𝒏 therefore 

takes the form of 

𝒖𝒏(𝑡) = 𝑪(𝑡)𝒙𝒏 + 𝒃(𝑡) (2.23) 

where 𝑪(𝑡) is an orthogonal matrix (i.e. a rotation matrix) and 𝒃(𝑡) is a vector describing the system’s 

translation. Note that for a rigid body, this transformation is defined consistently across the entire rigid 

body and its constituent parts are therefore defined only as a function of time [Abeyaratne, 1998]. From 

this point forward, the working platform is assumed to be a rigid body and conform to rigid body 

motion. 

2.3.3 Motion in a Rotating Coordinate Frame 

Many of the observables in a multi-sensor integrated PosAtt system relate the moving platform’s 

motion to the i-frame; however, the n-frame is not inertial, and it translates/rotates with respect to the 
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i-frame. The effects of the n-frame’s motion on the inertial observations must therefore be accounted 

for when attempting to perform positioning in the n-frame, and the n-frame’s rotation with respect to 

the i-frame has a particularly significant impact. 

 It is instructive to first characterize the effect that rotation has on a stationary point to better 

understand the impact of angular velocity. When coordinate frame n rotates, the resulting 

transformation of 𝒙𝒏 is 

𝒙𝒏′(𝑡) = 𝑪𝒏
𝒏′

(𝑡)𝒙𝟎 (2.24) 

where the use of 𝒙𝟎 merely reinforces that the body is not experiencing motion outside of the rotation 

of frame n. It is important to note that since 𝑪𝒏
𝒏′

(𝑡) represents a rotation matrix it is orthogonal, or 

mathematically for any rotation matrix 𝑪: 

𝑪𝑪−𝟏 = 𝑪𝑪𝑻 = 𝑰 (2.25) 

 The resultant time derivative of the body’s position may then be calculated as 

𝒙̇𝒏′(𝑡) = 𝑪̇𝒏
𝒏′

(𝑡)𝒙𝟎 = 𝑪̇𝒏
𝒏′

(𝑡)(𝑪𝒏
𝑛′

)
𝑇
(𝑡)𝒙𝒏(𝑡) = 𝛀𝒙𝒏(𝑡) (2.26) 

 with 𝛀 = 𝑪̇𝒏(𝑡)(𝑪𝒏
𝒏′

)
𝑻
(𝑡) [Crampin, 1986]. 

 Differentiating (2.24) with respect to time gives the relation 

𝑪̇𝒏
𝒏′

(𝑪𝒏
𝒏′

)
𝑻

+ 𝑪𝒏
𝒏′

(𝑪̇𝒏
𝒏′

)
𝑻

= 𝛀 + 𝛀𝑻 = 𝟎 (2.27) 

wherein 𝛀 is a skew-symmetric matrix and may therefore be defined by using three elements, which 

comprise the angular velocity vector 𝝎𝒏 [Crampin, 1986]. The relation in (2.26) may therefore be 

rewritten as 

𝒙̇𝒏(𝑡) = [𝝎𝒏]𝒙𝟎 = 𝝎𝒏 × 𝒙𝟎 (2.28) 

 Of course, (2.24) to (2.28) describe the effects of a rotating coordinate frame on a static body. 

For a body that itself is experiencing motion, (2.24) may be modified to 

𝒙𝒏′(𝑡) = 𝑪𝒏
𝒏′

(𝑡)𝒙𝒏(𝑡) (2.29) 

Taking the time derivative of (2.29) yields 

𝒙̇𝒏′(𝑡) = 𝑪𝒏
𝒏′

(𝑡)𝒙̇𝒏(𝑡) + 𝝎𝒏 × 𝒙𝒏(𝑡) (2.30) 

which fully characterizes the velocity of a moving body in a rotating coordinate frame n [Crampin, 1986]. 
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2.3.4 The Poisson Equation 

The Poisson Equation relating the angular velocity to the rotation matrix and its time derivative is 

particularly important, and may be easily derived via the definition of 𝛀 in (2.26) for an arbitrary 

rotation matrix 𝑪 [Salychev, 1998; Salytcheva, 2004; Alexiev, 2019] 

𝑪̇ = 𝑪[𝛚] (2.31) 

2.3.5 Relating Inertial Measurements to the Navigation Frame 

This section lays out the fundamental navigation equations used throughout this research when 

modeling or characterizing IMU observables [Qian, 2017]. Let 𝒗𝒆𝒗
𝒊  be the linear velocity of a moving 

platform with respect to Earth in the inertial frame. It may be related to Earth’s rotation rate through 

applying (2.30): 

𝒗𝒆𝒗
𝒊 = 𝒗𝒊𝒗

𝒊 − 𝝎𝒊𝒆
𝒊 × 𝒙𝒗

𝒊 (2.32) 

wherein 𝝎𝒊𝒆
𝒊  denotes the angular velocity of the Earth in the inertial frame with respect to the inertial 

frame and 𝒙𝒗
𝒊  denotes the position of the platform in the inertial frame. 

 The first-order time derivative of (2.32) in the inertial frame is 

𝑑𝒗𝒆𝒗
𝒊

𝑑𝑡
|
𝒊

= 𝒂𝒊𝒗
𝒊 − 𝝎𝒊𝒆

𝒊 ×
𝑑𝒙𝒗

𝒊

𝑑𝑡
|
𝑖

= 𝒂𝒊𝒗
𝒊 − 𝝎𝒊𝒆

𝒊 × (𝒗𝒆𝒗
𝒊 + 𝝎𝒊𝒆

𝒊 × 𝒙𝒗
𝒊 ) (2.33) 

 The left side of (2.33) may be alternatively expressed as 

𝑑𝒗𝒆𝒗
𝒊

𝑑𝑡
|
𝒊

=
𝑑𝒗𝒆𝒗

𝒏

𝑑𝑡
|
𝑖
+ 𝝎𝒊𝒏

𝒊 × 𝒗𝒆𝒗
𝒊 (2.34) 

which may be combined with (2.33) to produce 

𝒂𝒊𝒗
𝒏 = 𝒂𝒆𝒗

𝒏 + (𝝎𝒊𝒏
𝒏 + 𝝎𝒊𝒆

𝒏 ) × 𝒗𝒆𝒗
𝒏 + 𝒈𝒏 (2.35) 

wherein all vectors have been transformed to the n-frame. 

2.4 Sensors Used in Integrated Navigation 

 This section describes sensors that are commonly used in integrated navigation, with a 

particular focus on Global Navigation Satellite Systems (GNSS) receivers and Inertial Measurement Units 

(IMUs). 
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2.4.1 Global Navigation Satellite Systems (GNSS) Receivers 

Global Navigation Satellite Systems (GNSS) use passive ranging from radio signals that are 

transmitted from satellites to provide global coverage for autonomous positioning, navigation and 

timing. Prominent examples include the United States’ Global Positioning System (GPS), China’s BeiDou 

constellation, the European Union’s Galileo constellation, and Russia’s GLONASS constellation. These 

systems may be augmented by Regional Navigation Satellite Systems (RNSS) such as India’s IRNSS and 

Japans QZSS. While this research specifically uses GPS for positioning, the principles applied in this 

research are readily applied to other GNSS constellations. As such, this section primarily focuses on the 

shared principles among the GNSS. 

2.4.1.1 The Principle of Multilateration for GNSS 

The principle of multilateration may generally be used to determine the position of a GNSS 

receiver. In practice, the measured pseudo-ranges from the receiver to at least 4 satellites are required 

in order to resolve both the receiver’s 3D coordinates and its clock error (Figure 2.4.1). 

 

Figure 2.4.1: The signal received from each GNSS satellite may be used to infer the range between it and the receiver and used 
for multilateration. Diagram courtesy of [Lotfy et al, 2020]. 

 Considering only the geometric distance 𝑟𝑖  between a GNSS receiver and a specific GNSS 

satellite 𝑖, the receiver’s position is related to the satellite’s position via the equation 

𝑟𝑖 = √(𝑥 − 𝑋𝑖)
2 + (𝑦 − 𝑌𝑖)

2 + (𝑧 − 𝑍𝑖)
2 (2.36) 

where (𝑥, 𝑦, 𝑧) denotes the coordinates of the GNSS receiver to be determined and (𝑋𝑖, 𝑌𝑖 , 𝑍𝑖) denotes 

the known coordinates of satellite 𝑖 in the ECEF. All GNSS observation equations make use of this simple 

equation. 
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 GNSS satellites emit modulated signals over multiple carrier frequencies. These signals each 

contain a Pseudo-Random Noise (PRN) ranging code, navigation data specifying the satellite ephemeris, 

and the sinusoidal carrier wave itself [Langley et al, 2017]. Most GNSS use Code Division Multiple Access 

(CDMA) to differentiate between each satellite in the constellation, where each satellite generates a 

different PRN code. Legacy GLONASS signals use Frequency Division Multiple Access (FDMA), where 

different satellites transmit signals over different frequencies and all satellites generate the same PRN 

code [Chen et al, 2023]. More recently, the GLONASS-K satellites use CDMA for better interoperability 

with other GNSS. 

 The PRN code for each satellite is also generated by a GNSS receiver and used to determine the 

time difference between the emission of the PRN code and its receipt. This time difference is used to 

determine the pseudo-range between the satellite and the receiver, which is one of the primary GNSS 

observables. 

 The signal’s carrier wave phase may be tracked by a GNSS receiver for each satellite and once 

tracked, has two components: the instantaneously observed fractional wavelength of the carrier wave, 

and an accumulated number of integer cycles determined via signal tracking. These comprise the carrier 

phase observable, which is another primary GNSS observable. Carrier phase observables do not describe 

the total number of wavelengths between the GNSS receiver and the satellite, and estimating this value 

is referred to as the ambiguity problem. When using double-differenced GNSS observables as described 

in Section 2.4.1.3, the ambiguous number of wavelengths has an integer value. For single-point 

positioning, the receiver and satellite phase offsets cause the ambiguous number of wavelengths to not 

have an integer value [Blewitt, 1997]. An illustration of the GNSS ambiguity problem is shown in Figure 

2.4.2. 
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Figure 2.4.2: Diagram illustrating the ambiguity problem for carrier phase observables. Note that in each of the 3 situations, the 
fractional wavelength is the same, even though the total length of each wave is different. 

 The relative velocity between a GNSS receiver and a GNSS satellite causes a Doppler shift in the 

signal that changes the received carrier wave frequency. This Doppler shift comprises the Doppler 

observable and may be used to provide insight into the velocity of a GNSS receiver [Petovello, 2015]. 

 There are two positioning modes in GNSS: Single-Point Positioning (SPP), in which the GNSS 

observables are directly used to estimate the position of a single receiver, and Relative Positioning, in 

which the GNSS observables are processed over multiple receivers. There are many GNSS processing 

architectures that fall under these general categories. For example, Precise Point Positioning (PPP) is a 

SPP technique that uses precise ephemeris data, atmospheric models, and processing strategies to 

improve the positioning solution. Real-Time Kinematic (RTK) positioning is a relative positioning 

technique that uses a network of GNSS base stations to provide real-time error corrections to receivers 

that connect to the network. The general observation equations for SPP are discussed in Section 2.4.1.2, 

and the general observation equations for Relative Positioning are discussed in Section 2.4.1.3  

2.4.1.2 GNSS Single-Point Positioning 

 A pseudo-range observable is coarsely analogous to the geometric range in (2.36), with an 

added scale defect due to the combined effects of the satellite clock error, 𝑑𝑡, and the receiver clock 

error, 𝑑𝑇. Additional systematic errors must also be modeled and accounted for such as tropospheric 

delay, 𝑑𝑡𝑟𝑜𝑝, ionospheric delay, 𝑑𝑖𝑜𝑛, and ephemeris errors, 𝑑𝑜. As a measurement, the pseudo-range 

measurement to satellite 𝑖 may be expressed as follows 
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𝜌𝑖 = 𝑟𝑖 + 𝑐(𝑑𝑡 − 𝑑𝑇) + 𝑑𝑜 + 𝑑𝑡𝑟𝑜𝑝 + 𝑑𝑖𝑜𝑛 + 𝑑𝑀 + 𝜀𝜌 (2.37) 

wherein 𝑑𝑀 represents the multipath error and 𝜀𝜌 represents the random error in the measurement 

[Gong et al, 2009; Li et al, 2021]. 

 When the carrier phase ambiguity is modeled, the carrier phase observables may also be related 

to the geometric range in a similar form as in (2.37) 

𝜙𝑖 =
1

𝜆
[𝑟𝑖 + 𝑐(𝑑𝑡 − 𝑑𝑇) + 𝑑𝑜 + 𝑑𝑡𝑟𝑜𝑝 + 𝑑𝑖𝑜𝑛 + 𝜀𝑀] + 𝑁𝑖 + 𝜀𝜙 (2.38) 

where 𝜆 is the wavelength of the carrier wave, 𝑁𝑖  is the carrier phase ambiguity parameter, and 𝜀𝜙 is 

the random error in the carrier phase measurements [Gong et al, 2009; Ding et al, 2021]. 

 The standard SPP solution can generally achieve meter-level accuracy [Beran et al, 2007]. Using 

Precise Point Positioning (PPP) techniques, this accuracy can reach the decimeter and even the 

centimeter level for a single receiver, even when using low-cost sensors [Aggrey et al, 2020; An et al, 

2020; Yi et al, 2021; Carlin et al, 2021]. 

2.4.1.3 GNSS Relative Positioning 

Relative positioning between two GNSS receivers tends to  drastically improve the accuracy of the 

positioning solution [Janssen, 2001; Chen et al, 2024]. This research adapts the GNSS relative positioning 

mode to target the accuracy level of a few centimeters using L1 C/A, L1 and L2 carrier phases from the 

GPS constellation. In particular, this research uses double-differenced GPS observations between a 

reference receiver and a rover receiver (Figure 2.4.3). This section presents the general principles for 

using single- and double-differenced GNSS observables, as well as the associated observation equations. 
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Figure 2.4.3: Diagram illustrating the generation of single- and double-differenced GNSS observations, adapted from [Souza et 
al, 2009]. 

When two GNSS receivers are being used, one may be assigned as a base receiver b and one 

may be assigned as a rover receiver r. When both receivers simultaneously record observations from a 

group of GNSS satellites, the single-differenced GNSS observables between two receivers may be 

constructed with respect to a satellite i as follows: 

Δ𝜌𝑟𝑏
𝑖 = 𝜌𝑏

𝑖 − 𝜌𝑟
𝑖 = Δ𝑟𝑟𝑏

𝑖 + 𝑐Δ𝑇𝑟𝑏 + Δ𝑑𝑡𝑟𝑜𝑝
𝑖 + Δ𝑑𝑖𝑜𝑛

𝑖 + Δ𝜀𝑀 + Δ𝜀Δ𝜌 (2.39) 

Δ𝜙𝑟𝑏
𝑖 = 𝜙𝑏

𝑖 − 𝜙𝑟
𝑖 =

1

𝜆
[Δ𝑟𝑟𝑏

𝑖 + 𝑐Δ𝑇𝑟𝑏 + Δ𝑑𝑡𝑟𝑜𝑝
𝑖 + Δ𝑑𝑖𝑜𝑛

𝑖 + Δ𝜀𝑀] + Δ𝑁𝑟𝑏
𝑖 + Δ𝜀Δ𝜙 (2.40) 

 Note that the single-differencing process between receivers eliminates the satellite-related 

errors, since these quantities are identical at both receivers for the same satellite. Additionally, the 

single-differencing process reduces the magnitude of the tropospheric delay and ionospheric delay 

terms, as long as both the rover and base receivers are close to one another. 

 Double-differenced GNSS observations can be generated by taking the difference between two 

single-differenced observations referring to two GNSS satellites at the same time. When neglecting 

multipath errors, the double-differenced GNSS observables between GNSS satellites i and j may be given 

as 

∇Δ𝜌𝑟𝑏
𝑖𝑗

= Δ𝜌𝑟𝑏
𝑗

− Δ𝜌𝑟𝑏
𝑖 = ∇Δ𝑟𝑟𝑏

𝑖𝑗
+ 𝜀∇Δ𝜌 (2.41) 
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∇Δ𝜙𝑟𝑏
𝑖𝑗

= Δ𝜙𝑟𝑏
𝑗

− Δ𝜙𝑟𝑏
𝑖 =

1

𝜆
∇Δ𝑟𝑟𝑏

𝑖𝑗
+ ∇Δ𝑁𝑟𝑏

𝑖𝑗
+ 𝜀∇Δ𝜙 (2.42) 

 Note that the double-differencing process in (2.41) and (2.42) eliminates the receiver clock 

errors. The tropospheric and ionospheric delays are greatly reduced via the double-differencing process 

and are even sufficiently small to be ignorable in (2.41) and (2.42). 

 Resolving the integer ambiguity problem for the double-differenced GNSS carrier phase 

observations is an essential part of GNSS processing for Relative Positioning. The integer ambiguity is 

typically resolved by first estimating it as a floating-point unknown, and then fixing it to an integer value 

once the floating-point estimate’s accuracy allows for a sufficiently high confidence in identifying its 

integer value [Teunissen et al, 1997; Teunissen et al, 1999; Collins et al, 2010; Xu et al, 2012]. There are 

other strategies to handling integer ambiguities, such as constraining phase biases rather than fixing 

them [Bertiger et al, 2010], but these are not considered in this research. 

 One negative impact on the single- and double-differencing process is that the random errors in 

the individual GNSS observations propagates into their respective single- and double-differenced 

observations. This results in doubling and quadrupling the associated measurement variances for the 

GNSS single- and double-differenced observations, albeit with a significant reduction of or even 

elimination of systematic errors. 

 Table 2.4.1 summarizes the status of the major error sources associated with the single- and 

double-differenced observables. In this research, double-differenced GNSS observations have been 

implemented in GNSS/IMU data fusion. 

Table 2.4.1: The effects that the single- and double-differencing process has on the different sources of error that affect GPS 
observations [Van Sickle, 2023]. Note that multipath error is environment-dependent, but can potentially be exacerbated by the 
single- and double-differencing process. 

Error source 
Effects of Single-Differencing 

Observations with Two Receivers 

Effects of Double-Differencing 

Observations 

Orbit Error Eliminated Eliminated 

Satellite Clock Error Eliminated Eliminated 

Receiver Clock Error Requires Estimation Eliminated 
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2.4.2 Inertial Measurement Units (IMUs) 

 An Inertial Measurement Unit (IMU) is a collection of sensors that typically provide information 

about the sensor body frame’s motion relative to the inertial frame. The IMUs modeled as a part of this 

research are 6 DOF IMUs, consisting of: 

• A set of 3 mutually orthogonal accelerometers that measures the specific force that the b-frame 

experiences relative to the i-frame; and 

•  A set of 3 mutually orthogonal gyroscopes that measures the angular rate that the b-frame 

experiences relative to the i-frame. 

[Ahmad et al, 2013]. 

 IMUs may contain additional sensors, such as: 

• A set of 3 mutually orthogonal magnetometers in a 9 DOF IMU that can provide a non-

wandering estimate of the vehicle’s heading [Ahmad et al, 2013; Höflinger et al, 2013]. In a 

MEMS IMU, the purpose of magnetometer data is typically to provide a quick initialization of the 

system heading to an accuracy level of a few degrees, since even tactical grade MEMS IMUs can 

not successfully realize an independent gyro-compassing process.  

• Temperature sensors that allow for the calibration of IMU errors as the ambient/operating 

temperature fluctuates [Martin et al, 2013]; and 

• Barometric pressure sensors that can provide a non-wandering estimate of the vehicle’s altitude 

[Tanigawa et al, 2008; Choo et al, 2023]. 

 For the purposes of this research, the accelerometers and gyroscopes are considered to form 

the core functionality of an IMU sensor. 

 IMUs are generally graded by their performance, and the IMU grades are summarized in Table 

2.4.2. Micro-Electro-Mechanical Systems (MEMS) IMUs are very dominant in lower-cost IMU sensors, 

Ionosphere Error Reduced Greatly Reduced 

Troposphere Error Reduced Greatly Reduced 

Measurement Noise Variance doubled Variance quadrupled 
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while Fibre-Optic Gyroscopes (FOG) and Ring-Laser Gyroscopes (RLG) are more prominent in navigation-

strategic grade IMUs. This research focuses on the use of tactical-grade MEMS IMUs. 

Table 2.4.2: Classification of IMU performance grades, adapted from [Advanced Navigation, 2025; VectorNav, 2025] without the 
inclusion of application-domain examples. 

Performance 

Grade 

Bias Instability Cost Dead-

Reckoning 

Capability 

Gyroscope Type 

Consumer >20°/h <$10 None MEMS 

Industrial 5-20°/h $100-$1,000 3-5 minutes MEMS 

Tactical 0.1-5°/h $5000-$50,000 10 minutes MEMS/FOG/RLG 

Navigation 0.01-0.1°/h >$100,000 Several hours FOG/RLG 

Strategic 0.0001-0.01°/h >$100,000 Several hours FOG/RLG 

 

Since the advent of MEMS technology, the cost barrier to purchasing an IMU has decreased 

significantly [Geiger et al, 2008; Prikhodko et al, 2018], and the attainable accuracy of MEMS IMUs has 

increased significantly [Johnson et al, 2021]. Generally, MEMS IMUs do tend to suffer from larger and 

more unstable systematic errors than other IMUs [Du et al, 2016; Wang et al, 2021; Li et al, 2021]. In 

particular, MEMS IMUs’ systematic errors have generally proven to be more temperature-dependent 

than for, as an example, ring-laser gyroscopes [Capriglione et al, 2021; Li et al, 2022; Miyazaki et al, 

2024]. Successful gyro-compassing still remains an unsolved challenge when using tactical grade MEMS 

IMUs. This research uses tactical grade MEMS IMUs for positioning and navigation. 

2.4.2.1 Micro-Electro-Mechanical Systems (MEMS) Inertial Sensors 

The development of Micro-Electro-Mechanical Systems (MEMS) IMUs forms the basis of many 

low-cost positioning and navigation systems. This technology involves the combination of electronic and 

mechanical parts in a microscopic device, and the development of MEMS technology has largely been 

driven by the economics of large-scale electronics manufacturing [Kempe, 2011]. 
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There are two main factors of MEMS technology that have been significant drivers of innovation 

in the field of inertial positioning and navigation [Juillard, 2020]: 

• The miniaturization of IMUs using MEMS technology: 

o Smaller, lighter IMU sensors provide researchers and end users with access to IMU data on 

smaller sensing platforms, such as Micro Aerial Vehicles [Loianno et al, 2017] or articles of 

clothing [Höflinger et al, 2013]. Additionally, the smaller sensors may be used to provide 

insight into differential motions on the smaller sensing platforms, for example, characterizing 

the motion of individual fingers on the human hand [Yang et al, 2020]. 

• The inexpensive manufacturing of IMUs using MEMS technology: 

o Inexpensive but accurate IMUs allows for the larger-scale production of low-cost positioning 

and navigation systems [Geiger et al, 2008; Prikhodko et al, 2018], with MEMS IMUs even 

approaching tactical-grade or better performance [Johnson et al, 2021]. 

In general, any sensor consists of two main components: 

• A transducer, which converts one form of energy (e.g. kinetic energy) into another form of energy 

(typically an electrical signal). 

• A conditioning circuit, which transforms the transducer’s output into an electronic voltage. This 

typically involves amplification of the transducer output. 

2.4.2.2 Operating Principles of MEMS Accelerometers 

Each accelerometer in an IMU provides a measure of the specific force experienced along the 

corresponding sensing axis. For a MEMS accelerometer, this is often accomplished by suspending a 

proof mass with springs such that the proof mass has 1 degree-of-freedom in its motion along the 

desired sensing axis. As the IMU experiences acceleration, the proof mass deflects along the sensing axis 

and this deflection is then converted to an electrical signal that comprises the accelerometer output 

[Kempe, 2011]. There are two primary types of spring-mass accelerometers, both of which are 

illustrated in Figure 2.4.4: linear spring-mass accelerometers, and torsional spring-mass accelerometers. 
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Figure 2.4.4: Illustration of the operating principles of spring-mass accelerometers. (a) shows a linear spring-
mass accelerometer, and (b) shows a torsional spring-mass accelerometer. Images courtesy of 
[Kempe, 2011]. Note that in (b), the springs are not arranged symmetrically about the center of 
gravity of the proof mass. If this were not the case, only angular motion would cause the proof 
mass to deflect. 

2.4.2.3 Operating Principles of MEMS Gyroscopes 

The IMU gyroscopes each provide a measure of the angular rate experienced by the IMU along 

the corresponding sensing axis. This is typically accomplished by sensing the effects of the Coriolis force 

generated by a system’s angular velocity with respect to the inertial frame, and in a MEMS gyroscope 

this is usually done by vibrating a proof mass along a drive axis and sensing its off-drive deflections 

[Kempe, 2011]. There are two primary types of rigid-body MEMS gyroscopes, both of which are 

illustrated in Figure 2.4.5: linear and rotatory [Kempe, 2011]. 

 

Figure 2.4.5: Illustration of the operating principles of rigid-body MEMS gyroscopes. (a) shows a linear rigid-body gyroscope, 
where any rotation about axis e3 produces a Coriolis force along the sensing axis e1 for a proof mass vibrating along the drive 
axis e2. (b) shows a rotatory rigid-body gyroscope, where rotation about axis e2 produces oscillations about axis e1 for a proof 
mass oscillating about axis e3. Images courtesy of [Kempe, 2011]. 
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 The mechanical systems underlying a MEMS gyroscope are much more complex than those 

underlying a MEMS accelerometer, since a 1 DOF MEMS gyroscope requires a proof mass that has 2 

degrees of freedom in its motion [Kempe, 2011]. This can make MEMS gyroscopes particularly 

susceptible to errors in the manufacturing process [Kempe, 2011]. 

2.4.2.4 IMU Sensor Measurement Models 

The individual accelerometers and gyroscopes are both considered to conform to the same basic 

generalized sensor model that accounts for sensor-specific scale errors, biases, and random noise. 

Generally, the measurements from a single IMU accelerometer or gyroscope sensor may be modeled 

using the equation 

𝑦 = (1 + 𝑠)𝑥 + 𝑏0 + 𝑏1(𝑡) + 𝜀 (2.43) 

where the measured specific force/angular rate component is denoted as y, its “true” value is denoted 

as x, 𝑏0 is a random constant bias, 𝑏1 is the time-varying bias drift, and 𝜀 is white noise [Lin et al, 2004; 

Balaban et al, 2009; Kirkko-Jaakkola, 2012; Grammenos et al, 2018; Yang et al, 2020]. 

 There are several common ways of characterizing the time-varying bias drift in (2.43): it may be 

represented using a constant value, representing a non-drifting bias estimate in the sensor under 

consideration, or it may be modeled using a first order Gauss-Markov process as 

𝑏̇1(𝑡) =  −
1

𝜏
𝑏1(𝑡) + 𝜀𝑏1

(2.44) 

where 𝜏 > 0 is the time constant and 𝜀𝑏1
 is white noise [Kastella et al, 2000]. In practice, (2.44) is 

realized through a shaping filter that augments the standard system model in Kalman filtering. 

 Of course, the accelerometer triad and gyroscope triad may have cross-coupling errors. These 

may be accounted for by modifying (2.43) to describe all three sensors in the triad together, as 

𝒚 = (1 + 𝑺)𝒙 + 𝒃𝟎 + 𝒃𝟏(𝑡) + 𝜺 (2.45) 

wherein all lowercase bolded quantities describe the corresponding quantity in (2.43) using 3x1 vectors 

to encode the information from all three sensors in the triad. Here, 𝑺 is a 3x3 matrix whose non-

diagonal elements indicate the cross-coupling errors of the sensor triad. Generally, 𝑺 should be a 

symmetric matrix, and is often treated as a diagonal matrix when no cross-coupling errors are being 

estimated [Becker et al, 2010; Kuzmanovic and Pajic, 2021].  
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2.4.2.4.1 Accelerometer Measurement Model 

The measured accelerometer specific force vector from an accelerometer triad may be 

represented using (2.35) and (2.45), yielding the model equation: 

𝒇𝒊𝒃
𝒃 = 𝑪𝒏

𝒃𝒂 + 𝑪𝒏
𝒃𝒈 − 𝒃𝒂 − 𝑺𝒂𝒇𝒊𝒃

𝒃 + 𝑪𝒏
𝒃{2𝝎𝒊𝒆

𝒏 + 𝝎𝒆𝒏
𝒏 } × 𝒗 + 𝑪𝒏

𝒃𝝎𝒊𝒃
𝒃 × 𝝎𝒊𝒃

𝒃 × 𝒓 + 𝚫𝒇𝒊𝒃
𝒃 (2.46) 

where: 

𝒇𝒊𝒃
𝒃  is the specific force that the IMU experiences with respect to the inertial frame i, expressed 

in the body frame b; 

𝒂 is the linear acceleration of the vehicle frame with respect to the navigation frame; 

𝒗 is the linear velocity of the vehicle frame with respect to the navigation frame; 

𝝎𝒊𝒆
𝒏  is the angular velocity of Earth with respect to the inertial frame, expressed in the navigation 

frame n; 

𝝎𝒆𝒏
𝒏  is the angular velocity of the navigation frame with respect to Earth, expressed in the 

navigation frame n; 

𝝎𝒊𝒃
𝒃  is the angular velocity of the body frame with respect to the inertial frame, expressed in the 

body frame b; 

𝑪𝒏
𝒃 is the rotation matrix from navigation frame n to body frame b; 

𝒓 is the lever arm vector from the IMU sensor to the origin of the PosAtt system; 

𝒃𝒂 is the accelerometer bias vector, which includes both the constant bias and bias drift 

components; 

𝑺𝒂 is the scale factor error matrix, including any cross-coupling errors; and 

𝚫𝒇𝒊𝒃
𝒃  is the random white noise in the accelerometer specific force vector. 
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2.4.2.4.2 Gyroscope Measurement Model 

The measured gyroscope angular rate vector from a gyroscope triad may be represented by 

using (2.45) and removing the effects of Earth’s rotation and the navigation frame’s rotation with 

respect to Earth, as 

𝝎𝒊𝒃
𝒃 = 𝝎𝒏𝒃

𝒃 − 𝒃𝒈 − 𝑺𝒈𝝎𝒊𝒃
𝒃 + 𝑪𝒏

𝒃(𝝎𝒊𝒆
𝒏 + 𝝎𝒆𝒏

𝒏 ) + 𝚫𝝎𝒊𝒃
𝒃 (2.47) 

where: 

𝝎𝒊𝒃
𝒃  is the angular rate vector for the IMU with respect to the inertial frame i, expressed in the 

body frame b; 

𝝎𝒏𝒃
𝒃  is the angular velocity the IMU experiences in the navigation frame n, expressed in the body 

frame b; 

𝝎𝒊𝒆
𝒏  is the angular velocity of Earth with respect to the inertial frame i, expressed in the 

navigation frame n; 

𝝎𝒆𝒏
𝒏  is the angular velocity of the navigation frame with respect to Earth, expressed in the 

navigation frame n; 

𝑪𝒏
𝒃 is the rotation matrix from navigation frame n to body frame b; 

𝒃𝒈 is the gyroscope bias vector, including both the constant and time-varying bias components; 

𝑺𝒈 is the scale factor error matrix, including any cross-coupling errors; and 

𝚫𝝎𝒊𝒃
𝒃  is the random white noise in the gyroscope angular rate vector. 

2.4.3 Other Sensors 

 GNSS receivers and IMU sensors complement each other in terms of the position/attitude 

information they provide and the environments that they operate well in. As such, PosAtt systems 

typically consist of a GNSS receiver and IMU sensor at their core. Other position/orientation sensors are 

often used to supplement the information provided by GNSS receivers and IMU sensors, particularly for 

applications in GNSS-degraded environments (e.g. indoor positioning). 
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 Wheel odometry is often used for land vehicles, and relies on tracking the rotation of the land 

vehicles’ wheels, which is directly related to the traveled distance [Brossard and Bonnabel, 2019]. 

Additionally, quadrature-encoding on wheel odometers provides information about the direction of 

motion [Sibai et al, 2012]. For cars, it is common to have wheel odometers mounted on the rear wheels, 

although there has been research that has used four wheel odometers on a car to assist in sensitive 

maneuvers such as parking [Brunker et al, 2018]. The use of wheel odometers is complicated by the fact 

that they are mounted to the wheel, and are therefore often separated from the positioning system by 

the car’s suspension. 

 Imaging sensors and Light Detection and Ranging (LiDAR) sensors are often at the core of mobile 

mapping systems, and they may also be used for odometry. 

 Visual Odometry (VO) uses information from imaging sensors to estimate relative changes in a 

PosAtt system’s position and attitude. VO approaches can generally be divided into one of two 

categories [Aqel et al, 2016]: 

i. Feature-based approaches: these VO approaches rely on identifying and extracting distinctive 

image features, and tracking their change in position/orientation across multiple image frames. 

ORB-SLAM is a prominent feature-based approach to VO [Mur-Artal et al, 2015]. 

ii. Appearance-based approaches: these VO approaches rely on monitoring the changes in the 

appearance of image frames through time, instead of identifying features. This is often 

accomplished by using the changes in pixel intensity from one frame to the next. LSD-SLAM is a 

prominent appearance-based approach to VO [Engel et al, 2014]. 

 LiDAR Odometry uses information extracted from a LiDAR point cloud as it is being collected to 

estimate relative changes in a PosAtt system’s position and attitude. There are two main approaches to 

LiDAR Odometry, which are roughly analogous to the VO approaches [Lee et al, 2024]: 

i. Feature-based matching approaches: these approaches identify and extract distinctive features 

in successive LiDAR scans, and then perform a co-registration between the extracted features to 

determine the sensor’s relative change in position and orientation. LOAM is a prominent 

example of this that uses points on sharp edges and planar surfaces to estimate the system’s 

motion [Zhang and Singh, 2014]. 

ii. Direct matching approaches: these approaches seek to maximize the registration between a 

new LiDAR scan and the already-mapped environment. This is generally accomplished through 
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the application of the Iterative Closest Point (ICP) algorithm, with LiTAMIN being a prominent 

example [Yokozuka et al, 2020]. Additionally, since each LiDAR “scan” is actually a series of 

individual point scans, a “continuous-time” odometry estimate may be determined by applying 

the ICP algorithm on each point individually as in CT-ICP [Dellenbach et al, 2022]. 

2.5 Kalman Filters 

 The Kalman Filter (KF) is a recursive estimation technique used to solve systems that have 

dynamic states by incorporating information governing how that system should change with time (i.e. 

dynamic/kinematic models) with the discrete observations connecting to the current state of the system 

(i.e. measurement models). KFs form the backbone of most PosAtt systems, both under the Traditional 

Multi-Sensor Integration Strategy (TMIS) detailed in Section 2.6.2 and under the Generic Multi-Sensor 

Integration Strategy (GMIS) detailed in Section 2.6.3. The recursive estimation process in Kalman 

filtering consists of two primary steps that are carried out epoch-wise: 

i. The Time Update: 

The Time Update (also frequently referred to as the Prediction Step) is where the system model is 

used to predict the current system state based upon the most recently estimated system state. 

ii. The Measurement Update: 

The Measurement Update (also frequently referred to as the Update Step) is where the 

measurement models for any observations are used to optimally refine the predicted system state 

estimate from the Time Update. 

 The Standard Kalman Filter (SKF) uses linear system model equations and linear measurement 

model equations to define a dynamic system. For PosAtt systems, these models are rarely linear and the 

SKF is generally insufficient for modeling such systems accurately. As a result, the Extended Kalman 

Filter (EKF) is often used instead, since it can directly use the non-linear system and observation models. 

In fact, the SKF may be considered to be a special case of the EKF where the system and observation 

models are linear. As such, the EKF is presented in Section 2.5.1. 

2.5.1 Extended Kalman Filter (EKF) 

 Generally, a Kalman Filter seeks to estimate the time-varying system state based upon an initial 

state 𝒙(0) and its covariance 𝑷(0). As opposed to the standard KF, the Extended Kalman Filter (EKF) 
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makes use of non-linear system model equations and non-linear measurement model equations in the 

KF estimation process. 

 The EKF ties the system state at epoch k + 1 to the system state at epoch k through the system 

model, defined as 

𝒙(𝑘 + 1) = 𝑨(𝒙(𝑘)) + 𝑩(𝒘(𝑘)) (2.48) 

where: 

𝒙(𝑘) is the estimate of the system state at epoch k; 

𝑨(𝒙(𝑘)) is the non-linear transition function describing the system model of how the system 

state vector changes from epoch k to epoch k + 1; 

𝑩(𝒘(𝑘)) is the non-linear process noise transition function describing the overall contribution 

of the process noise to errors in the system state estimate; and 

𝒘(𝑘) is the system’s process noise at epoch k, and is assumed to be white noise. 

The system state is also connected to a set of observations at epoch k + 1 via the measurement 

model 

𝒛(𝑘 + 1) = 𝑪(𝒙(𝑘 + 1)) − 𝚫(𝑘 + 1) (2.49) 

where: 

𝒛(𝑘 + 1) is a vector containing all observations that were recorded at epoch k + 1; 

𝑪(𝒙(𝑘 + 1)) is the non-linear measurement function describing the relationship between the 

observations at epoch k + 1 and the system state vector; and 

𝚫(𝑘 + 1) is the observation noise vector at epoch 𝑘 + 1, and is assumed to be white noise. 

The KF process begins by predicting the system state using the kinematic model in (2.48), 

yielding the time update equation 

𝒙̂(𝑘 + 1, 𝑘) = 𝑨(𝒙̂(𝑘)) (2.50) 

with an associated covariance matrix of 
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𝑷(𝑘 + 1, 𝑘) = 𝑨(𝑘 + 1, 𝑘)𝑷(𝑘)𝑨𝑻(𝑘 + 1, 𝑘) + 𝑩(𝑘 + 1, 𝑘)𝑸(𝑘)𝑩𝑻(𝑘 + 1, 𝑘) (2.51) 

where: 

𝒙̂(𝑘 + 1, 𝑘) is the predicted state vector at epoch 𝑘 + 1, given the previously-estimated state 

vector at epoch 𝑘. 

𝑷(𝑘 + 1, 𝑘) is the covariance matrix of the estimate of the predicted system state vector; 

𝑷(𝑘) is the covariance matrix for the estimated system state vector at epoch k; 

𝑸(𝑘) is the covariance matrix of the process noise vector at epoch k; 

𝑨(𝑘 + 1, 𝑘) is the transition matrix resulting from the linearization of  

𝑨(𝒙(𝑘)); and 

𝑩(𝑘 + 1, 𝑘) is the process noise transition matrix resulting from the linearization of 𝑩(𝒘(𝑘)). 

The predicted system state in (2.50) may be corrected to the best estimate of the system state 

at epoch 𝑘 + 1 by applying the measurement update 

𝒙̂(𝑘 + 1) = 𝒙̂(𝑘 + 1, 𝑘) + 𝑲(𝑘 + 1)[𝒛(𝑘 + 1) − 𝑪(𝒙̂(𝑘 + 1, 𝑘))]

= 𝒙̂(𝑘 + 1, 𝑘) + 𝑲(𝑘 + 1)𝒅(𝑘 + 1, 𝑘) (2.52)
 

Where 𝒅(𝑘 + 1, 𝑘) is the system innovation, and 𝑲(𝑘 + 1) is the Kalman gain matrix, which is defined 

to be 

𝑲(𝑘 + 1) = 𝑷(𝑘 + 1, 𝑘)𝑪𝑻(𝑘 + 1)[𝑪(𝑘 + 1)𝑷(𝑘 + 1, 𝑘)𝑪𝑻(𝑘 + 1) + 𝑹(𝑘 + 1)]−𝟏 (2.53) 

Where 𝑪(𝑘 + 1) is the design matrix resulting from the linearization of 𝑪(𝒙(𝑘 + 1)) in (2.49) and 𝑹(𝑘 +

1) denotes the covariance matrix of the observation vector at epoch k + 1. 

The covariance matrix for 𝒙̂(𝑘 + 1) is given by the equation 

𝑷(𝑘 + 1) = (𝑰 − 𝑲(𝑘 + 1)𝑪(𝑘 + 1))𝑷(𝑘 + 1, 𝑘) (2.54) 

2.5.1.1 Error Analysis in the EKF 

 When analyzing errors in a Least-Squares (LS) problem, there is only one source of random 

error, namely the measurement noise, that impacts the estimation of the unknowns. In the KF, there are 
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three statistically independent sources of random error that affect the estimation of the system state 

vector at any given time instant: 

i. The errors in the direct observation vector – this error source is the same as the one in in a LS 

problem, where the random errors in the observation vector need to be characterized and 

accounted for; 

ii. The errors in the process noise vector – this error source is due to the limitations of any system 

model in characterizing the system dynamics and is a modeling error. These errors are 

commonly assumed to conform to a zero-mean multivariate normal distribution; and 

iii. The uncertainty associated with the predicted state vector propagated from the previously-

estimated system state vector – this error source represents the accumulated effect of all the 

random errors propagated from all previous epochs in Kalman filtering. 

 It is relatively straightforward to estimate the observation residuals for a KF application, since 

the observation residuals are the difference between the adjusted “ideal” observations (i.e. their 

estimated values) and their observed values. The residuals of the system state vector may be calculated 

similarly. However, estimating the residuals of the process noise vector in Kalman filtering is more 

involved, and requires reformulating the solution analytics to independently weigh these three 

independent types of the available stochastic information [Wang, 1997; Caspary and Wang, 1998]. Since 

this approach is very similar to the one used in this research to determine residual vectors for a system 

state constrained KF, the set-up of the derivation for the unconstrained KF is provided in this section. 

 For the purposes of deriving the three sets of residual vectors that describe the sources of 

independent errors in a KF, the epoch-wise KF problem is instead characterized as a LS problem with the 

following three sets of pseudo-observations: 

𝒍𝒙(𝑘) + 𝒗𝒙(𝑘) = 𝑨(𝑘 + 1, 𝑘)𝒙̂(𝑘) (2.55) 

𝒍𝒘(𝑘) + 𝒗𝒘(𝑘) = 𝒘(𝑘) = 𝟎 (2.56) 

and 

𝒍𝒛(𝑘) + 𝒗𝒛(𝑘) = 𝒛(𝑘) (2.57) 

where  

𝒍𝒙(𝑘) is the pseudo-observation vector corresponding to the predicted system state at epoch 𝑘, 
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with its associated residuals denoted as 𝒗𝒙(𝑘); 

𝒍𝒘(𝑘) is the pseudo-observation vector corresponding to the process noise estimate at epoch 𝑘 

(this vector is commonly taken to be a zero vector, but here it could take on a different 

numerical value), with its associated residuals denoted as 𝒗𝒘(𝑘); 

𝒍𝒛(𝑘) is the pseudo-observation vector corresponding to the actual observations that would 

traditionally be included in the KF measurement models at epoch 𝑘, with its associated 

residuals denoted as 𝒗𝒘(𝑘). 

Note that, from (2.55) forward, specification of the epoch is left out of the notation where it is not 

ambiguous (e.g. 𝑨(𝑘 + 1, 𝑘) is instead written as 𝑨). 

 The covariance matrices associated with these pseudo-observation vectors are 

𝑫𝒍𝒙 = 𝑨𝑷(𝑘)𝑨𝑻 (2.58) 

𝑫𝒍𝒘 = 𝑸 (2.59) 

and 

𝑫𝒍𝒛 = 𝑹 (2.60) 

[Wang, 1997; Caspary and Wang, 1998]. 

 Combining all three sets of pseudo-observations to make the system of equations defining the 

KF yields 

𝒍 = [

𝒍𝒙
𝒍𝒘
𝒍𝒛

] + [

𝒗𝒙

𝒗𝒘

𝒗𝒛

] = [
𝑰 −𝑩
𝟎 𝑰
𝑪 𝟎

] [
𝒙(𝑘 + 1)

𝒘
] (2.61) 

 The system of equations in (2.61) defines an overdetermined system which can be solved via LS 

to achieve exactly the same KF measurement update equation as defined in Section 2.5.1. While the 

resultant equation for the estimated system state vector is identical to the pre-existing equations, 

modeling the three independent sources of error in the KF as part of the pseudo-observations allows for 

the additional direct calculation of the observation residuals, residuals of the predicted system state 

vector, and process noise residuals. These may be calculated via the equations 

𝒗̂𝒙 = 𝑷(𝑘 + 1)𝑫𝒙(𝑘+1,𝑘)
−𝟏 𝑲𝒅 (2.62) 
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𝒗̂𝒘 = 𝑸𝑩𝑻𝑫𝒙(𝑘+1,𝑘)
−𝟏 𝑲𝒅 (2.63) 

and 

𝒗̂𝒛 = (𝑪𝑲 − 𝑰)𝒅 (2.64) 

[Wang, 1997; Caspary and Wang, 1998]. 

 By applying Covariance Law, these residual vectors may be determined to have propagated 

covariance matrices of [Wang, 1997; Caspary and Wang, 1998] 

𝑫𝒗𝒙
= 𝑷(𝑘 + 1)𝑪𝑻𝑫𝒅

−𝟏𝑪𝑷(𝑘 + 1) (2.65) 

𝑫𝒗𝒘
= 𝑸𝑩𝑻𝑪𝑻𝑫𝒅

−𝟏𝑪𝑩𝑸 (2.66) 

and 

𝑫𝒗𝒛
= (𝑰 − 𝑪𝑲)𝑹 (2.67) 

 These three sets of residual vectors and their associated covariance matrices form the basis of 

any comprehensive error analysis scheme for the EKF. 

2.5.1.1.1 Residual Analysis 

 In an EKF, there are three quantities that may have their residual values analyzed, in accordance 

with the residual vectors calculated in Section 2.5.1.1: 

i. Observations: Observation residuals are generally indicative of either the quality of the specific 

measurements in the observation vector, or of how well these measurements fit the prescribed 

measurement model equations. 

ii. Process Noise: Process noise residuals generally indicate either significant shifts in system 

dynamics, or how well the system model equations reflect the actual dynamics of the system. 

iii. System State: Residuals of the predicted system state vector provide insight into the accuracy of 

the previously estimated system state vector. Analyzing the residuals of the predicted system 

state vector tends to be complicated due to the fact that individual elements of the system state 

vector tend to be correlated with one another. 

 In practice, the observation residuals are the most commonly used quantity in EKF residual 

analysis. For some real-time processing applications, the system innovation vector is instead used to 
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represent the observation quality, despite the fact that the system innovation includes observation 

errors, process noise errors, and predicted system state errors. 

 The most common form of residual analysis is for outlier detection and management, and this 

can be accomplished through a variety of methods: 

• Outliers may be detected via statistical tests on the individual elements of the residual/system 

innovation vector under their assumed statistical distribution to determine whether or not 

these elements constitute outliers [Groves, 2013]. Here, if the individual elements of 𝒗̂𝒛 or 𝒅 are 

greater than some threshold 𝜉𝑧, the corresponding observation is considered an outlier and 

removed from processing. Using the system innovation vector has an additional benefit in this 

process in that outlier removal may be performed before the KF measurement update is 

applied, thereby reducing computational load for real-time applications. 

• Outliers may be managed by modifying the estimated variance of suspected outliers in an 

Adaptive KF. Here, suspected outliers are assigned a larger variance, thereby lowering its 

corresponding weight in the measurement update [Thomas et al, 2000; Yang et al, 2001; Le et 

al, 2003]. This weight modification has also been accomplished by updating observation 

variance estimates in real-time using a sigmoid function [Lv et al, 2024], or by updating 

observation variance estimates using Iterative ReWeighted Least-Squares (IRWLS) [Tan et al, 

2020]. 

• Outliers may also be managed by modifying the system innovation values for potential outliers 

prior to applying the KF measurement update. This has been accomplished by introducing a 

“saturation function” that imposes a hard limit on the system innovation’s absolute value [Fang 

et al, 2021; Jiang et al, 2021]. 

• When the system is highly overdetermined, robust methods such as RANSAC may be applied to 

cope with high proportions of outlying observations to find the solution that provides the largest 

set of coherent associated inlying observations [Civera et al, 2009; Civera et al, 2010; Kitt et al, 

2010; Doer and Trommer, 2020]. 

2.5.1.1.2 Variance Component Estimation and Reliability Analysis 

Variance Component Estimation (VCE) provides a measure of how well the a priori assumed 

accuracies of system state quality, process noise, and observations lines up with their a posteriori 
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residual estimates. In Variance Component Analysis, the true covariance matrix of an observation vector 

Σ is taken to be the sum of multiple scaled cofactor matrices Di, expressed as 

𝚺 =  ∑𝚺𝒊

𝑛

𝑖=1

= ∑𝜎𝑖𝑫𝒊

𝑛

𝑖=1

(2.68) 

where σi represents the ith variance component [Förstner, 1979; Searle, 1995; Teunissen and Amiri-

Simkooei, 2007]. 

 A LS solution’s measurement residual vector may be directly calculated via the annihilator 

matrix 

𝑭 = 𝑰 − 𝑪(𝑪𝑻𝑹−𝟏𝑪)
−𝟏

𝑪𝑻𝑹−𝟏 (2.69) 

 Using the annihilator matrix, the LS cost function in  may be written as 

Φ = 𝒍𝑻𝑾𝚺𝑾𝒍 (2.70) 

where 𝑾 ≔ 𝑭𝚺−𝟏 = 𝚺−𝟏𝑭𝑻 is a symmetric matrix. Substituting (2.68) into (2.70) yields 

Φ = ∑𝜔𝑖

𝑛

𝑖=1

= 𝒍𝑻𝑾(∑𝚺𝒊

𝑛

𝑖=1

)𝑾𝒍 (2.71) 

 Since Φ is a scalar value, it is equal to the value of its trace. Using this, and the fact that 

tr(𝑨𝑩) = tr(𝑩𝑨), (2.71) may be rewritten as 

E{Φ} = tr (𝑾∑𝚺𝒊

𝑖

𝑾𝐸{𝒍𝒍𝑻}) (2.72) 

where 𝐸{𝒙} denotes the expected value of 𝒙. This expression may be further simplified to 

𝐸{Φ} =  ∑∑𝜎𝑗tr(𝑾𝚺𝒊𝑾𝑫𝒋)

𝑗𝑖

(2.73) 

 Equating (2.71) with (2.73) provides the following equation for each 𝜔𝑖: 

𝜔𝑖 = ∑𝜎𝑗tr(𝑾𝚺𝒊𝑾𝑫𝒋)

𝑗

(2.74) 

 The expression in (2.74) may be used to generate a system of equations to directly estimate 

values for σj. The process of estimating these variance component factors can be simplified when the 
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variance components are statistically independent from one another and satisfy 𝑾𝚺𝒊𝑾𝑫𝒋 = 𝟎 ∀ 𝑖 ≠ 𝑗. 

This results in the simplified equation 

𝜔𝑖 = 𝜎𝑖tr(𝑾𝚺𝒊𝑾𝑫𝒊) (2.75) 

 Rearranging to isolate σi and expanding ωi gives the following estimate of the i-th variance 

component factor: 

𝜎̂𝑖 =
𝒗̂𝑻𝚺𝒊

−𝟏𝒗̂

tr(𝑾𝚺𝒊𝑾𝑫𝒊)
≈

𝒗̂𝑻𝐃𝒊
−𝟏𝒗̂

tr(𝑾𝐃𝒊𝑾𝑫𝒊)
(2.76) 

where it is assumed that 𝚺𝒊 ≈ 𝑫𝒊. When the estimated cofactor matrix components are sufficiently 

different from their associated covariance matrix components, (2.76) may be iteratively applied until 

each value of 𝜎̂𝑖 converges [Förstner, 1979; Teunissen and Amiri-Simkooei, 2007]. 

 This derivation is valid when applying the LS principle to solve a problem. The reformulation of 

the KF as a LS problem in Section 2.5.1.1 allows for the direct application of the equations for VCE in a 

KF. Given the definition of the pseudo-observations in Section 2.5.1.1, scaling factors may be estimated 

for observation variance components and process noise variance components. System state variance 

components are not practical to estimate, given the general correlation between system state elements. 

 There are many ways to define the variance components for a KF system. [Wang et al, 2009] 

conducted VCE for both static and kinematic single point positioning GPS data, and followed up with an 

exploration of VCE for relative GPS positioning [Gopaul et al, 2010]. [Yang and Xu, 2003] used separate 

variance components to characterize the predicted system state vector’s and observation vector’s 

overall quality. [Wang et al, 2010] used VCE to determine separate scaling factors for each GPS satellite 

for double-differenced pseudo-range and carrier phase measurements. [Gao et al, 2016; Bahadur and 

Nohutcu, 2021] determined separate scaling factors to characterize the performance of pseudo-range 

and carrier phase measurements for different GNSS constellations. [Wang et al, 2021] conducted VCE, 

separating variance components for the process noise components and GPS/IMU observables. [Wang et 

al, 2010, 2021; Yu et al, 2018; Qian et al, 2016] used VCE in an adaptive KF to separately estimate 

individual elements of the diagonal observation and process noise covariance matrices. 

2.5.2 Other Filtering Techniques 

 The EKF provides a means to modeling non-linear models, but relies on neglecting higher-order 

terms in the Taylor Series expansion of these models. For highly non-linear system or observation 
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models, this results in a significant reduction in the reliability of the EKF, where these higher-order terms 

are significant. Both the Unscented Kalman Filter (UKF) and Particle Filters were developed to account 

for highly non-linear system and observation models. 

2.5.2.1 Unscented Kalman Filter (UKF) 

 The Unscented Kalman Filter (UKF) was developed under the assumption that Gaussian 

distributions are easier to approximate than arbitrary non-linear functions [Julier and Uhlmann, 1997]. 

Where the EKF approximates the non-linear models to determine closed-form estimates of the 

stochastic properties of the estimated state vector, the UKF uses exact representations of the non-linear 

models to determine approximations of the stochastic properties of the estimated state vector. In this 

way, the UKF takes the “reverse” of the approach taken by the EKF. 

 At its base, the UKF uses the Unscented Transform to model the propagation of uncertainty 

through the non-linear system and observation models. The Unscented Transform applies the non-linear 

model equations to a set of pre-determined points. Propagating these pre-determined points through 

the system and observation models yields a transformed set of points, and these may be used to 

approximate their statistical distribution [Julier and Uhlmann, 1997]. 

 The UKF still follows the same basic structure of predicting the state vector using the system 

model through the KF time update, and then correcting that prediction using the KF measurement 

update. 

 Before the time update, the Unscented Transform is applied to the system state estimate for 

epoch 𝑘. The transformed state estimate is propagated through the non-linear system model, producing 

a set of predicted values that may be used to determine an estimate of the predicted state vector and 

its covariance. The predicted state vector is then propagated through the non-linear measurement 

model, and the estimates of the predicted observation vector that are produced may be used to 

estimate the system innovation vector and its covariance, allowing for the application of the 

measurement update. 

 The UKF has seen significant use in the field of indoor positioning, using a variety of sensor 

platforms. It is commonly used for processing ultrawideband (UWB) and pseudolite observation models, 

which typically have their quality be heavily impacted by the observing environment (e.g. significant 

multipath errors) [Khan et al, 2017; Li et al, 2019; Feng et al, 2020]. The UKF’s efficiency, even for highly 

unreliable or non-linear systems makes it particularly well-suited for these applications. 
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 Additionally, the UKF has seen recent application in the field of autonomous vehicles, 

specifically in interpreting and processing information from Intelligent Connected Vehicle networks [Sun 

et al, 2023; Wang et al, 2023]. Cooperative navigation of shared spaces such as intersections presents a 

challenging problem for autonomous navigation, and the potential to use inter-connectivity between 

intelligent vehicles has significant potential to make improvements in this area, particularly as 

autonomous driving technologies see wider adoption. The networks created by these inter-connected 

systems are highly dynamic and their structure can change significantly in a short span of time. The 

efficiency and robustness of the UKF therefore makes it an ideal approach to processing these 

challenging datasets. 

2.5.2.2 Particle Filter (PF) 

Particle Filters (PFs), also referred to as sequential Monte Carlo methods, approximate the 

distributions of quantities in the filter using “particles,” or discrete random samples. One of the defining 

parameters of a PF is the number of particles being used, and particles are used to approximate the 

continuous distribution of potential system states. 

 Each particle may be propagated through the system model to generate predictions of the state 

vector at epoch 𝑘 + 1 as a Time Update in the PF. These predictions may be propagated through the 

observation model to estimate the conditional probability of the observations at epoch 𝑘 + 1 given the 

particle’s postulated trajectory. This estimation is analogous to the Measurement Update. The particles 

are then classified by their feasibility [Gustafsson, 2010]. 

 PFs have a large advantage in terms of their general applicability to non-linear systems and to 

non-Gaussian noise distribution. The ability of a PF to approximate the distribution of the system state is 

completely determined by the number of particles being generated and the resampling method being 

used. Where PFs struggle to perform is in high-dimensional problems, where the number of necessary 

particles to provide a reasonable approximation to the state distribution increases dramatically. 

 PFs have seen broad adoption across many different application areas, even seeing use in real-

time processing [Elfring et al, 2021]. 

 PFs are well-suited to applications in which large ambiguities in the filter solution may persist 

through large stretches of time. Since PFs evaluate the feasibility of an entire trajectory, ambiguous 

alternatives may be propagated forward and resolved once additional contextual information is 

available. This includes situations where there is potential for significant outlying observations to remain 
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undetected at their associated observation epoch, where PFs allow for the evaluation of solution 

consistency at one instant in time with subsequent observation epochs. This situation arises naturally in 

many indoor positioning applications using ultrawideband (UWB) ranging, which commonly use PFs to 

account for high uncertainties in the ranging observations [Carrera Villacrés et al, 2019; Shen et al, 2020; 

Shi et al, 2023]. This has also been applied to indoor visual odometry [Mráz et al, 2024]. 

 Map-aware positioning has also been an active area of research that uses PFs. Identifying local 

similarity in the three-dimensional maps used in map-aware positioning often results in ambiguous 

identification of location, and PFs are well-suited to resolving this ambiguity. PFs have been applied to 

outdoor map-aided positioning as in [Suzuki, 2016; Zhong and Groves, 2022a; Zhong and Groves, 2022b] 

and indoor map-aware localization as in [Junoh et al, 2021]. 

2.6 Multi-Sensor Integration Strategies 

 The goal of every Multi-sensor Integration Strategy (MIS) in positioning is to use data from 

multiple position/orientation sensors to determine an optimal PosAtt solution that maximizes solution 

availability, reliability, and accuracy. This is a very challenging task that typically requires many 

compromises and concessions; there is no one-size-fits-all solution. 

 There are two existing integration strategies: the Traditional Multi-sensor Integration Strategy 

(TMIS) and the Generic Multi-sensor Integration Strategy (GMIS). These strategies may be further 

classified by the specific processing techniques adopted, and these additional classifications are 

presented in Section 2.6.1. An overview of the TMIS in Section 2.6.2 and an overview of the GMIS is 

presented in Section 2.6.3, followed by a general comparison between them in Section 2.6.4. 

This section provides an overview of existing multi-sensor integration strategies, including both 

the TMIS and the GMIS. 

2.6.1 Classification of Multi-sensor Integration Architectures 

 Multi-sensor integration architectures may generally be classified by the definition and structure 

of the system state vector, and by the processes of fusing data from aiding sensors. Sections 2.6.1.1 and 

2.6.1.2 explore these broad classifications. 
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2.6.1.1 Classification By Definition of the System State Vector 

 One of the defining features of a KF-based integration strategy is in the definition of the system 

state vector. There are two prevailing types of system state vectors used in positioning KFs, which result 

in the following broad categorizations: 

i. Indirect KF: This refers to a KF where the system state vector is defined to be the system’s error 

states, meaning that the quantities of interest for positioning are indirectly, rather than directly, 

estimated. 

ii. Direct KF: This refers to a KF where the system state vector is defined such that it provides a 

direct estimate of the quantities of interest for positioning. 

[Wendel et al, 2001; Qi and Moore, 2002; Giroux et al, 2005; Trawny and Roumeliotis, 2005]. 

Under the indirect KF, the whole state vector of interest is expressed as the sum of an initial 

value 𝒙𝟎 and an error state 𝚫𝒙  as 

𝒙̂ = 𝒙(𝟎) + 𝚫𝒙 (2.77) 

where 𝒙̂ is the optimal estimate of the whole state vector. Considering the definition of this optimal 

estimate in (2.77), the system state equations in (2.48) may be approximated and linearized using their 

first-order Taylor Series expansion 

𝒙̇𝟎 + 𝚫𝒙̇ = 𝑨(𝒙𝟎) + 𝑩(𝒘𝟎) + 𝑨(𝑘 + 1, 𝑘)𝚫𝒙 + 𝑩(𝑘 + 1, 𝑘)𝚫𝒘 + 𝛿𝒘 (2.78) 

where 𝒘 = 𝒘𝟎 + 𝚫𝒘 and 𝛿𝒘 is the error from the higher-order terms of the Taylor Series expansion. 

 Taking the definition of 𝒙̇𝟎 = 𝑨(𝒙𝟎) + 𝑩(𝒘𝟎), (2.78) may be simplified and rewritten as 

𝚫𝒙̇ = 𝑨(𝑘 + 1, 𝑘)𝚫𝒙 + 𝑩(𝑘 + 1, 𝑘)𝚫𝒘 + 𝛿𝒘 (2.79) 

which constitutes the error state system model, and is analogous to the linearized system model for the 

EKF. 

 Using a similar logic, the measurement model in (2.49) may be linearized about the predicted 

system state vector as 

𝒛 = 𝑪(𝒙(𝑘 + 1)) − 𝑪𝚫𝒙 + 𝒗𝒛 + 𝜹𝒛 (2.80) 
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where 𝜹𝒛 is the error from the higher-order terms of the Taylor Series expansion of the measurement 

equations. Rearranging (2.80) and defining 𝚫𝒛 ≔ 𝑪(𝒙(𝑘 + 1)) − 𝒛 gives the following equation for the 

measurement error vector: 

𝚫𝒛 = 𝑪𝚫𝒙 + 𝒗𝒛 + 𝜹𝒛 (2.81) 

 Central to the Indirect KF approach is the generation of the measurement error vector that is 

tied to the system error states. In positioning and navigation, this is traditionally accomplished using an 

IMU/GNSS integrated system, with the IMU acting as the core positioning sensor. The raw IMU 

measurements are fed through the IMU mechanization equations to determine the IMU-only 

positioning solution, and this estimated position may be used to generate error measurements for 

observations from the GNSS receiver. It is important to note that, while GNSS/IMU pairings are the most 

common sensor pairing, other sensor pairings are also used in practice, including camera/IMU 

integrated systems [Sirtkaya et al, 2013] and LiDAR/IMU integrated systems. For all positioning and 

navigation Indirect KFs, the KF measurement update can only be performed when there are available 

positioning observations from both positioning sensors. 

 For positioning and navigation applications, the system error states need to account for the 

system position and attitude, but also for the IMU sensor errors. This is particularly important for lower-

cost IMU sensors, which exhibit less stable behaviour over time. When using an Indirect KF, there are 

two prevailing methods of accounting for the IMU sensor errors: 

i. Open-Loop: Under this scheme, the system error states are fed forward as corrections to the 

positioning solution from the INS/optimal estimator, with the basic workflow described by 

Figure 2.6.1. 
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Figure 2.6.1: The basic workflow for the open-loop, feed-forward INS using an Indirect KF. Adapted from [Tan et al, 2007; 
Sirtkaya et al, 2013]. 

ii. Closed-Loop Feed-Backward: Under this scheme, the system error states are fed backward as 

corrections to the IMU mechanization equations themselves, with the basic workflow described 

by Figure 2.6.2. 

 

Figure 2.6.2: The basic workflow for the closed-loop, feed-back INS using an Indirect KF. Adapted from [Tan et al, 2007]. 

In contrast to the Indirect KF, the Direct KF involves the direct estimation of the system state 

vector, rather than the system error states. In a Direct KF, the KF equations detailed in Section 2.5.1 may 

be directly applied, rather than requiring the generation of error measurements. Practically, this means 

that the specific sensor configuration when using a Direct KF is much more flexible, since sensors do not 

need to be paired to generate error measurements; however, this also means that positioning and 

orientation observations must be modeled directly in the KF, which can present additional challenges in 

terms of added computational load. 
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Unlike the Indirect KF, the Direct KF allows for the direct modeling of all raw IMU 

measurements, rather than necessarily relying on the INS output, which is a property of Direct KFs that 

is exploited in the Generic Multi-Sensor Integration Strategy (GMIS). While this provides distinct 

advantages when it comes to analyzing the errors present in raw IMU observations, it does come at the 

cost of increased computational load, since modeling IMU observations directly requires that the KF 

measurement update be performed at the same rate as the IMU sensor’s data rate. This makes real-

time processing more challenging when directly modeling raw IMU observations. 

Under the TMIS, the IMU raw measurements are not modeled directly in the Direct KF, but 

rather the INS output is modeled as measurements in the KF. This circumvents the added computational 

load from directly modeling raw IMU observations, since the KF measurement update may be 

performed at a lower frequency than the IMU sampling frequency. 

 A comparison between the Indirect and Direct KF is provided in Table 2.6.1 [Maybeck, 1982]. 

Table 2.6.1: Comparison between the Direct and Indirect Kalman Filters in positioning and navigation applications. 

 Advantages Disadvantages 

Indirect KF - Provides an accurate positioning 

solution when INS mechanization 

is accurate. 

- Has a lower computational load 

due to less frequent KF 

measurement updates. 

- Has difficulty detecting 

measurement blunders, 

particularly in IMU 

measurements. 

- Its system model accuracy is 

limited by the accuracy of the INS 

mechanization. 

Direct KF - Provides more in-depth 

information for statistical analysis 

and blunder detection. 

- Mitigates random walk errors 

more effectively in the event of 

GNSS outages or gaps. 

- Has a higher computation load 

when conducting measurement 

updates at the same rate as 

higher-rate positioning sensors. 
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2.6.1.2 Classification By Definition of Aiding Sensors 

 When using an Indirect KF, the IMU typically acts as the core sensor, with another positioning 

sensor acting as an aiding sensor to generate error measurements. The choice of aiding sensor has a 

significant impact on the positioning solution quality and positioning performance in different operating 

environments. Combining an aiding sensor with a core IMU should ideally result in a system where core 

and aiding sensors provide unique and complementary information, producing more accurate results 

than either sensor would be able to produce on their own [Titterton and Weston, 2004; Ramanandan et 

al, 2011]. It is therefore valuable to understand the unique benefits and drawbacks of each positioning 

sensor, to identify what they can uniquely contribute to an integrated PosAtt system. Table 2.6.2 

provides an overview of some of the unique attributes to different positioning sensors. There are other 

aiding sensors that may be used that are not mentioned in Table 2.6.2. These include RADAR, external 

tracking information, speed sensors, altimeters, etc. 

Table 2.6.2: Comparison of some of the unique sensor attributes of different positioning sensors. 

Sensor Unique Attributes 

IMU - IMU-only solution suffers from unbounded random walk error 

- Provides both position and attitude information 

- Good solution coverage and availability 

GNSS - GNSS-only solution provides a non-wandering estimate with 

bounded error 

- Provides only position information  

- Cannot operate indoors or when there is significant overhead cover 

(e.g. urban “canyons,” forested areas, etc.) 

Camera - Visual Odometry solution suffers from random walk error, but can be 

bounded by revisiting locations over the operating period 

- Provides positioning and attitude information 

- Provides information about the camera’s environment, allowing for 

both positioning and mapping 

- Can operate indoors and outdoors 
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- Generally higher computational load to interpret images for the 

extraction of positioning information 

Laser Ranging - Laser ranging positioning solution suffers from random walk error, 

but can be bounded by revisiting locations over the operating period 

- Provides positioning and attitude information 

- Provides information about the laser ranging sensor’s environment, 

allowing for both positioning and mapping 

- Can operate indoors and outdoors 

- Generally higher computational load due to the volume of data being 

collected. 

The ways in which aiding sensor data is integrated with core sensor data, or the 

fusion/integration architecture, also has a significant impact on positioning performance. There are four 

prevailing classes of integration architecture for multi-sensor systems: 

• Uncoupled, or snapshot fusion integrated systems: Under this integration architecture, the 

independent positioning solutions from all sensors are fused through an estimator to produce 

the integrated positioning solution. The estimator can take multiple forms, ranging from a LS 

optimized estimator to identifying the most promising candidate solution from those available. 

A workflow diagram detailing the snapshot fusion integration architecture is shown in Figure 

2.6.3 [Groves, 2013]. 
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Figure 2.6.3: Workflow of the snapshot fusion integration architecture [Groves, 2013]. 

• Loosely coupled, or cascade integrated systems: This integration architecture is very similar to 

the uncoupled architecture, but rather than the sensors’ positioning solutions being fully 

independent, they are instead integrated through a KF, whose integrated solution is then fed 

back into the individual navigation processors. A workflow diagram detailing the loosely coupled 

integration architecture is shown in Figure 2.6.4 [Groves, 2013]. 

 

Figure 2.6.4: Workflow of the cascade fusion integration architecture [Groves, 2013]. 

• Tightly coupled, or centralized integrated systems: This integration architecture is similar to the 

loosely coupled architecture, with the main difference being that positioning sensors’ 

observations are modeled directly in the integration KF rather than the integration KF 
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processing the processed positioning solutions from each sensor. A workflow diagram detailing 

the tightly coupled architecture is shown in Figure 2.6.5 [Lashley and Bevly, 2013]. 

 

Figure 2.6.5: Workflow of the centralized fusion integration architecture [Lashley and Bevly, 2013; Breuer et al, 2016; Konrad et 
al, 2017]. 

• Deeply coupled, or federated integrated systems: This integration architecture makes use of 

local KFs to determine an optimal positioning solution for each navigation sub-system, and these 

positioning solutions are then integrated through a master KF. The structure of this approach is 

very flexible and robust, but also comes with additional computational load and complexity to 

facilitate multiple KFs running concurrently. An example workflow diagram is shown in Figure 

2.6.6 [Lashley and Bevly, 2013]. 

 

Figure 2.6.6: Workflow detailing a specific realization of the federated fusion integration architecture. 
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 Additionally, outside the paradigm set by these four integration architectures, a hybrid 

integration architecture may be adopted that combines two or more of the architectures to leverage 

their specific strengths and mitigate their weaknesses. Such a hybrid system is more flexible in its overall 

structure, but is often highly specific to the vehicle’s sensor configuration, since the structure of the 

overall workflow has to be adapted to the positioning sensors available [Groves, 2013]. 

2.6.2 The Traditional Multi-Sensor Integration Strategy (TMIS) 

 The Traditional Multi-Sensor Integration Strategy (TMIS) sees near-universal adoption across a 

wide variety of applications. This section provides an overview of the realization of the TMIS using 

indirect and direct Kalman Filters, as well as several unconventional realizations of the TMIS. 

2.6.2.1 The TMIS Using Indirect Kalman Filters 

 Typically, sensor integration is performed using an Indirect KF that accounts for both 

navigational error states (i.e. position, velocity, and attitude error states) as well as error states 

corresponding to the systematic errors present in any positioning sensors. Under the specific scenario of 

integrating double-differenced GNSS and IMU measurements, the sensor systematic error states 

typically correspond to the IMU biases and scale factor errors. 

 The system error model and measurement error model are generally the defining features of 

the Indirect KF used for traditional sensor integration. In particular, the measurement error model 

chosen impacts whether sensor integration is approached using a loosely coupled or tightly coupled 

architecture. 

 There are a variety of system models that can be used to predict the system error states. 

Ultimately, the validity of any particular system model depends upon the actual expected system 

dynamics, and is therefore application-dependent. Specific system models have been developed for 

aircraft navigation [Koifman and Bar-Itzhack, 1999], navigation for precision agriculture applications 

[Backman et al, 2012], sea vessel navigation [Pietrzykowski et al, 2022], land vehicle navigation [Crocoll 

et al, 2014], navigation for UAV systems [Bryson and Sukkarieh, 2004], and even pedestrian navigation 

[Godha and Lachapelle, 2008]. Other system models have been developed to reduce the errors resulting 

from the removal of higher-order terms in the linearization of the system error models [Nassar, 2003]. 

 For a GNSS/IMU integrated system, there are two predominant strategies to generating and 

modeling error measurements: 



 

54 

 

• Calculate the IMU-only positioning solution and the GNSS-only positioning solution. The error 

measurements in this case are taken to be the difference between these two positioning 

solutions, constituting a loosely coupled integration architecture [Scherzinger, 2000]. A 

workflow for the loosely coupled GNSS/IMU integration under the traditional integration 

strategy is shown in Figure 2.6.7. 

 

Figure 2.6.7: Workflow describing the loosely coupled GNSS/IMU integration under the traditional integration strategy, as per 
[Scherzinger, 2000]. 

• Predict the GNSS observables using the IMU-only positioning solution. The error measurements 

in this case are taken to be the difference between the predicted GNSS measurements and the 

actual GNSS measurements, constituting a tightly coupled integration architecture [Scherzinger, 

2000]. A common workflow for the tightly coupled GNSS/IMU integration under the traditional 

integration strategy is shown in Figure 2.6.8. 
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Figure 2.6.8: Workflow describing the tightly coupled GNSS/IMU integration under the traditional integration strategy, adapted 
from [Scherzinger, 2000; Quinchia et al, 2013; Deepika and Arun, 2018; Hamidi et al, 2020; Yi et al, 2022]. 

2.6.2.2 The TMIS Using Direct Kalman Filters 

Generally, the Direct KF has not been commonly applied under the traditional sensor integration 

strategy due to the fact that applying a Direct KF for positioning is typically less efficient than estimating 

error states in an Indirect KF. When using a Direct KF under the traditional sensor integration strategy, 

there are two approaches that may be taken when selecting states for inclusion in the system state 

vector: full-state filters where all states of interest are modeled including system position, velocity, 

attitude, and systematic error parameters [Maybeck, 1982]; and compact-state filters which rely on 

fewer system state elements, allowing for more efficient estimation of the compact system state vector 

[Wagner and Wieneke, 2003]. 

The full-state Direct KF, as described in [Wendel, 2001], includes 21 elements in the system state 

vector, including the n-frame position, velocity, and attitude vectors, the true angular rate and specific 

force vectors in the IMU b-frame, and the systematic IMU errors. The full-state Direct KF is not common 

in practice, due to the inclusion of the true angular rate and specific force vectors in the system state 
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vector, which requires the KF to be run at the same rate as the core IMU sensor and increases the 

computational load. 

The compact-state Direct KF addresses the additional computational load of the full-state Direct 

KF by removing the true angular rate and specific force vectors from the system state vector, and 

instead including them as a known input to the positioning KF. Under this realization, the positioning 

KF’s system model is defined by the IMU mechanization between successive GNSS epochs, allowing it to 

account for highly non-linear motion between GNSS epochs [Wendel, 2001]. 

2.6.2.3 Other Techniques for Sensor Integration 

There are unconventional realizations of the TMIS and this section focuses on three categories 

of alternative processing techniques: Dynamic Networks, Pose Graph Optimization, and Machine 

Learning-Based Strategies. 

2.6.2.3.1 Dynamic Networks 

The Dynamic Networks strategy for sensor integration has its roots in the analysis of geodetic 

control networks. Rather than performing an epoch-by-epoch estimate of the system position, the 

positions along the entire trajectory are solved estimated simultaneously through a LS estimation 

process [Friess, 1990; Seeber, 2003]. Since the Dynamic Networks strategy uses LS estimation, it does 

not use a system model, and instead models system kinematics as a relationship between different 

points in the trajectory [Rouzaud and Skaloud, 2011]. 

If the set of positions in the trajectory are given by {𝒙𝒊}, 𝑖 ∈ 1,… , 𝑛, then a constant velocity 

system model may be modeled as 

𝒙̇𝒊 =
𝒙𝒊+𝟏 − 𝒙𝒊−𝟏

𝑡𝑖+1 − 𝑡𝑖−1

(2.82) 

which may be encoded as conditions in a LS formulation of the problem alongside the measurement 

models for the positioning sensors being used [Rouzaud and Skaloud, 2011]. 

 This method of trajectory estimation is particularly useful for ensuring consistency between the 

estimated trajectory and mapped environment in direct georeferencing applications [Rouzaud and 

Skaloud, 2011]. This is especially important for high-rate sensors such as LiDAR, where estimating the 

system’s position/orientation more frequently than a constituent IMU sensor records observations is 

desirable [Rouzaud and Skaloud, 2011]. 
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2.6.2.3.2 Pose Graph Optimization 

Pose Graph Optimization (PGO) frames the goal of the positioning and navigation problem as 

estimating the poses that a mobile robot has at various instants in time, realized as nodes in a graph 

structure [Thrun and Montemerlo, 2006]. Defining poses in a graph structure allows for a natural model 

of the dynamics connecting subsequent poses in the graph, and also natural constraints for closed loops 

and revisited environments [Carlone et al, 2014]. As a processing approach, PGO developed from batch 

processing/bundle adjustment in Simultaneous Location and Mapping (SLAM) problems [Carlone et al, 

2014]. 

The PGO problem is a Maximum Likelihood Estimation problem but presents a non-convex 

optimization problem where multiple local maxima exist [Carlone et al, 2014]. Additionally, the graph 

structure and optimization complexity increases dramatically with the number of nodes in the pose 

graph [Olson et al, 2006; Grisetti et al, 2009, 2010]. Practically, this makes constraining or simplifying the 

PGO problem necessary. The complexity of the PGO problem has been addressed by: decoupling the 

estimation of the pose orientations and positions [Sharp et al, 2004]; assuming small-angle changes in 

orientations between successive poses [Crandall et al, 2011]; performing estimation of pose orientations 

before refining the pose positions [Martinec and Pajdla, 2007; Crandall et al, 2011]; using windowed 

pose graphs [Li et al, 2019]; and exploiting the sparse nature of many PGO problems [Bai et al, 2021]. 

Additionally, the process of solving the PGO problem using matrix manipulation has been made much 

more efficient by [Moreira et al, 2021]. There has also been significant research in applying neural 

networks to solving the PGO problem [Li et al, 2019; Li et al, 2021; Azzam et al, 2021; Turkoglu et al, 

2021]. 

The PGO problem additionally takes on different characteristics for different areas of 

application. In particular, many robotics applications involve planar motion, which greatly reduces the 

complexity of PGO [Carlone et al, 2014, 2016]. 

2.6.2.3.3 Machine Learning-Based Strategies 

Significant research has also been conducted to apply machine learning algorithms directly to 

solving the epoch-wise positioning problem. Generally, this approach may be taken to use elements of 

the previously-estimated system state, and current positioning/orientation observations as inputs to an 

Artificial Neural Network (ANN) to determine an estimate of the change in system state elements to the 

current observation epoch [Marques Filho et al, 2010]. In particular, Recurrent Neural Networks (RNN) 
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are naturally suited to this particular ANN application, since they explicitly include the neural network 

output as part of the next iteration’s input [El-Sheimy et al, 2006; Jwo et al, 2023]. A diagram showing 

the general structure of an ANN for positioning and navigation is shown in Figure 2.6.9. 

 

Figure 2.6.9: The general structure of an ANN for positioning and navigation. Note that while there is only one hidden layer in 
this ANN, multiple hidden layers may be included depending on the implementation [Jwo et al, 2023]. 

 Machine learning-based strategies benefit from not having explicit measurement/system 

models that can potentially be ill-suited to specific areas of application; however, machine learning 

approaches to positioning and navigation are only as versatile as their training datasets, so it is essential 

to have high-quality training data that reflects the expected system dynamics. Additionally, since the 

models are not explicitly defined outside of the structure of the neural network, statistical analysis of 

the neural network’s output is more challenging. 

2.6.3 Generic Multi-Sensor Integration Strategy (GMIS) 

The Generic Multi-Sensor Integration Strategy (GMIS) is the integration strategy that is used and 

further developed in this research. The core of the GMIS was developed gradually through [Wang, 1997, 

2008, 2009; Caspary and Wang, 2009] and was formalized as a framework for sensor integration in [Qian 

et al, 2015; Wang et al, 2015; Qian, 2017]. 
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The GMIS was developed with several main objectives: 

• The integration strategy does not treat any sensor fundamentally differently from any other 

sensor. In other words, the GMIS does not define a core sensor, and does not rely on data being 

available from any specific sensor to calculate a positioning solution. This also means that IMU 

data is integrated in the positioning KF as raw measurements, allowing for more thorough 

characterization and analysis of their stochastic properties. 

• The integration strategy defines the system model using kinematic equations, rather than using 

data from a core positioning sensor to define the motion of the PosAtt system. 

 Under the GMIS, the system model is defined using kinematic equations describing the motion 

of the IMU body frame through the navigation frame. The parameters of primary interest in the GMIS 

are the position vector 𝒓𝒏𝒃
𝒏  describing the location of the body frame in the navigation frame, expressed 

in the navigation frame, and the body frame’s orientation expressed in the navigation frame, 

communicated through the three Euler angles that define the rotation matrix between body frame and 

navigation frame coordinates. The system state vector in [Qian, 2017] includes: the linear position, 

velocity, and acceleration vectors of the body frame in the navigation frame; the Euler angles describing 

the roll, pitch, and heading of the body frame with respect to the navigation frame; the body frame’s 

angular velocity vector, or angular rate, in the navigation frame; and systematic error parameters for 

each positioning sensor. 

 The differential equations defining the system model were given in [Qian, 2017] as 

𝒓̇𝒏𝒃
𝒏 = 𝒗𝒏𝒃

𝒏 (2.83) 

𝒗̇𝒏𝒃
𝒏 = 𝒂𝒏𝒃

𝒏 (2.84) 

and  

𝒂̇𝒏𝒃
𝒏 = 𝟎 (2.85) 

for the linear motion of the system. The differential equations describing the system orientation’s 

change through time were given in [Qian, 2017] as 

[

𝛼̇
𝛽̇
𝛾̇
] =

1

cos𝛼
[

cos𝛽 cos𝛼 0 sin𝛽 cos𝛼
sin𝛽 sin𝛼 cos𝛼 −cos𝛽 sin𝛼

sin𝛽 0 −cos𝛽
]𝝎𝒏𝒃

𝒏 (2.86) 

and 
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𝝎̇𝒏𝒃
𝒃 = 𝟎 (2.87) 

 Practically, the system models in the GMIS are determined by discretizing the differential 

equations from (2.83) to (2.87). 

 The measurement models under the GMIS in [Qian, 2017] are defined as follows: 

• The accelerometer measurement model is defined by (2.46) in Section 2.4.2.4.1. 

• The gyroscope measurement model is defined by (2.47) in Section 2.4.2.4.2. 

• The GNSS observables’ measurement models are defined by (2.41) and (2.42) in Section 2.4.1.3. 

 The general workflow of the GMIS is provided in Figure 2.6.10. 
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Figure 2.6.10: The workflow of the Generic Multi-Sensor Integration Strategy (GMIS), as described in [Qian, 2017]. 

2.6.4 Comparison Between the TMIS and the GMIS 

Table 2.6.3 provides an overview of the comparative advantages and disadvantages of the 

traditional sensor integration strategy and the GMIS 
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Table 2.6.3: Comparison between the traditional sensor integration strategy and the GMIS. 

 Advantages Disadvantages 

Traditional Multi-

Sensor Integration 

Strategy 

- Computationally efficient 

- Good system model 

performance when using a high-

quality IMU 

- Many existing software packages 

support traditional sensor 

integration 

- System model performance 

decreases for lower-cost IMU 

sensors 

- Relies on specific sensor 

configurations 

Generic Multi-Sensor 

Integration Strategy 

- Mitigates IMU-only solution drift 

by using kinematic models 

- Easily adaptable to different 

sensor configurations 

- Sensor-level error analysis is 

enabled due to directly modeling 

all positioning observations 

- High computational load, 

especially when estimating 

quantities needed for 

comprehensive error analysis 
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3 Formulation of Discrete Kalman Filtering with Constraints – A 

Generic Framework for Comprehensive Error Analysis 

 This chapter is based upon the published work: 

Wang, J.; Brunson*, B. and Hu, B. (2022): Innovative Formulation in Discrete Kalman Filtering with 

Constraints – A Generic Framework for Comprehensive Error Analysis, Journal of Global 

Positioning Systems, vol. 18, issue 1, 56–69. (*corresponding author) 

3.1 Preamble 

 There are many circumstances in which a priori information about a dynamic system can be 

enforced through equality constraints on the system state vector. System state constraints occur 

frequently in Kalman filtering applications, with several particularly frequently occurring types of 

constraints: 

• The Zero Velocity/Zero Angular Rate Update: When a positioning/navigation system is known to 

be stationary, the system’s linear and angular velocity, as well as its linear acceleration, may be 

constrained to be equal to zero. Mathematically, when the system’s velocity 𝒗, acceleration 𝒂, 

and angular velocity 𝝎 are elements of the system state vector, these constraints take the form 

𝒗 = 𝟎, 𝒂 = 𝟎,𝝎 = 𝟎 (3.1) 

• Path-constrained motion along roadways: When a positioning/navigation system is mounted to 

a land vehicle moving along a roadway, its position may be constrained to be on a planar 

surface. Mathematically, for the system’s position 𝒓, these constraints take the form 

𝑭𝒓 = 𝑏 (3.2) 

 where 𝑭 and 𝑏 define the constraining planar surface. 

• Constant-velocity motion of tracked targets: When tracking targets that are known to move at a 

constant velocity, their acceleration may be constrained to be equal to zero. Mathematically, 

these constraints take the form 

𝒂 = 𝟎 (3.3) 
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• Objects moving in formation: When tracking or positioning vehicles that are moving in a defined 

formation, the relative positions between them may be geometrically constrained. 

 Additionally, the attitude modeling in Section 5.5 relies on applying system state constraints to 

ensure that the attitude parameters for different attitude models and their time derivatives define 

proper rotations and do not over-parameterize the system’s orientation. 

 While the methods of applying constraints to a Kalman filter described in Section 3.2 are 

sufficient to solve these problems, they are incapable of estimating all the quantities needed for a 

comprehensive error analysis. Given this dissertation’s focus on error analysis in positioning/navigation, 

it is necessary to further develop and standardize the system state-constrained discrete Kalman filter to 

allow for comprehensive error analysis. 

 The alternative formulation of the standard Kalman filter originally determined by [Wang, 1997] 

is summarized in Section 2.5.1.1, and the alternative formulation of the system state-constrained 

Kalman filter developed here builds from this characterization of the Kalman filtering problem as a least-

squares problem. 

3.2 Existing Methods for Imposing State Equality Constraints 

 In general, equality constraints on the system state vector may be given as follows 

𝑯(𝒙(𝑘 + 1)) = 𝒉(𝑘 + 1) (3.4) 

where 𝑯(𝒙) is a vector function of the system state equality constraints and 𝒉(𝑘 + 1) is a vector of 

constants. 

There are a variety of existing methods for imposing constraints on the system state vector in a 

KF. Most prominent methods for imposing constraints yield similar constrained solutions, but differ in 

the underlying philosophy of their derivation. Constraints may typically be imposed by either 

introducing them as “perfect observations” with zero variance, or reprojecting the Kalman gain matrix 

using the constraint equations (see Section 3.2.1 for documentation of these approaches). 

3.2.1 Prominent Methods for Imposing State Equality Constraints 

One method of enforcing system state equality constraints is by eliminating them via model 

reduction. This relies on reparametrizing the problem to remove what are effectively redundant 

parameters in the system state vector [Simon, 2010].  
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 There are several shortcomings to this approach of handling system state equality constraints: 

• Reparametrizing the system state vector does not present a one-size-fits-all solution and must 

be purpose-built for the application at hand. While this does not affect the quality of the 

solutions determined via this approach, it does negatively affect its ease-of-use and tractability 

for some applications. 

• If there is significance to the original parametrization of the problem, reparametrizing the 

problem to remove the state constraints can affect the physical meaning of the individual 

elements of the system state vector. While solutions for the reparametrized problem may still 

be estimated, their apparent meaning becomes less obvious. This issue is particularly acute for 

complex constraint equations, or constraint equations that vary with time. 

 Given these shortcomings, the Model Reduction method of applying system state constraints is 

very uncommon in practice [Simon, 2010]. 

 It is worth noting that, when proper care is taken in the method of model reduction, the 

remaining elements of the system state vector can maintain their physical meaning. This is especially 

true of geometry-based problems, and compelling arguments are made in favour of this perspective in 

[Pizzinga, 2010]. 

Another method of enforcing system state constraints is to model the constraints as “perfect 

observations”. This approach models the constraints as “perfect,” or zero error, observations [Alouani 

and Blair, 1991]. This is accomplished by augmenting the observation equations to 

𝑳 = [
𝒛(𝑘 + 1)

𝒉(𝑘 + 1)
] = [

𝑪(𝑘 + 1)

𝑯(𝑘 + 1)
] 𝒙(𝑘 + 1) (3.5) 

for the constraint equations in (3.4). 

The augmented observation vector in (2.86) has an associated covariance matrix of 

𝑷𝑳 = [
𝑹(𝑘 + 1) 𝟎

𝟎 𝑹𝝁(𝑘 + 1)
] (3.6) 

In (3.6), 𝑹𝝁(𝑘 + 1)represents the “uncertainty” in the condition equations, and is typically 

considered to be equal to zero. For cases where 𝑹𝝁(𝑘 + 1) ≠ 𝟎, the conditions on the system state are 

relaxed and may be violated to a certain degree [Alouani and Blair, 1991]. 
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Substituting (3.5) and (3.6) into the standard KF measurement update equation provides an 

estimate of the constrained system state. Directly using the augmented observation vector can result in 

numerical instability when 𝑹𝝁(𝑘 + 1) = 𝟎. To counteract this issue, the results of the substitution may 

be simplified, yielding the following constrained estimate of the system state: 

𝒙̂𝒉(𝑘 + 1) = (𝑰 − 𝑲𝒉(𝑘 + 1))(𝑯(𝑘 + 1)𝒙̂(𝑘 + 1) − 𝒉(𝑘 + 1)) (3.7) 

where 𝑲𝒉(𝑘 + 1) is given by 

𝑲𝒉(𝑘 + 1) =  𝑷(𝑘 + 1)𝑯𝑻(𝑘 + 1) (𝑯(𝑘 + 1)𝑷(𝑘 + 1)𝑯𝑻(𝑘 + 1) + 𝑹𝝁(𝑘 + 1))
−𝟏

(3.8) 

[Alouani and Blair, 1991]. 

 System state constraints may also be enforced via reprojection of the system state vector. This 

method takes the unconstrained solution to the KF and reprojects the system state estimate onto the 

constraint surface [Simon and Chia, 2002]. This results in the following optimization problem to 

determine the best constrained estimate of the system state vector 𝒙̂𝒉: 

min
𝒙̂ℎ

(𝒙̂𝒉(𝑘 + 1) − 𝒙̂(𝑘 + 1))
𝑇
𝑾(𝒙̂𝒉(𝑘 + 1) − 𝒙̂(𝑘 + 1)) (3.9) 

such that 

𝑯(𝑘 + 1)𝒙̂𝒉(𝑘 + 1) = 𝒉(𝑘 + 1) (3.10) 

where 𝑾 is a weighting matrix for the reprojection [Simon and Chia, 2002]. 

 The solution to this optimization problem is simply 

𝒙̂𝒉(𝑘 + 1) = 𝒙̂(𝑘 + 1)

−𝑾−𝟏𝑯𝑻(𝑘 + 1) (𝑯(𝑘 + 1)𝑾−𝟏𝑯𝑻(𝑘 + 1))
−1

(𝑯(𝑘 + 1)𝒙̂(𝑘 + 1) − 𝒉(𝑘 + 1)) (3.11)
 

[Simon and Chia, 2002]. 

 With this method, (3.11) may take on different values of 𝑾 to represent different weighting 

schemes for the reprojection of the system state vector, but there are two values of 𝑾 that represent 

special cases: 

1. When 𝑾 = 𝑷−𝟏(𝑘 + 1), (3.11) provides an estimate for the constrained system state estimate 

that is identical to its Maximum Likelihood Estimate (MLE) [Simon and Chia, 2002]. 
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2. When 𝑾 = 𝑰, (3.11) provides an estimate for the constrained system state estimate that is 

identical to its Mean Square minimization estimate [Simon and Chia, 2002]. 

In a similar vein, system state constraints may be reinforced by reprojecting the Kalman 

Gain matrix. The Kalman Gain Matrix may be derived for a standard KF by solving the optimization 

problem 

min
𝑲

tr[(𝑰 − 𝑲(𝑘 + 1)𝑪(𝑘 + 1))𝑷(𝑘 + 1)(𝑰 − 𝑲(𝑘 + 1)𝑪(𝑘 + 1)𝑇 

+𝑲(𝑘 + 1)𝑹(𝑘 + 1)𝑲(𝑘 + 1)] (3.12) 

[Simon, 2010]. 

 If (3.12) is solved subject to the constraint equations in (3.4), the reprojected Kalman Gain 

matrix may be calculated and substituted into the KF measurement update equation in (2.52) to give the 

following estimate of the constrained system state vector: 

𝒙̂𝒉(𝑘 + 1) = 𝒙̂(𝑘 + 1) − 𝑯𝑇(𝑘 + 1)(𝑯(𝑘 + 1)𝑯𝑇(𝑘 + 1))
−1

(𝑯(𝑘 + 1)𝒙̂(𝑘 + 1) − 𝒉(𝑘 + 1)) (3.13) 

[Simon, 2010]. 

3.2.2 General Remarks and Alternative Approaches 

 Despite the variety in the methods used to derive the system state constrained KF equations 

detailed in the preceding sections, the resulting equations are very similar to one another. 

 When the “uncertainty” weighting 𝑹𝝁(𝑘 + 1) for the constraint equations under the “perfect 

observations” approach is defined as a zero matrix (i.e. the constraint equations are considered strict, 

with no errors), the resulting estimate for the constrained system state vector is identical to that of the 

reprojected system state vector under the weight definition 𝑾 = 𝑷−𝟏(𝑘 + 1). 

 The estimate of the constrained system state vector under the Kalman Gain Reprojection 

approach is identical to that of the reprojected system state vector under the weight definition 𝑾 = 𝑰. 

 The results of the Model Reduction approach are less obvious in their relationship to the results 

of the other approaches, but can be intuitively understood by how it affects the KF solution. Under the 

Model Reduction approach, some elements of the system state vector are replaced by linear 

combinations of other system state vector elements, thereby occupying a vector subspace 

corresponding to the coefficient matrix of the constraint equations (i.e. the “constraint surface”) 
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[Pizzinga, 2010]. This model reduction can therefore be intuitively understood as reprojecting the 

system state vector onto the constraint surface, which is exactly what is being done under the System 

State Vector Reprojection approach. Therefore, depending upon the definition of the weighting matrix 

in the System State Vector Reprojection approach, and the covariance matrix of the system state vector 

for the reduced model, these methods may intuitively be considered equivalent to one another. 

 The approaches to applying state constraints discussed thus far are very consistent in terms of 

their results and represent the status quo for applying state constraints in KF problems. There are other 

alternative methods to applying state constraints that do not provide this level of consistency in their 

results, but which are also noteworthy in their strategies for handling state constraints. 

 One such method is referred to as System Projection, where it is assumed that the noise-free KF 

system should also obey the constraints on the system state vector (i.e. the predicted system state 

vector should conform to the system state constraints) [Ko and Bitmead, 2007]. This effectively enforces 

the system state constraints on the process noise, rather than on the measurement noise as is done by 

the other approaches [Simon, 2010]. 

 Another method proposed in [Ghanbarpourasl and Zobar, 2022] is based on separating the 

system state into groups of variables using singular value decomposition. This separation results in a set 

of deterministic, or fully constrained, variables and a stochastic component. 

 There are several methods to handling system state constraints when the constraint equations 

are non-linear: 

i. A Taylor Series expansion of the constraint equations may be used to linearize the constraint 

equations, in a similar way to how the KF system and measurement models are treated in the 

EKF [Simon, 2006]. Higher-order terms in the Taylor series expansion may be used to improve 

the approximation to the non-linear constraint equations [Yang and Blasch, 2009]. 

ii. Under the Smoothly Constrained Kalman Filter (SCKF), non-linear constraints are managed by 

linearizing them, and then iteratively enforcing them under the Perfect Observation Method 

with non-zero 𝑹𝝁 values that gradually get stricter as the solution goes through more iterations 

[De Geeter et al, 1997]. 
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3.3 Alternative Derivation of Discrete Kalman Filtering with Constraints 

 This section details this research’s alternative derivation of Discrete Kalman Filtering with state-

equality constraints after the least-squares principle. 

3.3.1 Formulation of the Problem 

 Similarly to Section 2.5.1.1, the alternative formulation of the discrete Kalman filter with 

system-state equality constraints uses three sets of pseudo-observations, each corresponding to one of 

the mutually independent sources of random error in a Kalman filter. These three pseudo-observation 

vectors are defined below. As in Section 2.5.1.1, specification of the epoch is omitted whenever it is 

unambiguous (e.g. 𝑨(𝑘 + 1, 𝑘) is instead written as 𝑨). 

• 𝒍𝒙, which corresponds to the predicted system state vector and is modeled as 

𝒍𝒙 + 𝑩𝒘 + 𝒗𝒙 = 𝑨𝒙(𝑘) (3.14) 

 with the associated covariance matrix of 

𝑫𝒍𝒙 = 𝑨𝑷(𝑘)𝑨𝑻 (3.15) 

• 𝒍𝒘, which corresponds to the process noise vector and is modeled as 

𝒍𝒘 + 𝒗𝒘 = 𝒘(𝑘) (3.16) 

 with the associated covariance matrix of 

𝑫𝒍𝒘 = 𝑸 (3.17) 

 

• 𝒍𝒛, which corresponds to the observation vector and is modeled as 

𝒍𝒛 + 𝒗𝒛 = 𝒛 + 𝒗𝒛 = 𝑪𝒙(𝑘 + 1) (3.18) 

 with the associated covariance matrix of 

𝑫𝒍𝒛 = 𝑹 (3.19) 

 Here, the vectors 𝒍𝒙, 𝒍𝒘, and 𝒍𝒛 are assumed to be statistically independent from one another. 

 Combining these three pseudo-observation vectors into a single, unified observation vector 

yields the overdetermined system of equations 
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𝒍 + 𝒗 = [

𝒍𝒙
𝒍𝒘
𝒍𝒛

] + [

𝒗𝒙

𝒗𝒘

𝒗𝒛

] = [
𝑰 −𝑩
𝟎 𝑰
𝑪 𝟎

] [
𝒙(𝑘 + 1)

𝒘(𝑘 + 1)
] (3.20) 

 The constraints on the Kalman filter’s system state vector may be expressed as 

𝑯𝒙𝒉(𝑘 + 1) − 𝒉 = 𝟎 (3.21) 

where 𝑯 is a coefficient matrix describing the linear or linearized system state constraint equations. The 

dimensions of 𝑯 is n x h, where n is the number of elements in the system state vector and h is the 

number of constraint equations. It is worth noting that the rank of 𝑯 should be equal to the number of 

constraint equations, ensuring that there are no redundant constraint equations. 𝒉 is a constant vector 

specific to the constraint equations under consideration. 

 Under this formulation, the problem of discrete Kalman filtering with system state equality 

constraints becomes the solution of the overdetermined system of equations in (3.20) such that the 

equality constraints in (3.21) are satisfied. This optimization problem may be solved using the least-

squares principle by minimizing the cost function 

𝚽 = 𝒗𝑻𝑾𝒗 + 𝟐𝒌𝒉
𝑻(𝑯𝒙𝒉 − 𝒉) → min (3.22) 

where 𝑾 is a weighting matrix for the combined observation vector, defined in this case to be the 

inverse of its covariance matrix, 𝒌 is a vector of Lagrange multipliers, and the (𝑘 + 1) is omitted after 𝒙 

for clarity of presentation. 

 Expanding the cost function in (3.22) using the definition of 𝒗 and 𝑾 yields the cost function 

𝚽 = [𝒗𝒙
𝑻 𝒗𝒘

𝑻 𝒗𝒛
𝑻] [

𝑫𝒍𝒙
−𝟏 𝟎 𝟎

𝟎 𝑸−𝟏 𝟎

𝟎 𝟎 𝑹−𝟏 

] [

𝒗𝒙

𝒗𝒘

𝒗𝒛

] + 𝟐𝒌𝑻(𝑯𝒙 − 𝒉) → min (3.23) 

which simplifies to 

𝚽 = 𝒗𝒙
𝑻𝑫𝒍𝒙

−𝟏𝒗𝒙 + 𝒗𝒘
𝑻 𝑸−𝟏𝒗𝒘 + 𝒗𝒛

𝑻𝑹−𝟏𝒗𝒛 + 𝟐𝒌𝒉
𝑻(𝑯𝒙𝒉 − 𝒉) → min (3.24) 

 Minimizing the cost function in (3.24) requires taking its partial derivatives with respect to the 

quantities that can vary: 𝒙, 𝒘, and 𝒌. At a local minima in the cost function, these partial derivatives 

should all be equal to zero. This leads to the following three matrix equations: 

𝜕𝚽

𝜕𝒙
=

𝜕𝚽

𝜕𝒗𝒙

𝜕𝒗𝒙

𝜕𝒙
+

𝜕𝚽

𝜕𝒗𝒛

𝜕𝒗𝒛

𝜕𝒙
+ 2𝒌𝒉

𝑻𝑯 
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𝜕𝚽

𝜕𝒙
=  2𝒗𝒙

𝑻𝑫𝒍𝒙
−𝟏 + 2𝒗𝒛

𝑻𝑹−𝟏𝑪 + 2𝒌𝒉
𝑻𝑯 = 𝟎  

𝑫𝒍𝒙
−𝟏𝒗𝒙 + 𝑪𝑻𝑹−𝟏𝒗𝒛 + 𝑯𝑻𝒌𝒉 = 𝟎  

(𝑫𝒍𝒙
−𝟏 + 𝑪𝑻𝑹−𝟏𝑪)𝒙𝒉 − 𝑫𝒍𝒙

−𝟏𝑩𝒘𝒉 + 𝑯𝑻𝒌𝒉 − 𝑫𝒍𝒙
−𝟏𝒍𝒙 − 𝑪𝑻𝑹−𝟏𝒍𝒛 = 𝟎 (3.25) 

𝜕𝚽

𝜕𝒘
=

𝜕𝚽

𝜕𝒗𝒙

𝜕𝒗𝒙

𝜕𝒘
+

𝜕𝚽

𝜕𝒗𝒘

𝜕𝒗𝒘

𝜕𝒘
 

𝜕𝚽

𝜕𝒘
= −2𝒗𝒙

𝑻𝑫𝒍𝒙
−𝟏𝑩 + 2𝒗𝒘

𝑻 𝑸−𝟏 = 𝟎  

−𝑩𝑻𝑫𝒍𝒙
−𝟏𝒗𝒙 + 𝑸−𝟏𝒗𝒘 = 𝟎  

−𝑩𝑻𝑫𝒍𝒙
−𝟏𝒙𝒉 + (𝑩𝑻𝑫𝒍𝒙

−𝟏𝑩 + 𝑸−𝟏)𝒘𝒉 + 𝑩𝑻𝑫𝒍𝒙
−𝟏𝒍𝒙 − 𝑸−𝟏𝒍𝒘 = 𝟎 (3.26) 

𝜕𝚽

𝜕𝒌
= 𝑯𝒙𝒉 − 𝒉 = 𝟎 (3.27) 

 Equations (3.25) to (3.27) define a system of equations that, when solved, provide a solution to 

the system state-constrained Kalman filter. This system of equations may be organized as follows 

[

𝑫𝒍𝒙
−𝟏 + 𝑪𝑻𝑹−𝟏𝑪 −𝑫𝒍𝒙

−𝟏𝑩 𝑯𝑻

−𝑩𝑻𝑫𝒍𝒙
−𝟏 𝑩𝑻𝑫𝒍𝒙

−𝟏𝑩 + 𝑸−𝟏 𝟎

𝑯 𝟎 𝟎

] [

𝒙̂𝒉

𝒘̂𝒉

𝒌̂𝒉

] = [

𝑫𝒍𝒙
−𝟏𝒍𝒙 + 𝑪𝑻𝑹−𝟏𝒍𝒛

−𝑩𝑻𝑫𝒍𝒙
−𝟏𝒍𝒙 + 𝑸−𝟏𝒍𝒘

𝒉

] (3.28) 

 The system of equations in (3.28) is called the system of normal equations and is not 

overdetermined. The system of normal equations may be solved explicitly for 𝒙̂, 𝒘̂, and 𝒌̂ as long as the 

problem is not ill-formed. Solving the system of normal equations directly, however, is not desirable due 

to the size of the coefficient matrix, and the fact that it contains many null elements and has a very well-

defined symmetric structure. It is therefore useful to simplify (3.28) to isolate the solutions for 𝒙̂, 𝒘̂, and 

𝒌̂, which is accomplished via row-reduction of the 3 x 3 partitioned block matrix in (3.28). 

 Section 3.3.2 conducts the row reduction of the system of normal equations to determine the 

constrained least-squares estimates of the system state and process noise vectors. Section 3.3.3 relates 

the constrained estimates of the system state and process noise vectors to their unconstrained 

estimates. Section 3.3.4 derives the covariance matrices for the system state and process noise vectors. 

Section 3.3.5 derives the constrained estimates of the predicted system state, process noise, and 

observation residuals, alongside their associated covariance matrices. Section 3.3.6 describes the 

process of adjusting the solutions derived in this chapter for an EKF. Section 3.4 provides an overview of 
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both the unconstrained and constrained Kalman Filter problems, as well as a description of the overall 

process for applying system state constraints to a Kalman Filter. Sections 3.3.2 to 3.3.6 provide many of 

the intermediate steps of the derivation, and so Section 3.4 is a good entry point if the reader wishes to 

simply see the final equations and process. 

3.3.2 Row-Reduction of the System of Normal Equations 

 This section provides the intermediate steps that are part of the alternative derivation of the 

system state-constrained discrete Kalman filter. To skip the intermediate steps of the derivation, see 

Section 3.4 for the final formulae and description of the overall process for applying system state 

constraints to a Kalman Filter. 

 The system of normal equations in (3.28) may be reduced to a 2 x 2 block matrix equation via 

the row reduction method. With this row reduction, the system of equations becomes 

([
𝑩𝑻𝑫𝒍𝒙

−𝟏𝑩 + 𝑸−𝟏 𝟎

𝟎 𝟎
] − [

−𝑩𝑻𝑫𝒍𝒙
−𝟏

𝑯
](𝑫𝒍𝒙

−𝟏 + 𝑪𝑻𝑹−𝟏𝑪)
−𝟏

[−𝑫𝒍𝒙
−𝟏𝑩 𝑯𝑻]) [

𝒘̂𝒉

𝒌̂𝒉
] 

= [
−𝑩𝑻𝑫𝒍𝒙

−𝟏𝒍𝒙 + 𝑸−𝟏𝒍𝒘
𝒉

] − [
−𝑩𝑻𝑫𝒍𝒙

−𝟏

𝑯
](𝑫𝒍𝒙

−𝟏 + 𝑪𝑻𝑹−𝟏𝑪)
−𝟏

(𝑫𝒍𝒙
−𝟏𝒍𝒙 + 𝑪𝑻𝑹−𝟏𝒍𝒛) 

and following through on the block matrix arithmetic results in 

[
𝑩𝑻𝑫𝒍𝒙

−𝟏𝑩 + 𝑸−𝟏 − 𝑩𝑻𝑫𝒍𝒙
−𝟏(𝑫𝒍𝒙

−𝟏 + 𝑪𝑻𝑹−𝟏𝑪)
−𝟏

𝑫𝒍𝒙
−𝟏𝑩 𝑩𝑻𝑫𝒍𝒙

−𝟏(𝑫𝒍𝒙
−𝟏 + 𝑪𝑻𝑹−𝟏𝑪)

−𝟏
𝑯𝑻

𝑯(𝑫𝒍𝒙
−𝟏 + 𝑪𝑻𝑹−𝟏𝑪)

−𝟏
𝑫𝒍𝒙

−𝟏𝑩 −𝑯(𝑫𝒍𝒙
−𝟏 + 𝑪𝑻𝑹−𝟏𝑪)

−𝟏
𝑯𝑻

] [
𝒘̂𝒉

𝒌̂𝒉
] 

= [
(−𝑩𝑻 + 𝑩𝑻𝑫𝒍𝒙

−𝟏(𝑫𝒍𝒙
−𝟏 + 𝑪𝑻𝑹−𝟏𝑪)

−𝟏
)𝑫𝒍𝒙

−𝟏𝒍𝒙 + 𝑸−𝟏𝒍𝒘 + 𝑩𝑻𝑫𝒍𝒙
−𝟏(𝑫𝒍𝒙

−𝟏 + 𝑪𝑻𝑹−𝟏𝑪)
−𝟏

𝑪𝑻𝑹−𝟏𝒍𝒛

𝒉 − 𝑯(𝑫𝒍𝒙
−𝟏 + 𝑪𝑻𝑹−𝟏𝑪)

−𝟏
(𝑫𝒍𝒙

−𝟏𝒍𝒙 + 𝑪𝑻𝑹−𝟏𝒍𝒛)
] (3.29) 

 The system of equations in (3.29) is still very unwieldy, in part due to the term (𝑫𝒍𝒙
−𝟏 +

𝑪𝑻𝑹−𝟏𝑪)
−1

. Fortunately, this term may be simplified to 

(𝑫𝒍𝒙
−𝟏 + 𝑪𝑻𝑹−𝟏𝑪)

−1
= 𝑫𝒍𝒙 − 𝑫𝒍𝒙𝑪

𝑻(𝑹 + 𝑪𝑫𝒍𝒙𝑪
𝑻)

−𝟏
𝑪𝑫𝒍𝒙 

= 𝑫𝒍𝒙 − 𝑫𝒍𝒙𝑪
𝑻𝑫𝒅

−𝟏𝑪𝑫𝒍𝒙
(3.30) 

where 𝑫𝒅 is the covariance matrix of the system innovation vector. 

 The relation in (3.30) may be substituted into (3.29), yielding 
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[
𝑩𝑻𝑫𝒍𝒙

−𝟏𝑩 + 𝑸−𝟏 − 𝑩𝑻𝑫𝒍𝒙
−𝟏(𝑫𝒍𝒙 − 𝑫𝒍𝒙𝑪

𝑻𝑫𝒅
−𝟏𝑪𝑫𝒍𝒙)𝑫𝒍𝒙

−𝟏𝑩 𝑩𝑻𝑫𝒍𝒙
−𝟏(𝑫𝒍𝒙 − 𝑫𝒍𝒙𝑪

𝑻𝑫𝒅
−𝟏𝑪𝑫𝒍𝒙)𝑯

𝑻

𝑯(𝑫𝒍𝒙 − 𝑫𝒍𝒙𝑪
𝑻𝑫𝒅

−𝟏𝑪𝑫𝒍𝒙)𝑫𝒍𝒙
−𝟏𝑩 −𝑯(𝑫𝒍𝒙 − 𝑫𝒍𝒙𝑪

𝑻𝑫𝒅
−𝟏𝑪𝑫𝒍𝒙)𝑯

𝑻
] [

𝒘̂𝒉

𝒌̂𝒉
] 

= [
(−𝑩𝑻 + 𝑩𝑻𝑫𝒍𝒙

−𝟏(𝑫𝒍𝒙 − 𝑫𝒍𝒙𝑪
𝑻𝑫𝒅

−𝟏𝑪𝑫𝒍𝒙))𝑫𝒍𝒙
−𝟏𝒍𝒙 + 𝑸−𝟏𝒍𝒘 + 𝑩𝑻𝑫𝒍𝒙

−𝟏(𝑫𝒍𝒙 − 𝑫𝒍𝒙𝑪
𝑻𝑫𝒅

−𝟏𝑪𝑫𝒍𝒙)𝑪
𝑻𝑹−𝟏𝒍𝒛

𝒉 − 𝑯(𝑫𝒍𝒙 − 𝑫𝒍𝒙𝑪
𝑻𝑫𝒅

−𝟏𝑪𝑫𝒍𝒙)(𝑫𝒍𝒙
−𝟏𝒍𝒙 + 𝑪𝑻𝑹−𝟏𝒍𝒛)

] 

which simplifies to 

[
𝑩𝑻𝑫𝒍𝒙

−𝟏𝑩 − 𝑩𝑻𝑫𝒍𝒙
−𝟏𝑩 + 𝑸−𝟏 + 𝑩𝑻𝑪𝑻𝑫𝒅

−𝟏𝑪𝑩 𝑩𝑻𝑯𝑻 − 𝑩𝑻𝑪𝑻𝑫𝒅
−𝟏𝑪𝑫𝒍𝒙𝑯

𝑻

𝑯𝑩 − 𝑯𝑫𝒍𝒙𝑪
𝑻𝑫𝒅

−𝟏𝑪𝑩 −𝑯(𝑫𝒍𝒙 − 𝑫𝒍𝒙𝑪
𝑻𝑫𝒅

−𝟏𝑪𝑫𝒍𝒙)𝑯
𝑻
] [

𝒘̂𝒉

𝒌̂𝒉
] 

= [
(−𝑩𝑻𝑫𝒍𝒙

−𝟏 + 𝑩𝑻𝑫𝒍𝒙
−𝟏 − 𝑩𝑻𝑪𝑻𝑫𝒅

−𝟏𝑪)𝒍𝒙 + 𝑸−𝟏𝒍𝒘 + 𝑩𝑻(𝑰 − 𝑪𝑻𝑫𝒅
−𝟏𝑪𝑫𝒍𝒙)𝑪

𝑻𝑹−𝟏𝒍𝒛

𝒉 − 𝑯𝒍𝒙 + 𝑯𝑫𝒍𝒙𝑪
𝑻𝑫𝒅

−𝟏𝑪𝑫𝒍𝒙𝑪
𝑻𝑹−𝟏𝒍𝒛

] 

which further simplifies to 

[
𝑩𝑻𝑪𝑻𝑫𝒅

−𝟏𝑪𝑩 + 𝑸−𝟏 𝑩𝑻𝑯𝑻 − 𝑩𝑻𝑪𝑻𝑫𝒅
−𝟏𝑪𝑫𝒍𝒙𝑯

𝑻

𝑯𝑩 − 𝑯𝑫𝒍𝒙𝑪
𝑻𝑫𝒅

−𝟏𝑪𝑩 −𝑯(𝑫𝒍𝒙𝑪
𝑻𝑫𝒅

−𝟏𝑪𝑫𝒍𝒙)𝑯
𝑻

] [
𝒘̂𝒉

𝒌̂𝒉
] 

= [
−𝑩𝑻𝑪𝑻𝑫𝒅

−𝟏𝑪𝒍𝒙 + 𝑸−𝟏𝒍𝒘 + 𝑩𝑻(𝑰 − 𝑪𝑻𝑫𝒅
−𝟏𝑪𝑫𝒍𝒙)𝑪

𝑻𝑹−𝟏𝒍𝒛

𝒉 − 𝑯𝒍𝒙 + 𝑯𝑫𝒍𝒙𝑪
𝑻𝑫𝒅

−𝟏𝑪𝑫𝒍𝒙𝑪
𝑻𝑹−𝟏𝒍𝒛

] (3.31) 

 The system of equations in (3.31) may be reduced to a simple matrix equation by again applying 

the row reduction method. Doing this results in the following system of equations: 

(−𝑯(𝑫𝒍𝒙𝑪
𝑻𝑫𝒅

−𝟏𝑪𝑫𝒍𝒙)𝑯
𝑻 

−(𝑯𝑩 − 𝑯𝑫𝒍𝒙𝑪
𝑻𝑫𝒅

−𝟏𝑪𝑩)(𝑩𝑻𝑪𝑻𝑫𝒅
−𝟏𝑪𝑩 + 𝑸−𝟏)

−𝟏
(𝑩𝑻𝑯𝑻 − 𝑩𝑻𝑪𝑻𝑫𝒅

−𝟏𝑪𝑫𝒍𝒙𝑯
𝑻)) 𝒌̂𝒉 

= 𝒉 − 𝑯𝒍𝒙 + 𝑯𝑫𝒍𝒙𝑪
𝑻𝑫𝒅

−𝟏𝑪𝑫𝒍𝒙𝑪
𝑻𝑹−𝟏𝒍𝒛 

−(𝑯𝑩 − 𝑯𝑫𝒍𝒙𝑪
𝑻𝑫𝒅

−𝟏𝑪𝑩)(𝑩𝑻𝑪𝑻𝑫𝒅
−𝟏𝑪𝑩 + 𝑸−𝟏)

−𝟏
(−𝑩𝑻𝑪𝑻𝑫𝒅

−𝟏𝑪𝒍𝒙 + 𝑸−𝟏𝒍𝒘

+ 𝑩𝑻(𝑰 − 𝑪𝑻𝑫𝒅
−𝟏𝑪𝑫𝒍𝒙)𝑪

𝑻𝑹−𝟏𝒍𝒛) 

which may be simplified by recognizing that (𝑸−𝟏 + 𝑩𝑻𝑪𝑻𝑫𝒅
−𝟏𝑪𝑩)

−𝟏
= 𝑸 − 𝑸𝑩𝑻𝑪𝑻(𝑫𝒅 +

𝑪𝑩𝑸𝑩𝑻𝑪𝑻)
−𝟏

𝑪𝑩𝑸, and becomes 
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(−𝑯(𝑫𝒍𝒙𝑪
𝑻𝑫𝒅

−𝟏𝑪𝑫𝒍𝒙)𝑯
𝑻

− (𝑯𝑩 − 𝑯𝑫𝒍𝒙𝑪
𝑻𝑫𝒅

−𝟏𝑪𝑩)(𝑸 − 𝑸𝑩𝑻𝑪𝑻(𝑫𝒅 + 𝑸𝑩𝑸𝑩𝑻𝑪𝑻)
−𝟏

𝑪𝑩𝑸) (𝑩𝑻𝑯𝑻

− 𝑩𝑻𝑪𝑻𝑫𝒅
−𝟏𝑪𝑫𝒍𝒙𝑯

𝑻)) 𝒌̂𝒉 

= 𝒉 − 𝑯𝒍𝒙 + 𝑯𝑫𝒍𝒙𝑪
𝑻𝑫𝒅

−𝟏𝑪𝑫𝒍𝒙𝑪
𝑻𝑹−𝟏𝒍𝒛 

−(𝑯𝑩 − 𝑯𝑫𝒍𝒙𝑪
𝑻𝑫𝒅

−𝟏𝑪𝑩)(𝑸 − 𝑸𝑩𝑻𝑪𝑻(𝑫𝒅 + 𝑸𝑩𝑸𝑩𝑻𝑪𝑻)
−𝟏

𝑪𝑩𝑸)(−𝑩𝑻𝑪𝑻𝑫𝒅
−𝟏𝑪𝒍𝒙 + 𝑸−𝟏𝒍𝒘

+ 𝑩𝑻(𝑰 − 𝑪𝑻𝑫𝒅
−𝟏𝑪𝑫𝒍𝒙)𝑪

𝑻𝑹−𝟏𝒍𝒛) 

𝒌̂𝒉 = (𝑯𝑷(𝑘 + 1)𝑯𝑻)
−𝟏

{𝑯𝑷(𝑘 + 1)[𝑫𝒍𝒙
−𝟏𝒍𝒙 + 𝑪𝑻𝑹−𝟏𝒍𝒛] − 𝒉} (3.32) 

 The solution for the Lagrange multipliers in (3.32) may then be substituted into (3.31) to 

determine constrained estimates of the process noise vector, as follows: 

(𝑩𝑻𝑪𝑻𝑫𝒅
−𝟏𝑪𝑩 + 𝑸−𝟏)𝒘̂𝒉 

+(𝑩𝑻𝑯𝑻 − 𝑩𝑻𝑪𝑻𝑫𝒅
−𝟏𝑪𝑫𝒍𝒙𝑯

𝑻)(𝑯𝑷(𝑘 + 1)𝑯𝑻)
−𝟏

{𝑯𝑷(𝑘 + 1)[𝑫𝒍𝒙𝒍𝒙 + 𝑪𝑻𝑹−𝟏𝒍𝒛] − 𝒉} 

= −𝑩𝑻𝑪𝑻𝑫𝒅
−𝟏𝑪𝒍𝒙 + 𝑸−𝟏𝒍𝒘 + 𝑩𝑻(𝑰 − 𝑪𝑻𝑫𝒅

−𝟏𝑪𝑫𝒍𝒙)𝑪
𝑻𝑹−𝟏𝒍𝒛 

which simplifies to 

𝒘̂𝒉 = 𝒍𝒘 + 𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑲𝒅 − 𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)
−𝟏

(𝑯𝒙̂ − 𝒉)(3.33) 

 Finally, the constrained estimate of the system state vector may be determined by substituting 

(3.32) and (3.33) into the original system of normal equations in (3.28) as follows: 

(𝑫𝒍𝒙
−𝟏 + 𝑪𝑻𝑹−𝟏𝑪)𝒙̂𝒉 − 𝑫𝒍𝒙

−𝟏𝑩𝒘̂𝒉 + 𝑯𝑻𝒌̂𝒉 = 𝑫𝒍𝒙
−𝟏𝒍𝒙 + 𝑪𝑻𝑹−𝟏𝒍𝒛 

(𝑫𝒍𝒙
−𝟏 + 𝑪𝑻𝑹−𝟏𝑪)𝒙̂𝒉 

−𝑫𝒍𝒙
−𝟏𝑩(𝒍𝒘 + 𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑲𝒅 − 𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)

−𝟏
(𝑯𝒙̂ − 𝒉)) 

+𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)
−𝟏

{𝑯𝑷(𝑘 + 1)[𝑫𝒍𝒙
−𝟏𝒍𝒙 + 𝑪𝑻𝑹−𝟏𝒍𝒛] − 𝒉} 

= 𝑫𝒍𝒙
−𝟏𝒍𝒙 + 𝑪𝑻𝑹−𝟏𝒍𝒛 

which simplifies to 

𝒙̂𝒉 = 𝒙̂(𝑘 + 1, 𝑘) + 𝑲𝒅 − 𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)
−𝟏

(𝑯𝒙̂ − 𝒉) (3.34) 



 

75 

 

3.3.3 Relating the Constrained Solution to the Unconstrained Solution 

The constrained estimates of the system state vector and the process noise vector may be 

expressed relative to their unconstrained estimates given in Section 2.5.1. This enables a two-step 

solution expression and is more practical in calculation. Recognizing that 𝒙̂ =  𝒙̂(𝑘 + 1, 𝑘) + 𝑲𝒅 in 

(3.34) allows for the equation to be equivalently expressed as 

𝒙̂𝒉 = 𝒙̂ − 𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)
−𝟏

(𝑯𝒙̂ − 𝒉) (3.35) 

 Similarly, recognizing that 𝒘̂ = 𝒍𝒘 + 𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑲𝒅 in (3.2.20) allows for the equation to 

be equivalently expressed as 

𝒘̂𝒉 = 𝒘̂ − 𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)
−𝟏

(𝑯𝒙̂ − 𝒉) (3.36) 

 Interestingly, (3.35) and (3.36) make it clear that this research’s approach to applying system 

state equality constraints to a discrete-time Kalman Filter is functionally reprojecting the unconstrained 

solution onto a constraint surface using the inverse of the unconstrained solution’s covariance matrix as 

the weight matrix for the reprojection. 

 Given the expression of the constrained system state estimate in (3.35), a direct comparison 

between this research’s approach to applying system state equality constraints and other popular 

approaches may be made: 

• The “Perfect Observations” Approach: 

o Comparing the estimates of 𝒙̂𝒉 in (3.35) and (3.7), it is clear that the equations are 

nearly identical. It is important to note that 𝑹𝝁 in (3.7) represents a relaxation of the 

constraint equations, allowing them to not exactly be satisfied by 𝒙̂𝒉. For the special 

case where 𝑹𝝁 ≔ 𝟎, there is no relaxation of the constraint equations and they must be 

perfectly satisfied by 𝒙̂𝒉, and under this special case, the “perfect observations” 

approach and this research’s approach gives identical results.  

• The System State Reprojection Approach: 

o Comparing the estimates of 𝒙̂𝒉 in (3.35) and (3.11), it is clear that the estimates are 

identical for the special case where the system state reprojection weighting matrix is 

defined to be 𝑾 ≔ 𝑷−𝟏(𝑘 + 1). This equivalency also allows for several inferences to 

be made about the properties of this research’s approach to applying system state 
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constraints, chief among which is that the constrained system state estimate derived 

through this research constitutes a Maximum Likelihood Estimate (MLE). 

• The Kalman Gain Reprojection Approach: 

o Comparing the estimates of 𝒙̂𝒉 in (3.35) and (3.13), it is clear that the estimates of the 

constrained system state are similar but not identical. Under the special case where 

𝑷(𝑘 + 1) = 𝑰, these estimates would be identical to one another, but this situation is 

unlikely to arise in practice. 

 It is encouraging that the approach taken to apply system state constraints in this research 

provides equivalent system state estimates to the most widely-used approaches to applying system 

state constraints. It is worth noting that this research’s approach additionally allows for the calculation 

of quantities that are otherwise not estimable when using other methods to apply system state 

constraint equations. For example, the estimate of the constrained process noise vector is unique to this 

research. Additionally, given the formulation of the constrained Kalman Filter problem using the three 

sets of pseudo-observations, this research enables the calculation of the process noise residuals, 

residuals of the predicted system state vector, and observation residuals, along with their associated 

covariance matrices. The derivation of these residual vectors, along with their covariance matrices, is 

described in Section 3.3.5. 

3.3.4 The Constrained System State and Process Noise Covariance Matrices 

 The covariance matrix for the constrained system state estimate may be readily derived by 

applying Covariance Law to (3.34), as follows: 

𝑷𝒉 = [𝑰 + 𝑲𝑪 − 𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

(𝑯 + 𝑯𝑲𝑪) 𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑲 − 𝑲] [
𝑷(𝑘 + 1, 𝑘) 𝟎

𝟎 𝑹
] ∙ 

∙ [
𝑰 + 𝑪𝑻𝑲𝑻 − (𝑯𝑻 + 𝑪𝑻𝑲𝑻𝑯𝑻)(𝑯𝑷𝑯𝑻)

−𝟏
𝑯𝑷

𝑲𝑻𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷 − 𝑲𝑻
] 

𝑷𝒉 = 𝑷(𝑘 + 1, 𝑘) + 𝑷(𝑘 + 1, 𝑘)𝑪𝑻𝑲𝑻 − 𝑷(𝑘 + 1, 𝑘)(𝑯𝑻 + 𝑪𝑻𝑲𝑻𝑯𝑻)(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷 

+𝑲𝑪𝑷(𝑘 + 1, 𝑘) + 𝑲𝑪𝑷(𝑘 + 1, 𝑘)𝑪𝑻𝑲𝑻 − 𝑲𝑪𝑷(𝑘 + 1, 𝑘)(𝑯𝑻 + 𝑪𝑻𝑲𝑻𝑯𝑻)(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷 

−𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

(𝑯 + 𝑯𝑲𝑪)𝑷(𝑘 + 1, 𝑘) − 𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

(𝑯 + 𝑯𝑲𝑪)𝑷(𝑘 + 1, 𝑘)𝑪𝑻𝑲𝑻 

+𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

(𝑯 + 𝑯𝑲𝑪)𝑷(𝑘 + 1, 𝑘)(𝑯𝑻 + 𝑪𝑻𝑲𝑻𝑯𝑻)(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷 
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+𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑲𝑹𝑲𝑻𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷 − 𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑲𝑹𝑲𝑻 

−𝑲𝑹𝑲𝑻𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷 + 𝑲𝑹𝑲𝑻 

This equation eventually simplifies to 

𝑷𝒉 = 𝑷(𝑘 + 1, 𝑘) − 𝑷(𝑘 + 1, 𝑘)𝑪𝑻𝑫𝒅
−𝟏𝑪𝑷(𝑘 + 1, 𝑘) − 𝑷𝑯(𝑯𝑷𝑯𝑻)

−𝟏
𝑯𝑻𝑷 (3.37) 

or equivalently, 

𝑷𝒉 = 𝑷 − 𝑷𝑯(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑻𝑷 (3.38) 

 The covariance matrix for the constrained process noise estimate may be similarly derived as 

follows: 

𝑫𝒘𝒉
= [𝑰 −𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯 𝑸𝑩𝑻𝑷−𝟏(𝑘 + 𝑘, 𝑘) (𝑲 − 𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯𝑲)] ∙ 

∙ [

𝑸 𝑸𝑩𝑻 𝑸𝑩𝑻𝑪𝑻

𝑩𝑸 𝑷(𝑘 + 1, 𝑘) 𝑷(𝑘 + 1, 𝑘)𝑪𝑻

𝑪𝑩𝑸 𝑪𝑷(𝑘 + 1, 𝑘) 𝑫𝒅

] [

𝑰

−𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸

(𝑲𝑻 − 𝑲𝑻𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷)𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸

] 

𝑫𝒘𝒉
= 𝑸 + 𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯𝑩𝑸 

+𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘) (𝑲 − 𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑲)𝑪𝑩𝑸 − 𝑸𝑩𝑻𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸 

+𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷(𝑘 + 1, 𝑘)𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸 

−𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘) (𝑲 − 𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑲)𝑪𝑷(𝑘 + 1, 𝑘)𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸 

+𝑸𝑩𝑻𝑪𝑻 (𝑲𝑻 − 𝑲𝑻𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷)𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸 

−𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷(𝑘 + 1, 𝑘)𝑪𝑻 (𝑲𝑻 − 𝑲𝑻𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷)𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸 

+ 𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘) (𝑲 − 𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑲)𝑫𝒅 (𝑲𝑻 − 𝑲𝑻𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷)𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸 

This equation eventually simplifies to 

𝑫𝒘𝒉
= 𝑸 − 𝑸𝑩𝑻𝑪𝑻𝑫𝒅

−𝟏𝑪𝑩𝑸 − 𝑸𝑩𝑻(𝑰 − 𝑪𝑻𝑲𝑻)𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯(𝑰 − 𝑲𝑪)𝑩𝑸 (3.39) 

or equivalently, 
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𝑫𝒘𝒉
= 𝑫𝒘 − 𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯𝑷𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸 (3.40) 

For the sake of completeness, the covariance matrix between the constrained estimates of the system 

state vector and process noise vector may be determined similarly: 

𝑫𝒙𝒉𝒘𝒉
= [𝟎 𝑰 − 𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯 (𝑲 − 𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯𝑲)] ∙ 

∙ [

𝑸 𝑸𝑩𝑻 𝑸𝑩𝑻𝑪𝑻

𝑩𝑸 𝑷(𝑘 + 1, 𝑘) 𝑷(𝑘 + 1, 𝑘)𝑪𝑻

𝑪𝑩𝑸 𝑪𝑷(𝑘 + 1, 𝑘) 𝑫𝒅

] [

𝑰

−𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸

(𝑲𝑻 − 𝑲𝑻𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷)𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸

] 

𝑫𝒙𝒉𝒘𝒉
= (𝑰 − 𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯)𝑩𝑸 + (𝑲 − 𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯𝑲)𝑪𝑩𝑸 

−(𝑰 − 𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯)𝑷(𝑘 + 1, 𝑘)𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑷−1(𝑘 + 1, 𝑘)𝑩𝑸 

−(𝑲 − 𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑲)𝑪𝑷(𝑘 + 1, 𝑘)𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸 

+(𝑰 − 𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯)𝑷(𝑘 + 1, 𝑘)𝑪𝑻 (𝑲𝑻 − 𝑲𝑻𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷)𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸 

+(𝑲 − 𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑲)𝑫𝒅 (𝑲𝑻 − 𝑲𝑻𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷)𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸 

This equation eventually simplifies to 

𝑫𝒙𝒉𝒘𝒉
= (𝑰 − 𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯)(𝑰 − 𝑲𝑪)𝑩𝑸 (3.41) 

or equivalently, 

𝑫𝒙𝒉𝒘𝒉
= 𝑫𝒙𝒘 − 𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯(𝑰 − 𝑲𝑪)𝑩𝑸 (3.42) 

3.3.5 The Process Noise, Predicted System State, and Observation Residual 

Vectors and their Associated Covariance Matrices 

 Once the constrained estimates of the system state and process noise vectors have been 

evaluated, the process of estimating the process noise, predicted system state, and observation residual 

vectors is accomplished by simply substituting the least-squares estimated quantities into the residual 

equations in (3.20). This section follows this process for each residual vector, and performs error 

propagation to determine the corresponding covariance matrix. 



 

79 

 

3.3.5.1 Process Noise Residual Vector and Its Covariance Matrix 

 The process noise residual vector may be estimated from (3.16) as  

𝒗̂𝒘𝒉
= 𝒘̂𝒉 − 𝒍𝒘 (3.43) 

which may be evaluated using the expression for the constrained process noise vector in (3.36) as 

𝒗̂𝒘𝒉
= 𝒘̂ − 𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)

−𝟏
(𝑯𝒙̂ − 𝒉) − 𝒍𝒘 

 In practice, the process noise pseudo-observation vector is typically taken to be equal to zero, 

which allows this equation to be simplified to 

𝒗̂𝒘𝒉
= 𝒘̂ − 𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)

−𝟏
(𝑯𝒙̂ − 𝒉) (3.44) 

 Considering the expression of 𝒗̂𝒘 in (2.62), (3.44) may also be rewritten as 

𝒗̂𝒘𝒉
= 𝒗̂𝒘 − 𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)

−𝟏
(𝑯𝒙̂ − 𝒉) (3.45) 

 The covariance matrix of 𝒗̂𝒘𝒉
 may be determined through application of covariance law, as 

follows: 

𝑫𝒗̂𝒘𝒉
= [𝑰 −𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯 −𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯𝑲] ∙ 

∙ [

𝑸 𝑸𝑩𝑻 𝑸𝑩𝑻𝑪𝑻

𝑩𝑸 𝑷(𝑘 + 1, 𝑘) 𝑷(𝑘 + 1, 𝑘)𝑪𝑻

𝑪𝑩𝑸 𝑪𝑷(𝑘 + 1, 𝑘) 𝑫𝒅

] [

𝑰

−𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸

−𝑲𝑻𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸

] 

𝑫𝒗̂𝒘𝒉
= 𝑸 − 𝑸𝑩𝑻𝑷−1(𝑘 + 1, 𝑘)𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯𝑩𝑸 − 𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯𝑲𝑪𝑩𝑸 

−𝑸𝑩𝑻𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸 

+𝑸𝑩𝑻𝑷−1(𝑘 + 1, 𝑘)𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷(𝑘 + 1, 𝑘)𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸 

+𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑲𝑪𝑷(𝑘 + 1, 𝑘)𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸 

−𝑸𝑩𝑻𝑪𝑻𝑲𝑻𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸 

+𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷(𝑘 + 1, 𝑘)𝑪𝑻𝑲𝑻𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸 

+𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑲𝑫𝒅𝑲𝑻𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸 

This equation eventually simplifies to 
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𝑫𝒗̂𝒘𝒉
= 𝑸𝑩𝑻𝑪𝑻𝑫𝒅

−𝟏𝑪𝑩𝑸 + 𝑸𝑩𝑻(𝑰 − 𝑪𝑻𝑲𝑻)𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯(𝑰 − 𝑲𝑪)𝑩𝑸 (3.46) 

which may be equivalently written as 

𝑫𝒗̂𝒘𝒉
= 𝑫𝒗̂𝒘

+ 𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷(𝑘 + 1)𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸 (3.47) 

3.3.5.2 Residual Vector of the Predicted System State Vector and Its Covariance Matrix 

The predicted system state residual vector may be estimated from (3.14) as 

𝒗̂𝒙𝒉
= 𝒙̂ − 𝒍𝒙 − 𝑩𝒘̂ − 𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
(𝑯𝒙̂ − 𝒉) + 𝑩𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
(𝑯𝒙̂ − 𝒉)(3.48) 

which may be rewritten as 

𝒗̂𝒙𝒉
= 𝒗̂𝒙 − (𝑰 + 𝑩𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘))𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
(𝑯𝒙̂ − 𝒉) (3.49) 

 The covariance matrix of 𝒗̂𝒙̂𝒉
 may be determined by covariance law as 

𝑫𝒗̂𝒙𝒉
= [−𝑩 𝑰 + (𝑩𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘) − 𝑰)𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯 

𝑲 + (𝑩𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘) − 𝑰)𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑲 −𝑰] ∙ 

∙

[
 
 
 
 

𝑸 𝑸𝑩𝑻 𝑸𝑩𝑻𝑪𝑻 𝟎

𝑩𝑸 𝑷(𝑘 + 1, 𝑘) 𝑷(𝑘 + 1, 𝑘)𝑪𝑻 𝑫𝒍𝒙

𝑪𝑩𝑸 𝑪𝑷(𝑘 + 1, 𝑘) 𝑫𝒅 𝑪𝑫𝒍𝒙

𝟎 𝑫𝒍𝒙 𝑫𝒍𝒙𝑪
𝑻 𝑫𝒍𝒙 ]

 
 
 
 

[
 
 
 
 

−𝑩𝑻

𝑰 + 𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷(𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸𝑩𝑻 − 𝑰)

𝑲𝑻 + 𝑲𝑻𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷(𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸𝑩𝑻 − 𝑰)

−𝑰 ]
 
 
 
 

 

Defining 𝑺 = (𝑩𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘) − 𝑰)𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

, this equation becomes 

𝑫𝒗̂𝒙𝒉

= [−𝑩 𝑰 + 𝑺𝑯 𝑲 + 𝑺𝑯𝑲 −𝑰]

[
 
 
 
 

𝑸 𝑸𝑩𝑻 𝑸𝑩𝑻𝑪𝑻 𝟎

𝑩𝑸 𝑷(𝑘 + 1, 𝑘) 𝑷(𝑘 + 1, 𝑘)𝑪𝑻 𝑫𝒍𝒙

𝑪𝑩𝑸 𝑪𝑷(𝑘 + 1, 𝑘) 𝑫𝒅 𝑪𝑫𝒍𝒙

𝟎 𝑫𝒍𝒙 𝑫𝒍𝒙𝑪
𝑻 𝑫𝒍𝒙 ]

 
 
 
 

[

−𝑩𝑻

𝑰 + 𝑯𝑻𝑺𝑻

𝑲𝑻 + 𝑲𝑻𝑯𝑻𝑺𝑻

−𝑰

] 

𝑫𝒗̂𝒙𝒉
= 𝑩𝑸𝑩𝑻 − (𝑰 + 𝑺𝑯)𝑩𝑸𝑩𝑻 − (𝑲 + 𝑺𝑯𝑲)𝑪𝑩𝑸𝑩𝑻 − 𝑩𝑸𝑩𝑻(𝑰 + 𝑯𝑻𝑺𝑻) 

+(𝑰 + 𝑺𝑯)𝑷(𝑘 + 1, 𝑘)(𝑰 + 𝑯𝑻𝑺𝑻) + (𝑲 + 𝑺𝑯𝑲)𝑪𝑷(𝑘 + 1, 𝑘)(𝑰 + 𝑯𝑻𝑺𝑻) − 𝑫𝒍𝒙(𝑰 + 𝑯𝑻𝑺𝑻) 

−𝑩𝑸𝑩𝑻𝑪𝑻(𝑲𝑻 + 𝑲𝑻𝑯𝑻𝑺𝑻) + (𝑰 + 𝑺𝑯)𝑷(𝑘 + 1, 𝑘)𝑪𝑻(𝑲𝑻 + 𝑲𝑻𝑯𝑻𝑺𝑻) 

+(𝑲 + 𝑺𝑯𝑲)𝑫𝒅(𝑲𝑻 + 𝑲𝑻𝑯𝑻𝑺𝑻) − 𝑫𝒍𝒙𝑪
𝑻(𝑲𝑻 + 𝑲𝑻𝑯𝑻𝑺𝑻) − (𝑰 + 𝑺𝑯)𝑫𝒍𝒙 − (𝑲 + 𝑺𝑯𝑲)𝑪𝑫𝒍𝒙 + 𝑫𝒍𝒙 
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which eventually simplifies to 

𝑫𝒗̂𝒙𝒉
= 𝑫𝒍𝒙𝑪

𝑻𝑫𝒅
−𝟏𝑪𝑫𝒍𝒙 + 𝑫𝒍𝒙(𝑰 − 𝑪𝑻𝑲𝑻)𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯(𝑰 − 𝑲𝑪)𝑫𝒍𝒙

(3.50) 

The expression in (3.50) may be equivalently expressed as 

𝑫𝒗̂𝒙𝒉
= 𝑫𝒗̂𝒙

+ 𝑫𝒍𝒙𝑷
−𝟏(𝑘 + 1, 𝑘)𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯𝑷𝑷−𝟏(𝑘 + 1, 𝑘)𝑫𝒍𝒙

(3.51) 

3.3.5.3 Observation Residual Vector and Its Covariance Matrix 

The observation residual vector may be calculated from (3.18) as 

𝒗̂𝒛𝒉
=  𝑪 (𝒙̂ − 𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
(𝑯𝒙̂ − 𝒉)) − 𝒍𝒛 (3.52) 

which may be rewritten as 

𝒗̂𝒛𝒉
= (𝑪𝑲 − 𝑰)𝒅 − 𝑪𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
(𝑯𝒙̂ − 𝒉) (3.53) 

or equivalently, 

𝒗̂𝒛𝒉
= 𝒗̂𝒛 − 𝑪𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
(𝑯𝒙̂ − 𝒉) (3.54) 

 The covariance matrix of 𝒗̂𝒛𝒉
 may be determined via covariance law as 

𝑫𝒗̂𝒛𝒉
= [−𝑪𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯 𝑪𝑲 − 𝑰 − 𝑪𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯𝑲] [

𝑷(𝑘 + 1, 𝑘) 𝑷(𝑘 + 1, 𝑘)𝑪𝑻

𝑪𝑷(𝑘 + 1, 𝑘) 𝑫𝒅
] ∙ 

∙ [
−𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯𝑷𝑪𝑻

𝑲𝑻𝑪𝑻 − 𝑰 − 𝑲𝑻𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑪𝑻
] 

𝑫𝒗̂𝒛𝒉
= 𝑪𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯𝑷(𝑘 + 1, 𝑘)𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯𝑷𝑪𝑻 − 𝑪𝑲𝑪𝑷(𝑘 + 1, 𝑘)𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯𝑷𝑪𝑻 

+𝑪𝑷(𝑘 + 1, 𝑘)𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑪𝑻 + 𝑪𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑲𝑪𝑷(𝑘 + 1, 𝑘)𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑪𝑻 

−𝑪𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷(𝑘 + 1, 𝑘)𝑪𝑻𝑲𝑻𝑪𝑻 + 𝑪𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷(𝑘 + 1, 𝑘)𝑪𝑻 

+𝑪𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷(𝑘 + 1, 𝑘)𝑪𝑻𝑲𝑻𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑪𝑻 + 𝑪𝑲𝑫𝒅𝑲
𝑻𝑪𝑻 − 𝑪𝑲𝑫𝒅 

−𝑪𝑲𝑫𝒅𝑲𝑻𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑪𝑻 − 𝑫𝒅𝑲𝑻𝑪𝑻 + 𝑫𝒅 + 𝑫𝒅𝑲𝑻𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑪𝑻 

−𝑪𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑲𝑫𝒅𝑲
𝑻𝑪𝑻 + 𝑪𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯𝑲𝑫𝒅 

+𝑪𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑲𝑫𝒅𝑲𝑻𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑪𝑻 
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which eventually simplifies to 

𝑫𝒗̂𝒛𝒉
= (𝑰 − 𝑪𝑲)𝑹 + 𝑪𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)

−𝟏
𝑯𝑷𝑪𝑻 (3.55) 

or equivalently, 

𝑫𝒗̂𝒛𝒉
= 𝑫𝒗̂𝒛

+ 𝑪𝑷𝑯𝑻(𝑯𝑷𝑯𝑻)
−𝟏

𝑯𝑷𝑪𝑻 (3.56) 

3.3.6 Extended Kalman Filter with State Constraints 

In the Extended Kalman Filter (EKF), the system model, measurement model, and system state 

constraints may be extended to accommodate non-linear equations in general: 

𝒙(𝑘 + 1) = 𝑨(𝒙(𝑘)) + 𝑩𝒘(𝑘) (3.57) 

𝒛(𝑘 + 1) + 𝒗𝒛 = 𝑪(𝒙(𝑘 + 1)) (3.58) 

and  

𝑯(𝒙(𝑘 + 1)) − 𝒉 = 𝟎 (3.59) 

 The three sets of pseudo-observations are modified to become: 

𝒍𝒙 + 𝑩(𝒘(𝑘)) + 𝒗𝒙 = 𝑨(𝒙(𝑘)) (3.60) 

𝒍𝒘 + 𝒗𝒘 =  𝒘(𝑘) (3.61) 

and 

𝒍𝒛 + 𝒗𝒛 = 𝑪(𝒙(𝑘 + 1)) (3.62) 

 To facilitate variance propagation and model linearization, each non-linear model has an 

associated Jacobian matrix, defined as: 

𝑨(𝑘 + 1, 𝑘) =
𝜕𝑨(𝒙(𝑘))

𝜕𝒙(𝑘)
(3.63) 

𝑪(𝑘 + 1) =
𝜕𝑪(𝒙(𝑘 + 1))

𝜕𝒙(𝑘 + 1)
(3.64) 

and 

𝑯(𝑘 + 1) =
𝜕𝑯(𝒙(𝑘 + 1))

𝜕𝒙(𝑘 + 1)
(3.65) 
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 In the EKF, each non-linear model is linearized using the Jacobian matrices given above to 

facilitate the matrix computations necessary to estimate the optimal system state and process noise 

vectors. Given the models provided from (3.57) to (3.62) and the Jacobian matrices provided from (3.63) 

to (3.65), the entire procedure for the linear system state-constrained Kalman Filter may be followed for 

the EKF as well, with some small adjustments: 

• Any instance of 𝑨(𝑘 + 1, 𝑘), 𝑩(𝑘 + 1, 𝑘), 𝑪(𝑘 + 1), or 𝑯(𝑘 + 1) in the linear system state-

constrained Kalman Filter equations is replaced by its associated Jacobian matrix instead. 

• The predicted state vector is calculated as 𝒙̂(𝑘 + 1, 𝑘) = 𝑨(𝒙(𝑘)). 

• The system innovation is defined to be 𝒅 = 𝑪(𝒙̂(𝑘 + 1, 𝑘)) − 𝒛 instead of 𝒅 = 𝑪𝒙̂(𝑘 + 1, 𝑘) −

𝒛. 

• Any instance of 𝑯𝒙̂(𝑘 + 1) − 𝒉 in the linear system state-constrained Kalman Filter equations is 

replaced by an evaluation of the non-linear constraint equations in (3.59). 

 Aside from these adjustments, the overall process of the EKF is identical to that of the linear 

system state-constrained Kalman Filter. 

3.4 Summary of the System State-Constrained Kalman Filter 

 A workflow diagram describing the overall processing flow for the system state-constrained EKF 

is provided in Figure 3.4.1. 
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Figure 3.4.1: A workflow diagram describing the overall processing flow for the system state-constrained EKF. Note that the 
system state constraints are enforced after the standard Kalman Filter equations have been applied. 

 From Figure 3.4.1 and the derivations in the preceding sections, the process of enforcing system 

state constraints may be considered to be separate from the core Kalman Filtering process, since all 

constrained quantities may be expressed relative to their unconstrained counterparts. The overall 

process of applying system state constraints to an EKF may therefore be defined as: 

i. Following the standard EKF process workflow. 

ii. Enforcing the system state constraints as adjustments to the unconstrained quantities 

determined through the standard EKF. 

 With this process in mind, Section 3.4.1 describes the Kalman Filter equations without system 

state constraints, as derived in [Wang, 1997; Caspary and Wang, 1998]. Section 3.4.2 then goes on to 

describe how to modify the unconstrained quantities to enforce the system state constraint equations. 
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3.4.1 Kalman Filter Equations Without System State Constraints 

 As determined in [Wang, 1997; Caspary and Wang, 1998], the optimal estimate of the system 

state vector is given by 

𝒙̂(𝑘 + 1) = 𝒙̂(𝑘 + 1, 𝑘) + 𝑲𝒅 (3.66) 

with an associated covariance matrix of 

𝑷(𝑘 + 1) = (𝑰 − 𝑲𝑪)𝑷(𝑘 + 1, 𝑘)(𝑰 − 𝑪𝑻𝑲𝑻) + 𝑲𝑹𝑲𝑻 (3.67) 

 The optimal estimate of the process noise vector is given by 

𝒘̂(𝑘 + 1) = 𝒘𝟎(𝑘 + 1) + 𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑲𝒅 (3.68) 

with an associated covariance matrix of 

𝑫𝒘̂ = 𝑸 − 𝑸𝑩𝑻𝑪𝑻𝑫𝒅
−𝟏𝑪𝑩𝑸 (3.69) 

 Once these quantities have been estimated, the residual vectors for the predicted system state, 

process noise, and observations may be calculated alongside their associated covariance matrices as 

follows: 

• The residuals of the predicted system state vector: 

𝒗̂𝒙 = 𝑫𝒍𝒙𝑷
−𝟏(𝑘 + 1, 𝑘)𝑲𝒅 (3.70) 

𝑫𝒗̂𝒙
= 𝑫𝒍𝒙𝑪

𝑻𝑫𝒅
−𝟏𝑪𝑫𝒍𝒙

(3.71) 

• The process noise residuals: 

𝒗̂𝒘 = 𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑲𝒅 (3.72) 

𝑫𝒗̂𝒘
= 𝑸𝑩𝑻𝑪𝑻𝑫𝒅

−𝟏𝑪𝑩𝑸 (3.73) 

• The observation residuals: 

𝒗̂𝒛 = (𝑪𝑲 − 𝑰)𝒅 (3.74) 

𝑫𝒗̂𝒛
= (𝑰 − 𝑪𝑲)𝑹 (3.75) 
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3.4.2 Enforcing System State Constraints 

 Once the unconstrained quantities in Section 3.4.1 have been estimated, the system state 

constraints may be enforced by making the necessary adjustments to them. The constrained estimate of 

the system state vector is given by 

𝒙̂𝒉(𝑘 + 1) =  𝒙̂(𝑘 + 1) − 𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)
−𝟏

(𝑯𝒙̂(𝑘 + 1) − 𝒉) (3.76) 

with an associated covariance matrix of 

𝑷𝒉(𝑘 + 1) = 𝑷(𝑘 + 1) − 𝑷(𝑘 + 1)𝑯(𝑯𝑷(𝑘 + 1)𝑯𝑻)
−𝟏

𝑯𝑻𝑷(𝑘 + 1) (3.77) 

 The constrained estimate of the process noise vector is given by 

𝒘̂𝒉(𝑘 + 1) = 𝒘̂(𝑘 + 1) − 𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)
−𝟏

(𝑯𝒙̂(𝑘 + 1) − 𝒉) (3.78) 

with an associated covariance matrix of 

𝑫𝒘𝒉
= 𝑫𝒘 − 𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)

−𝟏
𝑯𝑷(𝑘 + 1)𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸 (3.79) 

 As before, the constrained residual vectors may be calculated alongside their associated 

covariance matrices as follows: 

• The residuals of the predicted system state vector: 

𝒗̂𝒙𝒉
= 𝒗̂𝒙 − (𝑰 + 𝑩𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘))𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)

−𝟏
(𝑯𝒙̂(𝑘 + 1) − 𝒉) (3.80) 

𝑫𝒗̂𝒙𝒉
= 𝑫𝒗̂𝒙

+ 𝑫𝒍𝒙𝑷
−𝟏(𝑘 + 1, 𝑘)𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)

−𝟏
𝑯𝑷(𝑘 + 1)𝑷−𝟏(𝑘 + 1, 𝑘)𝑫𝒍𝒙

(3.81) 

• The process noise residuals: 

𝒗̂𝒘𝒉
= 𝒗̂𝒘 − 𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)

−𝟏
(𝑯𝒙̂(𝑘 + 1) − 𝒉) (3.82) 

𝑫𝒗̂𝒘𝒉
= 𝑫𝒗̂𝒘

+ 𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)
−𝟏

𝑯𝑷(𝑘 + 1)𝑷−𝟏(𝑘 + 1, 𝑘)𝑩𝑸 (3.83) 

• The observation residuals: 

𝒗̂𝒛𝒉
= 𝒗̂𝒛 − 𝑪𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)

−𝟏
(𝑯𝒙̂(𝑘 + 1) − 𝒉) (3.84) 

𝑫𝒗̂𝒛𝒉
= 𝑫𝒗̂𝒛

+ 𝑪𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)
−𝟏

𝑯𝑷(𝑘 + 1)𝑪𝑻 (3.85) 



 

87 

 

3.5 Comprehensive Error Analysis in the System State Constrained 

Kalman Filter 

 The preceding sections of this chapter laid a foundation for a more thorough and rigorous error 

analysis in Kalman Filters with system state constraints. This section explores the statistical analysis that 

is made possible by this research’s approach to enforcing system state constraints in a Kalman Filter. 

 In Kalman Filtering, it is very common to use the system innovation vector for most statistical 

tests. This is largely a matter of practicality for embedded real-time systems, since the system 

innovation vector is evaluated prior to performing the measurement update, which therefore allows 

statistical testing to be done without needing to apply the measurement update multiple times. This 

allows for very efficient statistical testing to be accomplished, but does have some disadvantages in 

terms of the detailed conclusions that may be drawn from these tests in a post-processing environment. 

The system innovation vector includes errors from all three statistically-independent error sources in the 

Kalman Filter, since it is influenced by observation errors, process noise errors, and errors in the 

predicted system state. It is therefore challenging to know what precisely is impacting the system 

innovation vector, since it mixes together errors from the system model, measurement model, and 

previously-estimated system state. 

 This research moves beyond the system innovation vector for the statistical analysis of errors 

and towards using the residual quantities as described in Section 3.3.5. There are three main categories 

of the types of error analysis enabled for state-constrained Kalman Filters by this work: 

i. Residual Analysis 

This analysis focuses on evaluating the estimated residual vectors themselves. This includes the 

observation residuals, process noise residuals, and residuals of the predicted system state 

vector. 

The observation residuals provide insight into how well the observations fit the measurement 

model. This can be used for the standard outlier detection procedure, or to fuel improvements 

to observation models that are underperforming. 

The process noise residuals provide insight into how well the system models are performing. 

This can be used to evaluate the performance of the system model to determine how well it 

reflects the actual motion of the system. Additionally, for a system that sometimes uses a 
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simplified system model (e.g. constant linear velocity instead of constant linear acceleration), 

the process noise residuals can provide insight into when the simplified system model is 

sufficiently or insufficiently describing the system dynamics. 

The residuals of the predicted system state vector can provide insight into whether there are 

issues in the overall system state estimation process from the previous epoch to the current 

one. These residuals generally have high correlation with one another, and so it can be 

impractical to use the individual elements in the residual vector of the predicted system states 

to draw conclusions. 

ii. Reliability Analysis 

Reliability analysis can be thought of as focusing on the system’s resilience to errors. Generally, 

reliability analysis may be conducted from two essential perspectives: the redundancy 

contributions made by different parts of the Kalman Filter and the minimum detectable outliers 

in the Kalman Filter [Knight et al, 2010]. 

For any residual vector that has a known cofactor or covariance matrix, the contribution of that 

residual vector to the overall redundancy of an overdetermined system may be determined. 

Additionally, the residual vectors may be divided into partitioned subvectors with a separately 

determined redundancy contribution for each partitioned element as long as the subvectors are 

not correlated to one another. Taking this to its extreme, the redundancy contribution for each 

element in a residual vector associated with a group of uncorrelated measurements may be 

determined, and these values are called redundancy indices. Redundancy indices take on values 

between 0 and 1, with a value of 0 corresponding to having no redundancy (i.e., a high leverage 

observation element or strong influential observation element) and a value of 1 corresponding 

to being completely redundant. This can be used to evaluate the necessity of different 

observations in the positioning Kalman Filter, with lower redundancy indices corresponding to 

observations that might benefit from being supplemented and higher redundancy indices 

corresponding to observations that are not providing unique information, without requiring 

data to be collected first. 

iii. Variance Component Estimation 

Variance Component Estimation (VCE) provides information about the overall level of 

agreement between the a posteriori residual values and the assumed a priori accuracies of 
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elements in the Kalman Filter. When applied ongoingly throughout a dataset, VCE allows for an 

adaptive dynamic rescaling of the covariance matrices for the predicted system state, process 

noise, and observations. 

VCE can be seen as a culmination of both residual analysis and reliability analysis, since it 

combines both of them together to provide an overall measure of system performance. As with 

both residual analysis and reliability analysis, the vectors being analysed can be partitioned to 

determine separate variance component factors for each partitioned element, which allows for 

more granular information to be gleaned from the VCE analysis. 

 These three key categories work together to characterize a PosAtt system’s errors, reliability, 

and solution quality. Using comprehensive error analysis tools provides a complete picture of the 

performance of a PosAtt system on the whole, as well as the performance of its constituent parts. In the 

event of equipment failure or unreliable data, these tools serve to provide important information that 

may be used to diagnose and rectify specific problems. 

 The following sections provide more detail on these three categories of error analysis in the 

system state-constrained Kalman Filter. 

3.5.1 Residual Analysis 

 The residual analysis made possible by this research’s approach to enforcing system state 

constraints is largely identical to the typical residual analysis discussed in Section 2.5.1.1.1, with the 

most common use case being outlier detection. The main point of departure from the literature here is 

in the interpretation of the process noise residuals, since these were previously unable to be estimated 

for a state-constrained Kalman Filter and were therefore inaccessible for residual analysis. 

 This research generally uses the residual elements to test for outliers. If a residual value is not an 

outlier, it should be statistically equal to zero, corresponding to the null hypothesis 

𝐻0: 𝑣̃𝑖 = 0,𝐻𝑎: 𝑣̃𝑖 ≠ 0 (3.86) 

where 𝑣̃𝑖 denotes the true value of residual element 𝑖. 

 According to Central Limit Theorem, the sampling distribution of the mean of a dataset 

converges to a normal distribution. As the number of observations increases, the estimated residual 

value 𝑣𝑖 should therefore converge towards a normal distribution with zero mean and an a priori 
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standard deviation of 𝜎𝑣𝑖
. Under this assumed distribution, the null hypothesis may be tested using the 

test statistic 

 

𝑠𝑖 =
𝑣𝑖

𝜎𝑣𝑖

~𝑁(0,1) (3.87) 

where 𝑠𝑖  is the standardized residual corresponding to residual element 𝑣𝑖. 

 The a posteriori standard deviation of the residual element, 𝜎̂𝑣𝑖
, may also be used to test the 

null hypothesis using the test statistic 

𝑠𝑖 =
𝑣𝑖

𝜎̂𝑣𝑖

~𝑡(𝑑𝑜𝑓) (3.88) 

where 𝑑𝑜𝑓 denotes the degrees of freedom in estimating 𝜎̂𝑣𝑖
. 

 The test statistics in (3.87) and (3.88) are applicable to both observation and process noise 

residual vector elements. Any testing of the residuals of the predicted state vector is complicated by the 

fact that state vector elements are typically strongly correlated with one another. 

3.5.2 Reliability Analysis 

Reliability analysis provides unique opportunities in system design and testing, since the 

estimation of the redundancy contribution matrices in the state-constrained Kalman Filter do not 

depend upon having actual observations. This allows for reliability analysis to be performed over 

simulated trajectories, which provides the opportunity to test and compare the performance of 

different system configurations without needing to assemble a physical system to test. 

3.5.2.1 Redundancy Contribution Estimation 

The estimation of the redundancy contribution of each residual vector follows a similar process 

to that described in Section 2.5.1.1.2, with the general formula used to estimate the redundancy 

contribution given by 

𝑟𝑣 = tr(𝑫𝒗𝑫𝒍
−𝟏) (3.89) 

where 𝑫𝒗 is the estimated covariance matrix for the residual vector, and 𝑫𝒍 is the estimated covariance 

matrix (i.e. the cofactor matrix) for the corresponding observations. 

 For the three residual vectors in the unconstrained Kalman Filter, (3.89) becomes 
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𝑟𝑥 = tr(𝑫𝒍𝒙𝑪
𝑻𝑫𝒅

−𝟏𝑪) (3.90) 

𝑟𝑤 = tr(𝑸𝑩𝑻𝑪𝑻𝑫𝒅
−𝟏𝑪𝑩) (3.91) 

and 

𝑟𝑧 = tr(𝑰 − 𝑪𝑲) (3.92) 

 The total redundancy across all three pseudo-observation vectors is given by  

𝑟 = 𝑟𝑥 + 𝑟𝑤 + 𝑟𝑧 = 𝑝 (3.93) 

where 𝑝 is the number of elements in the observation vector [Wang, 1997; Wang, 2009]. 

 For the constrained predicted system state residual vector, (3.89) becomes 

𝑟𝑥ℎ
= tr(𝑫𝒍𝒙𝑪

𝑻𝑫𝒅
−𝟏𝑪) 

+tr (𝑫𝒍𝒙𝑷
−𝟏(𝑘 + 1, 𝑘)𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)

−𝟏
𝑯𝑷(𝑘 + 1)𝑷−𝟏(𝑘 + 1, 𝑘)) 

𝑟𝑥ℎ
= 𝑟𝑥 +  tr (𝑫𝒍𝒙𝑷

−𝟏(𝑘 + 1, 𝑘)𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)
−𝟏

𝑯𝑷(𝑘 + 1)𝑷−𝟏(𝑘 + 1, 𝑘)) (3.94) 

 For the constrained process noise residual vector, (3.89) becomes 

𝑟𝑤ℎ
= tr(𝑸𝑩𝑻𝑪𝑻𝑫𝒅

−𝟏𝑪𝑩) 

+tr (𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)
−𝟏

𝑯𝑷(𝑘 + 1)𝑷−𝟏(𝑘 + 1, 𝑘)𝑩) 

𝑟𝑤ℎ
= 𝑟𝑤 + tr (𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)

−𝟏
𝑯𝑷(𝑘 + 1)𝑷−𝟏(𝑘 + 1, 𝑘)𝑩) (3.95) 

 For the constrained observation residual vector, (3.89) becomes 

𝑟𝑧ℎ
= tr(𝑫𝒗𝒛

𝑹−𝟏) + tr (𝑪𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)
−𝟏

𝑯𝑷(𝑘 + 1)𝑪𝑻𝑹−𝟏) 

𝑟𝑧ℎ
= 𝑟𝑧 +  tr (𝑪𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)

−𝟏
𝑯𝑷(𝑘 + 1)𝑪𝑻𝑹−𝟏) (3.96) 

 The total redundancy across all three pseudo-observation vectors in the constrained Kalman 

Filter is given by 

𝑟 = 𝑟𝑥ℎ
+ 𝑟𝑤ℎ

+ 𝑟𝑧ℎ
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𝑟 = 𝑝 + tr (𝑫𝒍𝒙𝑷
−𝟏(𝑘 + 1, 𝑘)𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)

−𝟏
𝑯𝑷(𝑘 + 1)𝑷−𝟏(𝑘 + 1, 𝑘))

+ tr (𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)
−𝟏

𝑯𝑷(𝑘 + 1)𝑷−𝟏(𝑘 + 1, 𝑘)𝑩)

+  tr (𝑪𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)
−𝟏

𝑯𝑷(𝑘 + 1)𝑪𝑻𝑹−𝟏) 

 Using the fact that tr(𝑨𝑩) = tr(𝑩𝑨) = tr(𝑨𝑻𝑩) = tr(𝑩𝑻𝑨), this equation simplifies to 

𝑟 = 𝑝 + tr ((𝑯𝑷(𝑘 + 1)𝑯𝑻)
−𝟏

𝑯𝑷(𝑘 + 1)𝑯𝑻) = 𝑝 + tr(𝑰𝒉×𝒉) 

leading to an overall redundancy of 

𝑟 = 𝑝 + ℎ (3.97) 

where ℎ is the number of system state constraints being enforced in the state-constrained Kalman Filter. 

 There is one very important property illustrated by (3.94), (3.95) and (3.96). As long as all 

covariance matrices used in the Kalman Filter are positive definite, the quantities inside the tr(∙) in 

(3.94), (3.95), and (3.96) are all also positive definite and therefore their trace will be positive. This 

means that in the presence of system state constraints, the overall system redundancy is higher, which 

is very intuitive. This added system redundancy is distributed amongst the system state, process noise, 

and observation system redundancies. 

 Additionally, the overall redundancy that is added to the system by the system state constraint 

equations is equal to the number of system state constraints that are being enforced, which is also very 

intuitive. 

 The redundancy indices for individual elements in a residual vector may be estimated to 

evaluate each element’s contribution to the overall system redundancy as long as those elements are 

uncorrelated to each other. In the standard form of the Kalman filter, this is usually a valid argument for 

the process noise vector when Q is diagonal and for the measurement vector when R is diagonal; 

however, this is assumption is generally invalid for the predicted state vector, since its elements are 

typically correlated to each other. The individual elements’ contributions to the overall system 

redundancy is determined with the help of the matrix products found within the tr(∙) in each of 

equations (3.95), and (3.96). These matrices are defined to be 

𝑹𝒘𝒉
=  𝑸𝑩𝑻𝑪𝑻𝑫𝒅

−𝟏𝑪𝑩 

+𝑸𝑩𝑻𝑷−𝟏(𝑘 + 1, 𝑘)𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)
−𝟏

𝑯𝑷(𝑘 + 1)𝑷−𝟏(𝑘 + 1, 𝑘)𝑩 (3.98) 
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and 

𝑹𝒛𝒉
= 𝑫𝒗𝒛

𝑹−𝟏 + 𝑪𝑷(𝑘 + 1)𝑯𝑻(𝑯𝑷(𝑘 + 1)𝑯𝑻)
−𝟏

𝑯𝑷(𝑘 + 1)𝑪𝑻𝑹−𝟏 (3.99) 

 When 𝑸 is diagonal, the redundant index of an individual process noise element may be 

determined from (3.98) and is given by 

(𝑟𝑤ℎ
)
𝑖
= (𝑹𝒘𝒉

)
𝑖𝑖

(3.100) 

 When 𝑹 is diagonal, the redundant index of an individual observation element may be 

determined from (3.99) and given by 

(𝑟𝑧ℎ
)
𝑖
= (𝑹𝒛𝒉

)
𝑖𝑖

(3.101) 

 As previously mentioned, the redundancy index for a residual corresponding to a statistically 

independent observation has a value between 0 and 1, and describes how redundant the corresponding 

quantity is. A value of 1 indicates that the corresponding quantity is completely redundant, and could be 

removed from the filter with no effect. A value of 0 indicates that the corresponding quantity provides 

wholly unique information, and that if it were removed from the filter a solution would not be possible 

to achieve. When a quantity is wholly non-redundant, any associated residual would be equal to 0, so 

these quantities are not able to have their quality evaluated readily and are undesirable. These extreme 

values are very uncommon in practice, and in rough terms, it is generally desirable for observations to 

have redundant indices that are not too close to 0 or to 1. In other words, it is desirable for observations 

to provide unique, but overlapping information to facilitate both a stable Kalman Filter solution and 

reliable statistical testing for quality assurance. 

 When correlation exists between observations, the redundancy indices can have values less 

than 0 or greater than 1, and are not readily interpreted on their own. To conduct a proper reliability 

analysis under these circumstances, it is essential to account for the off-diagonal elements of 𝑹𝒘𝒉
 and 

𝑹𝒛𝒉
, as in [Wang, 1999]. However, the subtotal redundancy index of a group correlated observations 

remains an essential parameter for estimating their group variance factor.  

3.5.3 Variance Component Estimation 

 Variance Component Estimation (VCE) forms an essential part of evaluating the overall 

performance of a Kalman Filter. As defined in Section 2.5.1.1.2, variance factors describe the overall 

level of agreement in performance between the a posteriori estimates and their a priori assumed 



 

94 

 

accuracies, on the assumption that they conform to specified normal distributions. VCE can be 

performed at different levels, ranging from an all-inclusive variance of unit weight that describes the 

overall system’s performance, to individual variances of unit weight for each type of uncorrelated 

measurement. Additionally, VCE may be estimated globally over the entire observation period, 

regionally over a time window, or locally at a specific time instant. 

 A variance factor may be estimated to describe the scale factor between the a priori cofactor 

matrices corresponding to each set of pseudo-observations comprising the Kalman Filter and the a 

posteriori estimate of the corresponding covariance matrix. Variance factors are unitless quantities that 

describe the ratio of the a posteriori estimated variance to the a priori variance. Generally, if an 

estimated variance factor has a value near 1, the system can usually be considered well-tuned, but a 

value significantly different from 1 may indicate the following: 

i. When the variance factor is greater than 1: 

A large variance factor broadly indicates that the system is performing worse than expected, 

with the following potential sources for performance issues: 

a. The observations (or pseudo-observations) have higher variances than had been 

assumed. 

b. There is an issue causing the models of the observations to not accurately describe the 

actual observations. This could be indication of an under-parameterized state vector. 

ii. When the variance factor is less than 1: 

A small variance factor broadly indicates that the system is performing better than would be 

expected. While it may be tempting to see this as a positive outcome, it still indicates poor 

tuning of the Kalman Filter, and can be a sign of serious problems if the state vector is over-

parameterized. 

 For the predicted system state, process noise, and observation pseudo-observation vectors at 

an arbitrary observation epoch, the individual variance factors are estimated as follows 

𝜎̂0,𝑥ℎ

2 =
𝒗𝒙𝒉

𝑻 𝑫𝒍𝒙
−𝟏𝒗𝒙𝒉

𝑟𝑥ℎ

(3.102) 

𝜎̂0,𝑤ℎ

2 =
𝒗𝒘𝒉

𝑻 𝑸−𝟏𝒗𝒘

𝑟𝑤ℎ

(3.103) 

and 
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𝜎̂0,𝑧ℎ

2 =
𝒗𝒛𝒉

𝑻 𝑹−𝟏𝒗𝒛𝒉

𝑟𝑧ℎ

(3.104) 

 Recognizing that the sum of 𝑟𝑥ℎ
+ 𝑟𝑤ℎ

+ 𝑟𝑧ℎ
= 𝑝 + ℎ as determined in Section 3.5.2.1, an overall 

variance factor or variance of unit weight for the whole filtering system at an arbitrary observation 

epoch can be estimated as follows 

𝜎̂0
2 =

𝒗𝒙𝒉
𝑻 𝑫𝒍𝒙

−𝟏𝒗𝒙𝒉
+ 𝒗𝒘𝒉

𝑻 𝑸−𝟏𝒗𝒘 + 𝒗𝒛𝒉
𝑻 𝑹−𝟏𝒗𝒛𝒉

𝑝 + ℎ
(3.105) 

 Since each variance factor describes a scale factor between an a priori cofactor matrix and its a 

posteriori estimate of the corresponding covariance matrix, the estimated variance factors are unitless.  

 Additionally, variance factors are not limited to being estimated for the entirety of each pseudo-

observation vector, and each pseudo-observation vector can be partitioned into functionally-related 

elements (or independent measurement types) that could be considered to share a variance 

component. For example, when partitioning an observation vector in a positioning Kalman Filter for VCE, 

a separate variance component factor can be estimated for the L1 C/A measurements, L1 carrier phase 

measurements, L2 carrier phase measurements, IMU gyroscope measurements, and IMU accelerometer 

measurements. This allows for a separate analysis of the overall quality of each of these types of 

positioning measurements. 

 To accomplish this more granular estimation of variance component factors, the following 

definition of a partitioned residual vector is used: 

𝒗 = [𝒗𝟏
𝑻 𝒗𝟐

𝑻 ⋯ 𝒗𝒏
𝑻]𝑻 (3.106) 

with the associated cofactor matrices defined as 

𝑫𝟏 = [

𝑰 𝟎 ⋯ 𝟎
𝟎 𝟎 ⋯ 𝟎
⋮ ⋮ ⋱ ⋮
𝟎 𝟎 ⋯ 𝟎

]𝑫𝒗, 𝑫𝟐 = [

𝟎 𝟎 ⋯ 𝟎
𝟎 𝑰 ⋯ 𝟎
⋮ ⋮ ⋱ ⋮
𝟎 𝟎 ⋯ 𝟎

]𝑫𝒗, ⋯ ,𝑫𝒏 = [

𝟎 𝟎 ⋯ 𝟎
𝟎 𝟎 ⋯ 𝟎
⋮ ⋮ ⋱ ⋮
𝟎 𝟎 ⋯ 𝑰

]𝑫𝒗 (3.107) 

 For the purposes of VCE, it is also important to have access to full-length residual vectors 

containing only the elements of the partitioned residual vectors, defined as 

𝑽𝟏 = [

𝑰 𝟎 ⋯ 𝟎
𝟎 𝟎 ⋯ 𝟎
⋮ ⋮ ⋱ ⋮
𝟎 𝟎 ⋯ 𝟎

]𝒗, 𝑽𝟐 = [

𝟎 𝟎 ⋯ 𝟎
𝟎 𝑰 ⋯ 𝟎
⋮ ⋮ ⋱ ⋮
𝟎 𝟎 ⋯ 𝟎

]𝒗,⋯ , 𝑽𝒏 = [

𝟎 𝟎 ⋯ 𝟎
𝟎 𝟎 ⋯ 𝟎
⋮ ⋮ ⋱ ⋮
𝟎 𝟎 ⋯ 𝑰

] 𝒗 (3.108)  
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 Using this definition of the partitioned residual vector and the definition of the redundancy 

contribution in (3.89), the redundancy contribution of partitioned element i may be calculated using the 

equation 

𝑟𝑣𝑖
= tr(𝑫𝒊𝑫𝒍

−𝟏) (3.109) 

and the value in (3.109) may be used to calculate the associated variance component factor as 

𝜎̂0,𝑖
2 =

𝑽𝒊
𝑻𝑫𝒍

−𝟏𝑽𝒊

𝑟𝑣𝑖

(3.110) 

 This strategy can be used to conduct VCE for any partitioning of each of the independent 

pseudo-observation vectors, provided that there is no expected correlation between different 

partitioned vectors. 

 Notably, the double-differenced GNSS observations become correlated due to the use of the 

same “base” satellite observations in the calculation of the double-differenced code and carrier phase 

observations. The vectors of the double-differenced code and carrier phase observations can be used to 

estimate their group variance factors using (3.109) and (3.110) for the overall groupwise GNSS 

observables, i.e., L1 C/A, L1 and L2 carrier phases. 

3.6 Numerical Example: Planar Motion of a Ground Vehicle 

 To illustrate the behaviour of the state-constrained Kalman Filter formulation proposed in this 

chapter and the additional processing tools it provides, a simple example of the simulated planar motion 

of a ground vehicle is explored in this section. The data for the simulated trajectory, which is shown in 

Figure 3.6.1, was generated using the estimated trajectory for an actual ground vehicle’s motion (see 

Section 5.8 for processing examples using real GPS and IMU observations for the trajectory’s 

estimation). 



 

97 

 

 

Figure 3.6.1: The trajectory used to simulate positioning data for the processing example in this section. Note that the motion of 
the vehicle is constrained by the planar road surface, and in this processing example, the entire local road network fits well to a 
planar surface. 

3.6.1 Formulation of the Problem 

 For the purposes of this example, the system state vector is defined to include elements 

corresponding to the system’s three-dimensional position, velocity, and acceleration: 

𝒙 = [𝒓𝑻 𝒗𝑻 𝒂𝑻]𝑻 (3.111) 

where 𝒓 is the system’s position vector, 𝒗 is the system’s velocity vector, and 𝒂 is the system’s 

acceleration vector, all expressed in the (x, y, z) coordinate frame shown in Figure 3.6.1. 

 Using the approach of a standard Position Velocity and Acceleration (PVA) filter and assuming 

that the system experiences constant acceleration between successive observation epochs, the 

discretized system model may be defined as 
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𝒙(𝑘 + 1) = 𝑨𝒙(𝑘) + 𝑩𝒘(𝑘) =  [
𝑰𝟑 𝚫𝒕𝑰𝟑

𝚫𝒕𝟐

𝟐
𝑰𝟑

𝟎𝟑 𝑰𝟑 𝚫𝒕𝑰𝟑

𝟎𝟑 𝟎𝟑 𝑰𝟑

] 𝒙(𝑘) +

[
 
 
 
 
Δ𝑡3

6
𝑰𝟑

Δ𝑡2

2
𝑰𝟑 

Δ𝑡𝑰𝟑 ]
 
 
 
 

𝒋(𝑘) (3.112) 

where 𝒋 represents the system jerk, or third-order time derivative of the system position, and 

constitutes the process noise in the system model. 

 In this example, the position of the system is directly observed as (x, y, z) coordinates at every 

observation epoch. Mathematically, the measurement model is therefore given by 

𝒛(𝑘 + 1) + 𝒗𝒛 = 𝑪𝒙(𝑘 + 1) = [𝑰𝟑 𝟎𝟑 𝟎𝟑]𝒙(𝑘 + 1) (3.113) 

For the observed system positions, a standard deviation of 1.0 metres was used in generating the 

simulated observations. A plot of all simulated observations is shown in Figure 3.6.2. 

 

Figure 3.6.2: Simulated position observations for the ground vehicle trajectory. Position observations were generated with a 
standard deviation of 1.0 metres, with no correlation between x-, y-, and z-component measurements. 

 In this particular example, there are two sets of constraint equations that may be applied. The 

first corresponds to the periods of time where the vehicle is stationary, at the beginning and at the end 
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of the simulated dataset. At these times, the zero velocity/acceleration update is conducted, which is 

realized through the linear constraint equations 

𝑯𝒙(𝑘 + 1) − 𝒉 = [
𝟎𝟑 𝑰𝟑 𝟎𝟑

𝟎𝟑 𝟎𝟑 𝑰𝟑
] 𝒙(𝑘 + 1) − 𝟎 = 𝟎 (3.114) 

 The second set of constraints is applied at all times in the dataset, and corresponds to the 

ground vehicle being constrained to move along the planar road surface. Constraining the system’s 

motion to the planar surface is realized through the linear constraint equations 

𝑯𝒙(𝑘 + 1) − 𝒉 = [−0.1915 1.0389 −1.0000 𝟎]𝒙(𝑘 + 1) − 0 = 0 (3.115) 

where (-0.1915, 1.0389, -1.0000) are the coefficients defining the specific planar surface used in this 

processing example, and 𝒉 = 0 defines the z-axis intercept of that planar surface. 

3.6.2 Estimated Trajectory for the Simulated Dataset 

 Following the processing workflow laid out in Section 3.4, the estimated trajectory of the ground 

vehicle with all applied system-state constraints is shown in Figure 3.6.3, with the associated position 

profiles shown in Figure 3.6.4, the associated velocity profiles shown in Figure 3.6.5, and the associated 

acceleration profiles shown in Figure 3.6.6. 

 

Figure 3.6.3: Estimated trajectory for the simulated positioning observations. 
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Figure 3.6.4: Position profiles for the estimated trajectory for the simulated data. 

 

Figure 3.6.5: Velocity profiles for the simulated data. 
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Figure 3.6.6: Acceleration profiles for the simulated data. 

3.6.3 Estimated Residuals for the Simulated Dataset 

 While the constrained system state vector may be readily calculated via other approaches to 

applying system state constraints, the approach adopted by this research allows for a much more 

thorough analysis of the sources of random error in the Kalman Filter. This is largely accomplished 

through the calculation of the residual vectors corresponding to the predicted system state noise, 

process noise, and observation noise, along with their associated covariance matrices. Previously, these 

quantities were not able to be estimated. 

 To illustrate the estimation of both the three residual vectors and their associated covariance 

matrices, the standardized residual values are shown in Figure 3.6.7, Figure 3.6.8, and Figure 3.6.9 for 

the observation, process noise, and residuals of the predicted system state vector, respectively. The 

associated histograms of the standardized residuals are shown in Figure 3.6.10, Figure 3.6.11, and Figure 

3.6.12. 
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Figure 3.6.7: Standardized observation residuals for the simulated dataset after the application of the system state-constrained 
Kalman Filter. 

 

Figure 3.6.8: Standardized process noise residuals for the simulated dataset after the application of the system state-
constrained Kalman Filter. 
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Figure 3.6.9: Standardized residuals of the predicted system state vector for the simulated dataset after the application of the 
system state-constrained Kalman Filter. 

 

Figure 3.6.10: Histogram of the standardized observation residuals. Standard normal distribution shown in red for reference. 



 

104 

 

 

Figure 3.6.11: Histogram of the standardized process noise residuals. Standard normal distribution shown in red for reference. 
Note the sharp peak in the histograms near the 0 mark. 

 

Figure 3.6.12: Histogram of the standardized residuals of the predicted system state vector. Standard normal distribution shown 
in red for reference. Note the sharp peak in the histograms near the 0 mark. 
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 There are several behaviours apparent from the residual plots and histograms: 

• Residuals: 

o The observation residuals are very well-behaved over the entire dataset, and their 

performance does not appear to be influenced by varying system dynamics. It is 

important to recognize that, since these observations were simulated with uniform 

quality through time, this behaviour is to be expected, and is not a basis for any broader 

conclusions on positioning observation quality. 

o The process noise and predicted system state vector residuals exhibit two types of 

behaviour: 

▪ Very small residual values when the system is stationary; and 

▪ Larger residual values when the system is in motion. 

These two behaviours are not surprising. Since the process noise in this example 

represents the jerk, or the third-order time-derivative of the system’s position, it stands 

to reason that the estimated system jerk would be almost exactly zero when the system 

is stationary, especially when the zero velocity/zero acceleration update is being 

applied. Since the system state is expected to be constant for the duration of the 

stationary period, it also makes sense that the residuals of the predicted system state 

vector would be smaller for this period. Additionally, the system state elements 

corresponding to the system’s velocity and acceleration have residual values of zero 

during the stationary period, since the system state constraints force both the velocity 

and acceleration estimates to be zero. 

• Histograms: 

o The observation residuals behave quite well over the entire dataset, and the histograms 

of their standardized values approximate the standard normal distribution quite well. 

o As before, the process noise and predicted system state residual histograms exhibit two 

types of behaviour: 

▪ The histograms of their standardized residuals very closely approximate the 

standard normal distribution for most of its domain; but 

▪ The histograms of their standardized residuals exhibit a sharp peak near the 

standardized residual value of zero. 
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This phenomenon exists because of the behaviours of these residual quantities during 

the stationary periods of the dataset. Since the residual values are very close to zero for 

these periods, all the observation epochs in the stationary period produce many 

standardized residual values near zero, which in turn produces the sharp jumps visible in 

Figure 3.6.11 and Figure 3.6.12. 

3.6.4 Variance Component Estimation for the Simulated Dataset 

 Another strength of this research’s formulation of the system state-constrained Kalman Filter is 

that it facilitates a more thorough VCE and analysis of estimated variance components. The first step in 

this process is evaluating the redundancy contributions of the three pseudo-observation vectors used in 

the Kalman Filter formulation. The estimated redundancy contributions of the predicted system state, 

observation, and process noise vectors are shown in Figure 3.6.13. 

 

Figure 3.6.13: Estimated redundancy contributions for the predicted system state, observation, and process noise vectors in the 
system state-constrained Kalman Filter over the simulated dataset. 

 From Figure 3.6.13, it is clear that the total system redundancy is equal to 10 during the 

system’s stationary periods and is equal to 4 when the system is mobile. This confirms the equation for 

the overall system redundancy in (3.97), given that: 
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• During stationary periods, there are 6 constraints on the system states enforcing that the 

system be stationary, and 1 constraint on the system states enforcing that the solution lies on 

the planar surface, for a total of 7 constraints. Additionally, each epoch has 3 observations, one 

for each position component, leading to a total of 10 pieces of redundant information whenever 

the system is stationary. 

• During mobile periods, there is 1 constraint on the system state enforcing that the position be 

on the planar surface. Again, each epoch has 3 observations, leading to a total of 4 pieces of 

redundant information whenever the system is in motion. 

 In this research, we use the standard error components to describe the overall quality of a 

quantity in the Kalman Filter. The standard error components are defined to be the square root of the 

variance component factors calculated in (3.102), (3.103), (3.104), and (3.110). 

 The VCE algorithm used here is the mostly widely used practical approximation of the rigorous 

Helmert algorithm [Wang et al, 2010], in which the redundancy contributions and residual values are 

essential to conduct VCE. Significant difficulty can arise when estimating variance component factors for 

a single observation epoch. Referring to Figure 3.6.13, the epoch-wise redundancy contribution of each 

pseudo-observation vector is relatively low to be drawing statistically significant conclusions. To 

illustrate the issues caused by this, the epoch-wise estimated standard error component for the overall 

observation vector is shown in Figure 3.6.14. 
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Figure 3.6.14: Epoch-wise estimated standard error components for the overall observation vector over the simulated dataset. 

 From Figure 3.6.14, it is clear that the estimated standard error component is very noisy over 

time. This negatively impacts the ability to draw significant conclusions from the standard error 

component’s value at any given time. This is especially true for the process noise vector’s redundancy 

contribution, which is almost zero whenever the system is mobile. To mitigate this issue, we may 

calculate the standard error components over a defined time window, instead of calculating them 

epoch-wise. Mathematically, this is accomplished via the equation 

𝜎̂𝑣𝑖
2 (𝑡𝑘, 𝑤) =

∑ 𝒗𝒊
𝑻(𝑡𝑗)𝑫𝒍

−1(𝑡𝑗)𝒗𝒊(𝑡𝑗)
𝑘+⌊

𝑤
2

⌋

𝑗=𝑘−⌊
𝑤
2

⌋

∑ 𝑟𝑣𝑖

𝑘+⌊
𝑤
2

⌋

𝑗=𝑘−⌊
𝑤
2

⌋

(3.116) 

where 𝑤 is the window size in number of epochs, and is defined as an odd integer value to ensure that 

the window is centred on the epoch being considered. 

 Figure 3.6.15, Figure 3.6.16, and Figure 3.6.17 show the estimated standard error components 

for the observations, process noise, and system states, respectively. Each plot shows the estimated 

standard error component evaluated over multiple different time windows for illustrative purposes. 
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Figure 3.6.15: Estimated standard error components for the observation vector, evaluated using different time window sizes. 

 

Figure 3.6.16: Estimated standard error components for the process noise vector, evaluated using different time window sizes. 
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Figure 3.6.17: Estimated standard error components for the system state vector, evaluated using different time window sizes. 

 There are several patterns apparent in these standard error component plots: 

• The process noise and system state standard error component estimates are significantly 

smaller during the stationary period than during the mobile period, and experience sudden 

changes when the system transitions from stationary to mobile or from mobile to stationary. 

• Larger time window sizes improve the quality of the standard error component estimates, 

making them more reliable as more observation epochs are included in their estimation. 

• Smaller time windows improve the time resolution of detecting where significant shifts in the 

standard error component estimates are happening. In Figure 3.6.16 and Figure 3.6.17, this may 

be seen at the transitions between the system being stationary and it being mobile. The smaller 

time windows yield a much more sudden change in the standard error component, which means 

that the point at which it changes is more readily able to be identified. 

3.7 Summary 

 This chapter presents an alternative derivation of the system state-constrained discrete-time 

Kalman Filter that allows for the calculation of observation, predicted system state, and process noise 

residuals, which are essential for comprehensive error analysis such as residual analysis, reliability 

analysis, and Variance Component Estimation (VCE). The alternative derivation extends the logic of 
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[Wang, 1997], formulating the Kalman Filter problem as a least-squares problem with three sets of 

pseudo-observations that correspond to the three sources of random error in a Kalman Filter: the 

observation noise, the process noise, and the errors in the previous system state estimate. Its cost 

function is modified to include Lagrange multipliers of any system state equality constraints, and then is 

solved to determine the least-squares estimate of the system state vector and process noise vector, as 

well as residuals of the predicted system state vector, process noise vector, and observation vector, 

together with their associated covariance matrices. The estimated value of the system state is shown to 

be identical to the constrained estimates that can be determined from other popular methods for 

applying system state constraints. 

 This chapter also explores some of the practical considerations when conducting a 

comprehensive error analysis in a system state-constrained Kalman Filter, particularly when performing 

VCE. Of particular importance is that the redundancy contributions of each pseudo-observation vector 

tend to be relatively low for a single observation epoch. To improve the quality of the estimated 

standard error components, it is important to evaluate them over a time window. While larger time 

windows improve the quality of the estimated standard error components, this comes at the cost of the 

time resolution of the standard error component estimates. 
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4 The Position and Attitude (PosAtt) Engine 

 The work presented in this section has not been published on its own, but forms the basis for 

the software used to analyze kinematic datasets in the following publications: 

Brunson, B., Wang, J., and Ma, W. (2024): Innovative Modeling of IMU Arrays Under the Generic Multi-

Sensor Integration Strategy. Sensors, Vol. 24, Issue 23, 7754 

Brunson, B., and Wang, J. (2023): Three Attitude Models and their Characterization in the Generic 

Multisensor Integration Strategy for Kinematic Positioning and Navigation. The Journal of Global 

Positioning Systems, 19(1), 79-98. 

4.1 Preamble 

 Most of the research presented in this dissertation is focused on revisiting, modifying, and 

restructuring significant parts of the typical workflow for performing multi-sensor integrated navigation. 

It is very challenging to make this sort of large-scale change in an existing software package, and the 

needs of this research therefore required the development of a custom software package. This has been 

accomplished in York’s Position/Attitude (PosAtt) Engine which was developed as part of this research in 

C/C++. The PosAtt Engine was developed under the Microsoft Visual Studio IDE 

(visualstudio.microsoft.com/). Matrix computations were handled by linking to the Eigen Matrix library 

(eigen.tuxfamily.org/), but otherwise all software functionality was built from the ground up in C/C++. 

The PosAtt engine consists of approximately 12,000 lines of C++ code and took two years to develop. 

 The PosAtt Engine is a post-processing kinematic positioning software that meets the following 

custom specifications: 

• Directly modeling every individual observation for GPS/IMU integrated systems in a tightly-

coupled Kalman Filter, including: 

o Double-differenced GPS L1 C/A code measurements; 

o Double-differenced GPS L1/L2 carrier phase measurements with ambiguity resolution; 

o Three-axis strapdown IMU gyroscope angular rate measurements; and 

o Three-axis strapdown IMU accelerometer specific force measurements. 

• Implementing the system state-constrained positioning EKF to accommodate zero 

velocity/acceleration/angular rate updates as well as any system state equality constraints 
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necessary to avoid overparameterization when using different realizations of the system state 

vector. 

• Performing epoch-wise comprehensive error analysis, including: 

o The covariance matrix of the system state estimates; 

o The predicted system state, process noise, and observation residual vectors, along with 

their associated covariance matrices; 

o The redundancy contributions of the system state, process noise, and observation vectors, 

as well as the redundancy contributions of different partitioning schemes for these 

vectors; 

o The quantities needed to estimate variance component factors for the system state, 

process noise, and observation vectors, as well as for the partitioned elements that have 

had their redundancy contributions estimated. 

• Accommodating different attitude models to conduct a comparative analysis on their 

performance under the GMIS. This includes accepting different parameterizations of the system 

state attitude elements, and modifying system and measurement models accordingly. 

• Accommodating an arbitrary number of IMU sensors in the PosAtt system, accepting custom 

values of the IMU lever arm vectors and sensor orientations. This includes individual modeling 

of all IMU sensor systematic errors for each constituent IMU sensor. 

 By following these specifications, the PosAtt Engine uses the Generic Multi-Sensor Integration 

Strategy (GMIS) to realize the goals of the research presented in this dissertation. The specific realization 

of the GMIS in this research is based upon its formalization in [Qian et al, 2015; Wang et al, 2015; Qian, 

2017], which is summarized in Section 2.6.3, but the approach taken here differs in several key ways 

that are summarized in Section 4.2. 

 The PosAtt Engine currently uses GPS observables, with plans to more broadly include 

observables from other GNSS constellations in the future. This current limitation facilitated the 

development of a mature integration architecture without significantly sacrificing the quality of the 

PosAtt solution. 

 Following the description of the GMIS in Section 4.2, the overall structure of the PosAtt Engine is 

introduced in Section 4.3. Sections 4.4, 4.5, 4.6, and 4.7 provide documentation for each of the four 

main modules in the PosAtt Engine. 
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4.2 Generic Multi-Sensor Integration Strategy 

 This section provides the overall realization of the GMIS in the PosAtt Engine. More detailed 

information on the partitioning of the system state vector for attitude modeling and accommodating 

IMU arrays is provided in Chapters 5 and 6, respectively. 

 The specific realization of the GMIS in the PosAtt Engine is largely based on the GMIS’s 

formalization in [Qian et al, 2015; Wang et al, 2015; Qian, 2017] as described in Section 2.6.3, with 

several key differences. The PosAtt Engine implemented its state vector as the following basic 

subvectors: 

• The system position, 𝒓𝒏𝒃
𝒃 ; 

• The system velocity, 𝒗𝒏𝒃
𝒃 ; 

• The system acceleration, 𝒂𝒏𝒃
𝒃 ; 

• The system attitude, represented in the Euler model as 𝛼, 𝛽, and 𝛾; 

• The time derivatives of the system attitude states, represented in the Euler model as 𝛼̇, 𝛽̇, and 

𝛾̇; 

• The float ambiguities for the double-differenced L1 and L2 carrier phase measurements that 

have not yet had their ambiguity fixed; and 

• IMU systematic error states, including the states to model bias and scale factor errors for each 

accelerometer and gyroscope. 

 As described in Section 2.6.3, the linear motion of the system is described using a constant 

linear acceleration model, as defined in (2.83), (2.84) and (2.85). The discrete form of these equations is 

𝒓𝒏𝒃
𝒃 (𝑘 + 1) = 𝒓𝒏𝒃

𝒃 (𝑘) + 𝒗𝒏𝒃
𝒃 (𝑘)Δ𝑡 +

1

2
𝒂𝒏𝒃

𝒃 (𝑘)Δ𝑡2 +
1

6
𝒋(𝑘)Δ𝑡3 (4.1) 

𝒗𝒏𝒃
𝒃 (𝑘 + 1) = 𝒗𝒏𝒃

𝒃 (𝑘) + 𝒂𝒏𝒃
𝒃 (𝑘)Δ𝑡 +

1

2
𝒋(𝑘)Δ𝑡2 (4.2) 

and 

𝒂𝒏𝒃
𝒃 (𝑘 + 1) = 𝒂𝒏𝒃

𝒃 (𝑘) + 𝒋(𝑘)Δ𝑡 (4.3) 

where 𝒋 is the system jerk vector, which represents the process noise in the linear motion of the system. 

 The PosAtt Engine differs in its formalization of the GMIS from that of [Qian, 2017] in its 

modeling of attitude dynamics. Instead of including the system’s angular rate in the system state vector, 
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the PosAtt Engine uses the attitude parameters’ time derivatives to model the angular motion of the 

system. Assuming a constant time-derivative of the attitude parameters between successive 

observation epochs, the discrete forms of the differential equations defining the attitude system model 

are 

𝛼(𝑘 + 1) = 𝛼(𝑘) + 𝛼̇(𝑘)Δ𝑡 +
1

2
𝛼̈(𝑘)Δ𝑡2 (4.4) 

𝛼̇(𝑘 + 1) = 𝛼̇(𝑘) + 𝛼̈(𝑘)Δ𝑡 (4.5) 

𝛽(𝑘 + 1) = 𝛽(𝑘) + 𝛽̇(𝑘)Δ𝑡 +
1

2
𝛽̈(𝑘)Δ𝑡2 (4.6) 

𝛽̇(𝑘 + 1) = 𝛽̇(𝑘) + 𝛽̈(𝑘)Δ𝑡 (4.7) 

𝛾(𝑘 + 1) = 𝛾(𝑘) + 𝛾̇(𝑘)Δ𝑡 +
1

2
𝛾̈(𝑘)Δ𝑡2 (4.8) 

and 

𝛾̇(𝑘 + 1) = 𝛾̇(𝑘) + 𝛾̈(𝑘)Δ𝑡 (4.9) 

Where 𝜃̇ and 𝜃̈ are the first and second-order time derivatives of a random variable 𝜃. In (4.4) – (4.9), 

the second-order time derivatives represent the process noise. 

 For each of the GPS float ambiguity and the IMU systematic error states, the PosAtt Engine uses 

a random-constant variable to construct its shaping filter over time. 

 Together, the equations from (4.1) to (4.9) define the core of the system model in the PosAtt 

Engine, and are used to populate both the system state transition matrix and process noise transition 

matrix. 

 The process noise covariance matrix 𝑸 is defined as follows 

𝑸 = [

𝑸𝒑 𝟎 𝟎 𝟎

𝟎 𝑸𝒂 𝟎 𝟎
𝟎 𝟎 𝑸𝑮𝑷𝑺 𝟎
𝟎 𝟎 𝟎 𝑸𝑰𝑴𝑼

] (4.10) 

where 𝑸𝒑 describes the covariance matrix of the process noise elements relating to the linear motion of 

the system (i.e. system jerk) and is a 3x3 diagonal matrix; 𝑸𝒂 is the covariance matrix of the process 

noise elements relating to the angular motion of the system (i.e. angular second-derivatives) and is a 

3x3 diagonal matrix for the Roll-Pitch-Heading attitude model; 𝑸𝑮𝑷𝑺 is the process noise covariance 
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matrix for the GPS float ambiguity estimates’ random-constant shaping filter and is a diagonal matrix; 

and 𝑸𝑰𝑴𝑼 is the process noise covariance matrix for the IMU systematic errors’ random-constant 

shaping filter and is a diagonal matrix. 

 With the GPS and IMU measurements, the PosAtt Engine uses the double-differenced GPS L1 

C/A code and L1 and L2 carrier phase observations, plus the 3-DOF IMU accelerometer and gyroscope 

observations. These measurement models are described in Sections 2.4.1.3, 2.4.2.4.1, and 2.4.2.4.2, 

respectively. 

 Equations (2.41) and (2.42), (2.46), and (2.47) constitute the GPS and IMU measurement models 

for the data fusion in Kalman Filtering, and are used to populate the design matrix of the observation 

models. 

 The observation covariance matrix for the GPS double-differenced C/A code observations is 

defined to be 

𝑹𝑮𝑷𝑺,𝑪 =

[
 
 
 
 
4𝜎𝐺𝑃𝑆,𝐶

2 2𝜎𝐺𝑃𝑆,𝐶
2 ⋯ 2𝜎𝐺𝑃𝑆,𝐶

2

2𝜎𝐺𝑃𝑆,𝐶
2 4𝜎𝐺𝑃𝑆,𝐶

2 ⋯ 2𝜎𝐺𝑃𝑆,𝐶
2

⋮ ⋮ ⋱ ⋮
2𝜎𝐺𝑃𝑆,𝐶

2 2𝜎𝐺𝑃𝑆,𝐶
2 ⋯ 4𝜎𝐺𝑃𝑆,𝐶

2 ]
 
 
 
 

(4.11) 

where 𝜎𝐺𝑃𝑆,𝐶
2  is the variance of the undifferenced GPS C/A code observations. 

 Similarly, the observation matrix for the GPS double-differenced L1 and L2 carrier phase 

observations is defined to be 

𝑹𝑮𝑷𝑺,𝑳𝟏 = 

[
 
 
 
 
4𝜎𝐺𝑃𝑆,𝐿1

2 2𝜎𝐺𝑃𝑆,𝐿1
2 ⋯ 2𝜎𝐺𝑃𝑆,𝐿1

2

2𝜎𝐺𝑃𝑆,𝐿1
2 4𝜎𝐺𝑃𝑆,𝐿1

2 ⋯ 2𝜎𝐺𝑃𝑆,𝐿1
2

⋮ ⋮ ⋱ ⋮
2𝜎𝐺𝑃𝑆,𝐿1

2 2𝜎𝐺𝑃𝑆,𝐿1
2 ⋯ 4𝜎𝐺𝑃𝑆,𝐿1

2 ]
 
 
 
 

(4.12) 

𝑹𝑮𝑷𝑺,𝑳𝟐 =  

[
 
 
 
 
4𝜎𝐺𝑃𝑆,𝐿2

2 2𝜎𝐺𝑃𝑆,𝐿2
2 ⋯ 2𝜎𝐺𝑃𝑆,𝐿2

2

2𝜎𝐺𝑃𝑆,𝐿2
2 4𝜎𝐺𝑃𝑆,𝐿2

2 ⋯ 2𝜎𝐺𝑃𝑆,𝐿2
2

⋮ ⋮ ⋱ ⋮
2𝜎𝐺𝑃𝑆,𝐿2

2 2𝜎𝐺𝑃𝑆,𝐿2
2 ⋯ 4𝜎𝐺𝑃𝑆,𝐿2

2 ]
 
 
 
 

(4.13) 

where 𝜎𝐺𝑃𝑆,𝐿1
2  and 𝜎𝐺𝑃𝑆,𝐿2

2  are the variances of the undifferenced GPS L1 and L2 carrier phase 

observations, respectively. In this research, 𝜎𝐺𝑃𝑆,𝐶 = 0.5 𝑚, 𝜎𝐺𝑃𝑆,𝐿1 = 5 𝑚𝑚, and 𝜎𝐺𝑃𝑆,𝐿1 = 5 𝑚𝑚. 

 The observation covariance matrix for the IMU gyroscope and accelerometer observations is 

defined to be 
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𝑹𝑰𝑴𝑼 = [
𝑹𝒈 𝟎

𝟎 𝑹𝒔
] (4.14) 

where 𝑹𝒈 is the 3x3 diagonal covariance matrix for the gyroscope angular rate observations and 𝑹𝒔 is 

the 3x3 diagonal covariance matrix for the accelerometer specific force observations. It is worth noting 

that these matrices are assumed to be diagonal, but that cross-coupling errors may introduce 

correlation between the IMU observations. In this research, 𝜎𝑔 = 40′/𝑠 and 𝜎𝑠 = 0.1𝑚/𝑠2. 

 Assuming the presence of GPS C/A, L1 carrier phase, L2 carrier phase, gyroscope, and 

accelerometer observations at an observation epoch, the overall observation covariance matrix is 

determined from (4.11) to (4.14) to be 

𝑹 =

[
 
 
 
𝑹𝑰𝑴𝑼 𝟎 𝟎 𝟎

𝟎 𝑹𝑮𝑷𝑺,𝑪 𝟎 𝟎

𝟎 𝟎 𝑹𝑮𝑷𝑺,𝑳𝟏 𝟎

𝟎 𝟎 𝟎 𝑹𝑮𝑷𝑺,𝑳𝟐]
 
 
 

(4.15) 

4.3 Software Structure  

The PosAtt Engine contains four main modules: 

• The Data Input Module, 

• The Initialization Module, 

• The Positioning Module, and 

• The Data Output Module. 

 Each of these modules undertakes multiple processing subtasks. The general flow of interaction 

between these modules is shown in Figure 4.3.1. 
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Figure 4.3.1: General workflow describing the interactions between the four primary modules of the PosAtt Engine. 

4.4 Data Input Module 

 The Data Input Module is composed of three components: 

• INI File Input, which reads the set of processing parameters and initial system conditions that 

are defined in the INI file; 

• IMU Data File Input, which reads IMU data from a data file epoch-wise and arranges it into 

appropriate data structures; and 
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• GPS Data File Input, which reads GPS data from a data file epoch-wise and arranges it into 

appropriate data structures. 

 These three components are documented in more detail in Sections 4.4.1, 4.4.2, and 4.4.3. 

4.4.1 INI File Input 

 The PosAtt Engine initialization file (i.e. INI file) contains specifications of the processing 

parameters and the parameters governing the initial system conditions. The parameters in the INI file 

are divided into blocks depending upon their function, which are summarized below: 

• Software Mode Block: specifies the mode that the software will run in. There are currently two 

modes: NAV for kinematic positioning, and RINEX2TXT to perform file conversion tasks for a 

RINEX file. 

• File Input Block: specifies the input files for processing and some parameters specific to those 

files. The parameters Include: 

o GPS File Parameters 

▪ GPS Rover File: the path to the file containing the GPS observations for the GPS 

receiver that is in motion. 

▪ GPS Base File: the path to the file containing the GPS observations for the GPS 

receiver that is not in motion. 

o IMU File Parameters: to accommodate multiple IMU files, all of these parameters may be 

defined multiple times, which adds their values to arrays defining the parameters for 

every IMU in an IMU array 

▪ IMU File: the path to the file containing the IMU observations 

▪ Lever Arm: the lever arm vector defining the translation in vehicle frame coordinates 

between the origin of the IMU body frame and the origin of the vehicle frame. 

▪ IMU Orientation: defines the orientation of the IMU axes relative to the vehicle 

frame. For example, a value of “FRU” indicates that the IMU is arranged in a 

“forward-right-up” orientation for its x, y, and z axes, respectively. 

▪ Gyro Direction: defines whether the IMU gyroscopes measure angular rates positively 

in the clockwise or the counterclockwise directions. 

• File Output Block: specifies the paths of the output files: 

o Output Path: defines the folder that all output files will be generated in. 
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o File Output Options: specifies what output files will be generated. The files that are not 

generated do not have their corresponding quantities estimated in the Positioning 

Module, to save processing time. A user can choose to 

▪ Calculate State Residuals: this controls whether residuals of the predicted system 

state vector are estimated and output. 

▪ Calculate Process Noise Residuals: this controls whether process noise residuals are 

estimated and output. 

▪ Calculate Observation Residuals: this controls whether observation residuals are 

estimated and output. 

▪ Calculate Residual Covariance: this controls whether the covariance matrices are 

estimated for each residual vector, and whether this information is output alongside 

the residual values. 

▪ Calculate Variance Components: this controls whether the variance components are 

estimated for each residual vector, and whether this information is output. 

• Base Station Position Block 

o Base Station Position: provides the X, Y, and Z coordinates of the base station in the ECEF 

coordinate frame. 

o Starting Time: defines the desired starting time for processing rover data. 

o Ending Time: defines the desired ending time for processing rover data. 

• Static Period Block: defines static periods in the dataset for the event application of the zero 

velocity/acceleration/angular rate updates. Since there can be multiple static periods in the 

same dataset, each parameter in this block can be defined multiple times in the INI file. 

o Static Start: defines the start of a static period in the dataset. 

o Static End: defines the end of a static period in the dataset. 

• Initial Position/Attitude Block 

o Rover Station Position: defines the initial X, Y, and Z coordinates of the rover station in the 

ECEF coordinate frame. 

o Initial Heading: defines the initial heading of the vehicle. 

• Process Noise Variance Definition Block 

o Linear Jerk: defines the expected variance of the system jerk. Separate values for the E, N, 

and U components in the navigation frame. 
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o Angular Acceleration: defines the expected variance of the second time-derivative of the 

attitude parameters. 

o Ambiguity Drift: defines the expected variance of the first time-derivative of the float 

ambiguity estimates. 

o Gyro Bias Drift: defines the expected variance of the first time-derivative of the gyroscope 

bias parameters. 

o Gyro Scale Drift: defines the expected variance of the first time-derivative of the 

gyroscope scale factor parameters. 

o Accelerometer Bias Drift: defines the expected variance of the first time-derivative of the 

accelerometer bias parameters. 

o Accelerometer Scale Drift: defines the expected variance of the first time-derivative of the 

accelerometer scale factor parameters. 

• Observation Variance Definition Block 

o L1 Factor: defines the variance of the L1 double-differenced carrier phase observations. 

o L2 Factor: defines the variance of the L2 double-differenced carrier phase observations. 

o C/A Factor: defines the variance of the double-differenced L1 C/A code observations. 

o Accelerometer Factor: defines the variance of the accelerometer specific force 

observations. 

o Gyroscope Factor: defines the variance of the gyroscope angular rate observations. 

o X Factor: defines the variance factor being applied to the predicted system state estimate. 

Defaults to a value of 1. 

• Attitude Model Selection Block 

o Attitude Model: specifies the attitude model that is being used for the current processing 

task. There are three options: EULER for the RPH model; MATRIX for the DCM model; and 

QUATERNION for the quaternion model. 

• Processing Restrictions Block: defines certain rules regarding how the usage of data are 

restricted: 

o Cutoff Angle: defines the cutoff angle for GPS raw data, which means that any satellites 

with an elevation angle below the cutoff angle will have their associated observations 

excluded. 

o Process L1: defines whether or not L1 carrier phase observations are included. 

o Process L2: defines whether or not L2 carrier phase observations are included. 
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o Process Gyro: defines whether or not gyroscope angular rate observations are included. 

o Process Accelerometer: defines whether or not accelerometer specific force observations 

are included. 

4.4.2 IMU Data File Input 

 The PosAtt Engine’s IMU Data File Input module defines the IMUSensor object, which reads the 

raw data in from an IMU data file one epoch at a time and stores it in variables that describe the current 

observation time, the current accelerometer measurements, and the current gyroscope measurements. 

The IMUSensor object also stores information about the IMU systematic error parameters/effects, such 

as the sensor rotation relative to the vehicle frame, the sensor lever arm vector, and 

accelerometer/gyroscope bias and scale factor errors. 

4.4.3 GPS Data File Input 

 The PosAtt Engine’s GPS Data File Input module defines the GPSSensor object, which reads the 

raw data in from a GPS data file one epoch at a time and stores it in variables that describe the current 

observation time and double differenced GPS observations, along with the satellites referred to by 

them. The GPSSensor object also contains the GPS processing parameters, such as the cutoff angle and 

whether or not to process L1/L2 carrier phase observations. 

4.5 Initialization Module 

 There are several pre-processing submodules developed in the PosAtt Engine to conduct 

necessary pre-processing tasks. These include the following tasks: 

• Selecting the GPS “base” satellites for calculating double-differenced GPS observations so as to 

maximize the time coverage/average elevation angle of any base satellite. 

• Performing coarse alignment using IMU data from the initial stationary period of the dataset to 

initialize the system’s roll and pitch angles reliably. 

 The selection of the GPS “base” satellites is documented in Section 4.5.1 and the coarse 

calibration process is documented in Section 4.5.2. 
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4.5.1 Selecting the GPS “Base” Satellites 

 When selecting GPS “base” satellites for constructing the double-differenced GPS observations, 

there are two possible scenarios: 

i. There are one or more satellites that are available for the entire observation period of the 

dataset. In this scenario, all satellites that have data available over all observation epochs are 

considered candidates to be the “base” satellite, and the candidate satellite with the highest 

average elevation angle is selected as the “base” satellite. The elevation angle is used as the 

selection criterion since satellites at low elevation angles can be expected to have larger 

tropospheric and ionospheric delay affecting their observations. 

ii. There are no satellites that are available for the entire observation period of the dataset. In this 

scenario, the dataset is scanned from its starting time, and the satellite with the longest 

availability is selected as the first “base” satellite. This process is then repeated from the time 

the “base” satellite is dropped, selecting new “base” satellites until there is a “base” satellite 

defined at every GPS epoch over the dataset. 

4.5.2 Coarse Alignment 

 Coarse alignment is also refer to as coarse leveling, which is performed to initialize the system 

pitch and roll commonly during the stationary period at the start of the dataset. Since the vehicle is 

motionless for this period, the main specific force vector it experiences is resulting from the local gravity 

vector, and the main angular rate vector it experiences comes from Earth’s self rotation. So, the local 

vertical may be reliably determined for this period, allowing for the consistent estimation of system roll 

and pitch. This research adopts the Direct Method coarse alignment procedure from [Zhao et al, 2011], 

and the basis of this method is described below. 

 The gravity vector in the navigation frame is related to the gravity vector observed by the 

accelerometers in the IMU body frame by 

𝒈𝒏 = 𝑪𝒃
𝒏𝒈𝒃 (4.16) 

 The angular rate vector of Earth in the navigation frame is related to the angular rate vector of 

Earth observed by the gyroscopes in the IMU body frame by the equation 

𝝎𝒊𝒆
𝒏 = 𝑪𝒃

𝒏𝝎𝒊𝒆
𝒃 (4.17) 
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wherein 𝑪𝒃
𝒏 is the direction cosine matrix from the body frame to the navigation frame.  

Additionally, the quantity 𝒈𝒏 × 𝝎𝒊𝒆
𝒏  may be calculated alongside 𝒈𝒃 × 𝝎𝒊𝒆

𝒃 , and these vec tors 

are related as follows 

𝒈𝒏 × 𝝎𝒊𝒆
𝒏 = 𝑪𝒃

𝒏𝒈𝒃 × 𝝎𝒊𝒆
𝒃 (4.18) 

 Combining the relationships in (4.16), (4.17) and (4.18) yields a 3x3 matrix 

[𝒈𝒏 𝝎𝒊𝒆
𝒏 𝒈𝒏 × 𝝎𝒊𝒆

𝒏 ] = 𝑪𝒃
𝒏[𝒈𝒃 𝝎𝒊𝒆

𝒃 𝒈𝒃 × 𝝎𝒊𝒆
𝒃 ] (4.19) 

which may be rearranged to estimate 𝑪𝒃
𝒏 as 

𝑪𝒃
𝒏 = [𝒈𝒏 𝝎𝒊𝒆

𝒏 𝒈𝒏 × 𝝎𝒊𝒆
𝒏 ][𝒈𝒃 𝝎𝒊𝒆

𝒃 𝒈𝒃 × 𝝎𝒊𝒆
𝒃 ]

−𝟏
(4.20) 

 This estimate of the rotation matrix between the body and navigation frames may be used to 

accurately determine the system’s roll and pitch angles for the duration of the stationary period. 

 Unfortunately, it is not realistic to directly use the measurements from a MEMS IMU (even a 

tactical MEMS IMU) to realize fine alignment (i.e.  gyrocompassing) over a static period. Because of this, 

the initial system heading comes from an initial approximation defined in the INI file, while the system 

roll and pitch are determined via this coarse alignment procedure. 

4.6 Positioning Module 

 This module follows the general flow of the GMIS as defined in Section 2.6.3, Figure 2.6.10, with 

several modifications to fit the specific sensor arrangement used in this research and to accommodate 

the enforcement of system state equality constraints. The specific workflow used in the positioning 

module is shown in Figure 4.6.1. 
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Figure 4.6.1: Workflow describing the processing module of the PosAtt Engine. 
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4.7 Data Output Module 

 This module extracts the salient information from the KalmanFilter object and outputs it to data 

files located in the specified output folder, which includes: 

• Attitude.txt: This includes estimates of each attitude parameter, its first-order time-derivative, 

and their associated estimated standard deviations. 

• GPS_Ambiguity_Parameters_L1.txt: This includes the estimated float/integer ambiguity 

parameters for the L1 carrier phase measurements. 

• GPS_Ambiguity_Parameters_L2.txt: This includes the estimated float/integer ambiguity 

parameters for the L2 carrier phase measurements. 

• GPS_observations.txt: This includes the raw GPS data, modified into a more readable format. 

• Observation_Variance_Factors.txt: This includes the information required to calculate the 

standard errors of unit weight for the observation vector and several of its defined sub-vectors. 

This information includes the quadratic form of the residual vector in the numerator of (3.4.27), 

as well as the contribution to the overall system redundancy in the denominator of (3.4.27). 

• IMU_Parameters.txt: This includes estimates of the modeled IMU systematic errors, along with 

their associated standard deviations. 

• Innovations_L1_Code.txt: This includes the estimated system innovation vector for the L1 C/A 

measurements. 

• Innovations_L1_Phase.txt: This includes the estimated system innovation vector for the L1 

carrier phase measurements. 

• Innovations_L2_Phase.txt: This includes the estimated system innovation vector for the L2 

carrier phase measurements. 

• Predicted_Attitude.txt: This includes the predicted system attitude, as determined in the 

Kalman Filter Time Update. 

• Predicted_Position.txt: This includes the predicted system position, velocity, and acceleration, 

as determined in the Kalman Filter Time Update. 

• Process_Noise_Variance_Factors.txt: This includes the information required to calculate the 

standard errors of unit weight for the process noise vector and several of its defined sub-

vectors. This information includes the quadratic form of the residual vector in the numerator of 

(3.4.27) and the contribution to the overall system redundancy in the denominator of (3.4.27). 
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• Residuals_IMU.txt: This includes the IMU accelerometer/gyroscope measurement residuals, 

alongside their associated standard deviations, if they are being calculated. 

• Residuals_L1_Code.txt: This includes the L1 C/A code measurement residuals, alongside their 

associated standard deviations, if they are being calculated. 

• Residuals_L1_Phase.txt: This includes the L1 carrier phase measurement residuals, alongside 

their associated standard deviations, if they are being calculated. 

• Residuals_L2_Phase.txt: This includes the L2 carrier phase measurement residuals, alongside 

their associated standard deviations, if they are being calculated. 

• Residuals_Process_Noise.txt: This includes the estimated elements of the process noise residual 

vector, alongside their associated standard deviations, if they are being calculated. 

• Residuals_System_State.txt: This includes the estimated elements of the predicted system state 

residual vector, alongside their associated standard deviations, if they are being calculated. 

• Solution.txt: This includes the estimated trajectory, including its position, velocity, and 

acceleration, along with their associated standard deviations. 

4.8 Summary 

 This chapter details the software package developed for this research, including: 

• The specific details of our realization of the GMIS; 

• The processing and pre-processing flow for the PosAtt Engine; 

• The PosAtt Engine’s defining input parameters; and 

• The output files generated by the PosAtt Engine. 

 The development of the PosAtt Engine was necessary to accommodate the structural changes to 

the sensor integration strategy that was required for the work summarized in Chapters 5 and 6. The 

PosAtt Engine was designed and developed as an object-oriented software utility, which has allowed 

robust modifications to be made to accomplish the research goals of this dissertation. 
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5 Three Attitude Models and their Characterization in the 

Generic Multi-Sensor Integration Strategy 

This chapter is based upon the following published work: 

Brunson, B. and Wang, J. (2023): Three Attitude Models and their Characterization in the Generic 

Multisensor Integration Strategy for Kinematic Positioning and Navigation. The Journal of Global 

Positioning Systems, 19(1), 79-98. 

5.1 Preamble 

 Direct Geo-referencing Technology (DGT) is defined by its ability to directly assign Exterior 

Orientation (EO) to collected image frames or scan lines directly, thereby eliminating the need to use 

traditional aerial triangulation techniques [Hutton and Mostafa, 2005; Dreier et al, 2021]. DGT greatly 

simplifies the process of handling the large amounts of data collected by imaging sensors, and as a result 

has become popular across many different applications, ranging from surveying/mapping to kinematic 

positioning/navigation for airborne, marine, and land vehicles. With the increasing availability of low-

cost positioning and orientation sensors on the market, such as MEMS IMUs, GNSS receivers, cameras, 

and LiDAR, there has been a significant push towards leveraging these sensors to provide high-accuracy 

Direct Geo-referencing at a lower cost. 

 A core aspect of any DGT system is its ability to accurately represent the system attitude and 

how it changes through time. The standard Roll-Pitch-Heading (RPH) representation  discussed in 

Section 2.2.2 is the most common and direct way to represent the three-dimensional system attitude. 

Unfortunately, this attitude model famously suffers from the Gimbal Lock phenomenon when the 

system roll reaches ±90°, which causes ambiguity and numerical instability in the attitude 

representation. To avoid this phenomenon, alternative attitude models such as the Direction Cosine 

Matrix (DCM) (discussed in Section 2.2.1) [Choukroun et al, 2010; Wang and Rajamani, 2018] and the 

Quaternion (discussed in Section 2.2.3) [Zhu et al, 2021; Yang, 2012; Sabatini, 2006] representations 

may be used.  

 A significant amount of research has been conducted that compares the efficiency of these 

alternative attitude models when used in the framework of the traditional multi-sensor integration 

strategy [e.g. Fresk and Nikolakopoulos, 2013; Song et al, 2020], but there is comparatively little 
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literature exploring the impact of changing the attitude model on the accuracy of the positioning 

solution. Moreover, the literature that does explore this accuracy impact tends to rely on either 

simulated data or having access to a reliable ground truth trajectory [Prasetyo and Musa, 2021; Sheng 

and Zhang, 2015; Golabek et al, 2022]. Given that the different attitude models make use of different 

parameterizations of the system attitude, it is very difficult to make direct comparisons between the 

estimated attitudes from different models without requiring conversion between them for comparison’s 

sake. 

 This chapter focuses on developing multiple attitude models in the GMIS, along with their 

associated system models and any required constraint equations to avoid overparametrization. This 

chapter also leverages the unique comprehensive error analysis tools enabled by the GMIS to provide a 

direct means of comparing the accuracy of each alternative attitude model without either requiring 

access to a ground truth trajectory or converting estimated attitudes between different attitude 

representations. Specifically, this chapter uses the following quantities to thoroughly compare the 

positioning solutions between different attitude models: 

• Residual estimates for the observation and process noise vectors; 

• Redundancy contributions for the observation and process noise vectors; and 

• Variance factors for each element in the observation and process noise vectors. 

 All of these quantities provide insight into the performance of the system and observation 

models without requiring a ground truth solution. Of particular note is the fact that the standard errors 

of unit weight estimated through Variance Component Estimation (VCE) are unitless, which allows for 

the direct comparison of performance across different attitude models without requiring conversion 

between different attitude representations. 

5.2 Partitioning of the EKF Matrices 

 As described in Section 2.5.1, the EKF uses the system model to define system kinematics and 

measurement models to define how the observations at a given epoch relate to the current system 

state vector using (2.48) and (2.49). 

 Additionally, constraint equations may be used to impose a priori knowledge on the system 

state vector using equality constraint equations as defined in (3.4). 
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 As its core components, the navigation Kalman Filter used in this research describes the linear 

position, velocity, and acceleration of the system, as well as the attitude parameters and their first-order 

time derivatives. The system model here is realized after kinematic equations that govern the motion of 

a moving platform, specifically using a constant linear acceleration and constant first-order time 

derivative of the attitude parameters between successive observation epochs to model the system’s 

motion through time. 

 Given this research’s goal of accommodating multiple attitude models within the GMIS, careful 

consideration has to be given to the general structure of the system state vector and the definition of 

any related vectors/matrices. To this end, it is useful to partition both the system state vector and the 

observation vector into related components that simplify the generation of the related design/transition 

matrices and allow them to be constructed in a modular fashion. 

 In this chapter, the system state vector is partitioned into the following groups of related 

quantities: 

• Position, velocity, and acceleration; 

• Attitude, and its rate of change; 

• GNSS float ambiguity parameter estimates; and 

• IMU systematic error states (gyroscope/accelerometer bias and scale factor errors). 

The partitioned system state vector is expressed as 

𝒙 = [𝒙𝒑
𝑻 𝒙𝒂

𝑻 𝒙𝝀
𝑻 𝒙𝑰𝑴𝑼

𝑻 ]
𝑻

(5.1) 

wherein the subscripts p, a, λ, and IMU stand for the linear kinematic state vector (i.e. concatenated 

position, velocity, and acceleration vectors), the angular kinematic state vector (i.e. concatenated 

attitude parameter and attitude parameters’ time derivative vectors), the GNSS ambiguity vector (only 

present when float estimates are being made), and the IMU systematic error vector, respectively. 

 Similarly, the observation vector may also be partitioned into the following groups of related 

quantities: 

• All gyroscope angular rate measurements; 

• All accelerometer specific force measurements; and 

• All GNSS observables (i.e. double-differenced L1 C/A, L1 Carrier Phase, and L2 Carrier Phase 

observations). 
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 This division results in the following definition of the partitioned system innovation vector: 

𝒅 = [𝒅𝒈
𝑻 𝒅𝒔

𝑻 𝒅𝑮
𝑻]

𝑻
(5.2) 

where 𝒅𝒈, 𝒅𝒔, and 𝒅𝑮 refer to the gyroscope, accelerometer, and GNSS observables at epoch k + 1, 

respectively. 

 The definition of the two partitioned vectors in (5.1) and (5.2) additionally allow for the 

corresponding definitions of the partitioned system state transition matrix 𝑨, process noise vector 𝒘, 

process noise transition matrix 𝑩, and design matrix 𝑪. 

 Assuming the linear motion of the system to be modeled separately from the system’s attitude 

dynamics, the system state transition matrix may be partitioned as follows: 

𝑨 = [

𝑨𝒑 𝟎 𝟎 𝟎

𝟎 𝑨𝒂 𝟎 𝟎
𝟎 𝟎 𝑨𝝀 𝟎
𝟎 𝟎 𝟎 𝑨𝑰𝑴𝑼

] (5.3) 

 The process noise vector may similarly be separated into components that independently 

influence the system’s position, attitude, float ambiguity estimates, and IMU systematic errors as 

follows: 

𝒘 = [𝒘𝒑
𝑻 𝒘𝒂

𝑻 𝒘𝝀
𝑻 𝒘𝑰𝑴𝑼

𝑻  ]
𝑻

(5.4) 

 Again, assuming that the attitude process noise elements do not affect the system’s position 

estimates, the definition of the process noise vector in (5.4) may have an associated process noise 

transition matrix of 

𝑩 = [

𝑩𝒑 𝟎 𝟎 𝟎

𝟎 𝑩𝒂 𝟎 𝟎
𝟎 𝟎 𝑩𝝀 𝟎
𝟎 𝟎 𝟎 𝑩𝑰𝑴𝑼

] (5.5) 

 Since both the system state vector and the system innovation vector are partitioned, the design 

matrix must accommodate both partitioned vectors’ definitions. This is accomplished as 

𝑪 = [

𝑪𝒈,𝒑 𝑪𝒈,𝒂 𝑪𝒈,𝝀 𝑪𝒈,𝑰𝑴𝑼

𝑪𝒔,𝒑 𝑪𝒔,𝒂 𝑪𝒔,𝝀 𝑪𝒔,𝑰𝑴𝑼

𝑪𝑮,𝒑 𝑪𝑮,𝒂 𝑪𝑮,𝝀 𝑪𝑮,𝑰𝑴𝑼

] (5.6) 
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 Any system state equality constraints may also be represented using the partitioned constraint 

Jacobian matrix 

𝑯 = [𝑯𝒑 𝑯𝒂 𝑯𝝀 𝑯𝑰𝑴𝑼] (5.7) 

 The partitioning of the matrices from (5.3) to (5.6) is particularly useful when making changes to 

the models being used in the GMIS. When only some of the elements of the system state vector are 

changed, these equations allow for a more fine-tuned identification of which block elements of the 

transition/design matrices also need to change, and which may be considered to be model-independent. 

This eliminates the need to reformulate these entire matrices when changing modeling procedures, and 

makes the definition of these matrices much more flexible and robust. 

 As an example, in this research the attitude models are changed, but the models of the system’s 

linear position, float ambiguity parameters, and IMU systematic errors remain the same. As such, in 

(5.3), only 𝑨𝒂 should change as the attitude model is changed, only the definition of 𝒘𝒂 in (5.4) should 

change, and only the definition of 𝑩𝒂 should change. Additionally, only the elements 𝑪𝒈,𝒂, 𝑪𝒔,𝒂, and 𝑪𝑮,𝒂 

can potentially change as the attitude model is changed, and these elements may be focused on in the 

modeling process. In fact, the matrix 𝑪𝑮,𝒂 may be considered to not change with the attitude model if 

the on-board GNSS sensor is considered to be at the origin of the vehicle frame. 

5.3 Position System Model in the GMIS 

 Since only the alternative attitude models are being changed in this chapter, the definition of 

the system model for the linear position states are consistent across all attitude models. Specifically, the 

system is assumed to have a constant linear acceleration from one observation epoch to the next. This 

may be expressed using the equation 

𝒙𝒑(𝑘 + 1) = [
𝑰𝟑 Δ𝑡𝑰𝟑

1

2
Δ𝑡𝑇𝑰𝟑

𝟎𝟑 𝑰𝟑 Δ𝑡𝑰𝟑

𝟎𝟑 𝟎𝟑 𝑰𝟑

] 𝒙𝒑(𝑘) +

[
 
 
 
 
1

6
Δ𝑡3𝑰𝟑

1

2
Δ𝑡2𝑰𝟑

Δ𝑡𝑰𝟑 ]
 
 
 
 

𝒋(𝑘) = 𝑨𝒑𝒙𝒑(𝑘) + 𝑩𝒑𝒘𝒑 (5.8) 

where 𝒋(𝑘) is the third-order motion process noise vector, also called the system jerk, which is 

expressed in the local ENU navigation frame. The system model in (5.8) is identical to the system model 

defined by (4.1), (4.2), and (4.3) but uses the partitioned state vector for simpler notation. In general, all 
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linear motion of the system is modeled in the local ENU navigation frame, since this ensures that (5.8) is 

not impacted by different choices of how attitude is being represented. 

5.4 IMU Observation Equations 

 Before moving on to describing the attitude model-specific IMU observation equations, it is 

important to provide the general IMU observation equations that will be adapted for each attitude 

model used in this research. As described in Section 2.4.2.4.1, the general accelerometer observation 

equation is given by 

𝒇𝒊𝒃
𝒃 = 𝑪𝒏

𝒃𝒂 + 𝑪𝒏
𝒃𝒈 − 𝒃𝒂 − 𝑺𝒂𝒇𝒊𝒃

𝒃 + 𝑪𝒏
𝒃{2𝝎𝒊𝒆

𝒏 + 𝝎𝒆𝒏
𝒏 } × 𝒗 + 𝑪𝒏

𝒃𝝎𝒊𝒃
𝒃 × 𝝎𝒊𝒃

𝒃 × 𝒓 + 𝚫𝒇𝒊𝒃
𝒃

= 𝑪𝒏
𝒃𝒔 − 𝒃𝒂 − 𝑺𝒂𝒇𝒊𝒃,𝒎𝒆𝒂𝒔

𝒃 + 𝚫𝒇𝒊𝒃
𝒃 (2.46)

 

where 𝒔 is a helping parameter vector used in collecting like terms for 𝑪𝒏
𝒃 and is defined by the equation 

𝒔 = 𝒂 + 𝒈 + {2𝝎𝒊𝒆
𝒏 + 𝝎𝒆𝒏

𝒏 } × 𝒗 + 𝝎𝒊𝒃
𝒃 × 𝝎𝒊𝒃

𝒃 × 𝒓. 

 As described in Section 2.4.2.4.2, the general gyroscope observation equation is given by 

𝝎𝒊𝒃
𝒃 = 𝝎𝒏𝒃

𝒃 − 𝒃𝒈 − 𝑺𝒈𝝎𝒊𝒃
𝒃 + 𝑪𝒏

𝒃(𝝎𝒊𝒆
𝒏 + 𝝎𝒆𝒏

𝒏 ) + 𝚫𝝎𝒊𝒃
𝒃 (2.47) 

 In both (2.46) and (2.47), the definitions of 𝝎𝒏𝒃
𝒃  and 𝑪𝒏

𝒃 do not specifically refer to any particular 

attitude model, but rather to the general rotation rate of the body frame with respect to the navigation 

frame, and the rotation matrix from the navigation frame to the body frame, respectively. Both 

quantities may be calculated using the parameters from different attitude representations, allowing 

these equations to be the basis for modeling IMU observations in multiple attitude models. 

5.5 Attitude Models in the GMIS 

 This research considers three attitude models: the Roll-Pitch-Heading (RPH) model, the 

Direction Cosine Matrix (DCM) model, and the Quaternion model. This section develops the system 

models and measurement models for each attitude model within the GMIS. 

5.5.1 Roll-Pitch-Heading (RPH) Model 

 The roll-pitch-heading (RPH) attitude model uses the roll, pitch, and heading angles to uniquely 

represent attitude in three-dimensional space. This attitude model is a specific realization of an Euler 

rotation, and the rotation matrix from the navigation frame to the body frame used in this research is 

given as follows: 
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𝑪𝒏
𝒃 = 𝑹𝟐(𝛼)𝑹𝟏(𝛽)𝑹𝟑(𝛾) (5.9) 

where 𝛼, 𝛽, and 𝛾 are the system roll, pitch, and heading angles, respectively. The system’s angular 

motion is defined by the first-order time derivatives 𝛼̇, 𝛽̇, and 𝛾̇ and are included in the system state 

vector so that the definition of 𝒙𝒂 is given by 

𝒙𝒂  = [𝛼 𝛽 𝛾 𝛼̇ 𝛽̇ 𝛾̇]𝑻 (5.10) 

 Considering the attitude angles to vary linearly with time, their second-order time derivatives 𝛼̈, 

𝛽̈, and 𝛾̈ define their associated process noise, yielding the following definition of 𝒘𝒂: 

𝒘𝒂 = [𝛼̈ 𝛽̈ 𝛾̈]𝑇 (5.11) 

 Under the assumed linear first-order time derivative models, the overall system model for the 

roll-pitch-heading parameters are identical to those defined in (4.4) to (4.9). 

 The definition of the system models for the RPH attitude model allows for the subsequent 

definition of the corresponding blocks of the system state and process noise transition matrices, as 

follows: 

𝑨𝒂 = [
𝑰𝟑 Δ𝑡𝑰𝟑

𝟎𝟑 𝑰𝟑
] (5.12) 

and 

𝑩𝒂 = [

1

2
Δ𝑡2𝑰𝟑

Δ𝑡𝑰𝟑

] (5.13) 

 After [Zhao, 2016], the differential equation relating 𝝎𝒏𝒃
𝒃  and (𝛼̇, 𝛽̇, 𝛾̇) is defined by 

𝝎𝒏𝒃
𝒃 = [

0 cos𝛼 sin𝛼 cos𝛽
1 − sin𝛽 0
0 sin𝛼 − cos𝛼 cos𝛽

] [

𝛼̇
𝛽̇
𝛾̇
] = 𝑫 [

𝛼̇
𝛽̇
𝛾̇
] (5.14) 

 The substitution of (5.14) into (2.47) results in the following definition of the gyroscope 

submatrix in the design matrix: 

𝑪𝒈,𝒂 = [𝟎𝟑

0 cos𝛼 sin 𝛼 cos𝛽
1 − sin𝛽 0
0 sin𝛼 − cos𝛼 cos𝛽

] (5.15) 

 The accelerometer observation equations remain unchanged when using the RPH attitude 

model, but the partial derivatives of the accelerometer observation equations with respect to the RPH 
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parameters need to be expressed. Here, the partial derivatives of the rotation matrix with respect to the 

three parameters are useful to derive, and they are defined as follows: 

𝜕𝑪𝒏
𝒃

𝜕𝛼
=

𝜕𝑹𝟐(𝛼)

𝜕𝛼
𝑹𝟏(𝛽)𝑹𝟑(𝛾) (5.16) 

𝜕𝑪𝒏
𝒃

𝜕𝛽
= 𝑹𝟐(𝛼)

𝜕𝑹𝟏(𝛽)

𝜕𝛽
𝑹𝟑(𝛾) (5.17) 

and 

𝜕𝑪𝒏
𝒃

𝜕𝛾
=  𝑹𝟐(𝛼)𝑹𝟏(𝛽)

𝜕𝑹𝟑(𝛾)

𝜕𝛾
(5.18) 

 Using (5.16) to (5.18) to evaluate the partial derivatives of the rotation matrix with respect to 

each of the attitude parameters allows for the subsequent calculation of the partial derivatives of the 

accelerometer observation equations with respect to the attitude parameters. This allows for the 

following definition of the accelerometer submatrix in the design matrix: 

𝑪𝒔,𝒂 = [
𝜕𝑪𝒏

𝒃

𝜕𝛼
𝒔

𝜕𝑪𝒏
𝒃

𝜕𝛽
𝒔

𝜕𝑪𝒏
𝒃

𝜕𝛾
𝒔 𝟎𝟑] (5.19) 

 These redefinitions in the positioning Kalman Filter are sufficient to represent the RPH attitude 

model. Since the RPH attitude model uses the minimum necessary parameters to represent orientation 

in three-dimensional space (three parameters) and the minimum necessary parameters to represent the 

orientation rate of change in three-dimensional space (three parameters), there are no redundant 

parameters included in the system state vector, and there is therefore no need to enforce any system 

state constraints except for when additional a priori information on the system attitude is available. 

5.5.2 Direction Cosine Matrix (DCM) Model 

 In the Direction Cosine Matrix (DCM) representation, the individual elements of the attitude 

matrix are each considered elements of the system state vector and their first-order time derivatives are 

used to model how the system attitude changes through time. This results in a total of eighteen system 

state elements for the DCM attitude model. Using these parameters, the rotation matrix from the 

navigation frame to the body frame is given by the equation 

𝑪𝒏
𝒃 = [

𝑐11 𝑐12 𝑐13

𝑐21 𝑐22 𝑐23

𝑐31 𝑐32 𝑐33

] (5.20) 



 

136 

 

and the first-order time derivative of the rotation matrix is given by the equation 

𝑪̇𝒏
𝒃 = [

𝑐̇11 𝑐̇12 𝑐̇13

𝑐̇21 𝑐̇22 𝑐̇23

𝑐̇31 𝑐̇32 𝑐̇33

] (5.21) 

 Including all of these attitude parameters in the system state vector results in the following 

definition of 𝒙𝒂: 

𝒙𝒂 = [𝑪𝟏 𝑪𝟐 𝑪𝟑 𝑪̇𝟏 𝑪̇𝟐 𝑪̇𝟑] (5.22) 

where 𝑪𝒊 = [𝑐𝑖1 𝑐𝑖2 𝑐𝑖3] and 𝑪̇𝒊 = [𝑐̇𝑖1 𝑐̇𝑖2 𝑐̇𝑖3] for 𝑖 = 1, 2, 3. 

 Considering the attitude parameters to change linearly with time, their second-order derivatives 

𝑪̈𝒊 = [𝑐̈𝑖1 𝑐̈𝑖2 𝑐̈𝑖3] ∀ 𝑖 = 1, 2, 3 define their associated process noise, resulting in the attitude process 

noise being defined as 

𝒘𝒂 = [𝑪̈𝟏 𝑪̈𝟐 𝑪̈𝟑] (5.23) 

 Using these definitions, the eighteen system equations are given by 

𝑐𝑖𝑗(𝑘 + 1) = 𝑐𝑖𝑗(𝑘) + 𝑐̇𝑖𝑗(𝑘)Δ𝑡 +
1

2
𝑐̈𝑖𝑗(𝑘)Δ𝑡2, 𝑖 ∈ (1, 2, 3), 𝑗 ∈ (1, 2, 3) (5.24) 

and 

𝑐̇𝑖𝑗(𝑘 + 1) = 𝑐̇𝑖𝑗(𝑘) + 𝑐̈𝑖𝑗(𝑘)Δ𝑡, 𝑖 ∈ (1, 2, 3), 𝑗 ∈ (1, 2, 3) (5.25) 

 The transition matrix associated with this system model is given by 

𝑨𝒂 = [
𝑰𝟗 Δ𝑡𝑰𝟗

𝟎𝟗 𝑰𝟗
] (5.26) 

and the associated process noise transition matrix is given by 

𝑩𝒂 = [

1

2
Δ𝑡2𝑰𝟗

Δ𝑡𝑰𝟗

] (5.27) 

 The relationship between the DCM attitude parameters and 𝝎𝒏𝒃
𝒃  may be determined via the 

Poisson Equation in Section 2.3.4 as 

𝑪̇𝒏
𝒃 = 𝑪𝒏

𝒃[𝝎𝒏𝒃
𝒃 ] (5.28) 

 The skew-symmetric cross product matrix of the 𝝎𝒏𝒃
𝒃  vector may be isolated by rearranging 

(5.28) as 
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[𝝎𝒏𝒃
𝒃 ] = (𝑪𝒏

𝒃)
𝑻
𝑪̇𝒏

𝒃 (5.29) 

 Considering the elements of the skew-symmetric cross product matrix, the elements of 𝝎𝒏𝒃
𝒃  

may be individually evaluated as 

𝝎𝒏𝒃
𝒃 = [

𝐶13𝐶̇12 + 𝐶23𝐶̇22 + 𝐶33𝐶̇32

𝐶11𝐶̇13 + 𝐶21𝐶̇23 + 𝐶31𝐶̇33

𝐶12𝐶̇11 + 𝐶22𝐶̇21 + 𝐶32𝐶̇31

] (5.30)

and this evaluation of 𝝎𝒏𝒃
𝒃  may be substituted directly into (2.47). 

 The portion of the design matrix referring to the gyroscope measurements may therefore be 

defined as 

𝑪𝒈,𝒂 =

[

0 0 𝑐̇12 0 0 𝑐̇22 0 0 𝑐̇32 0 𝑐13 0 0 𝑐23 0 0 𝑐33 0

𝑐̇13 0 0 𝑐̇23 0 0 𝑐̇33 0 0 0 0 𝑐11 0 0 𝑐21 0 0 𝑐31

0 𝑐̇11 0 0 𝑐̇21 0 0 𝑐̇31 0 𝑐12 0 0 𝑐22 0 0 𝑐32 0 0

] (5.31)
 

 The accelerometer observation equations remain unchanged when using the DCM attitude 

model, but the partial derivatives of the rotation matrix with respect to the DCM attitude parameters 

needs to be expressed. The partial derivative of the rotation matrix with respect to element 𝑐𝑖𝑗  of the 

DCM attitude model may be expressed as 

𝜕𝑪𝒏
𝒃

𝜕𝑐𝑖𝑗

(𝑘, 𝑙) = 𝛿𝑖𝑘𝛿𝑗𝑙 , 𝑘 ∈ (1, 2, 3), 𝑙 ∈ (1,2, 3) (5.32) 

where 𝛿𝑖𝑘  is the Kronecker delta function evaluated at 𝑖 and 𝑘. 

 This definition of the partial derivatives of the rotation matrix with respect to the DCM attitude 

parameters allows for the following definition of the portion of the design matrix referring to the 

accelerometer measurements: 

𝑪𝒔,𝒂 = [

𝒔𝑻 𝟎𝟏,𝟑 𝟎𝟏,𝟑 𝟎𝟏,𝟗

𝟎𝟏,𝟑 𝒔𝑻 𝟎𝟏,𝟑 𝟎𝟏,𝟗

𝟎𝟏,𝟑 𝟎𝟏,𝟑 𝒔𝑻 𝟎𝟏,𝟗

] (5.33) 

5.5.2.1 DCM State Constraints 

 Given that the attitude of a system may be fully described using three parameters, and the 

system’s orientation rate of change may also be fully described using three parameters, using the 

eighteen parameters in the DCM attitude model results in twelve of the eighteen attitude parameters 
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being functionally redundant. This requires the inclusion of twelve constraint equations on the DCM 

attitude states to avoid over-parameterizing the system attitude. 

 The first six constraint equations may be readily derived from the well-known orthogonal 

property of a rotation matrix: 

[

𝑪𝟏

𝑪𝟐

𝑪𝟑

] [𝑪𝟏
𝑻 𝑪𝟐

𝑻 𝑪𝟑
𝑻] = 𝑰𝟑 (5.34) 

 The upper or lower triangular elements of the identity matrix in (5.34) leads directly to the 

following six constraint equations: 

𝑪𝟏𝑪𝟏
𝑻 = 1 (5.35) 

𝑪𝟐𝑪𝟐
𝑻 = 1 (5.36) 

𝑪𝟑𝑪𝟑
𝑻 = 1 (5.37) 

𝑪𝟏𝑪𝟐
𝑻 = 0 (5.38) 

𝑪𝟏𝑪𝟑
𝑻 = 0 (5.39) 

𝑪𝟐𝑪𝟑
𝑻 = 0 (5.40) 

 These six constraint equations effectively eliminate the six redundant system states when it 

comes to representing the system’s orientation, but they do not address the fact that there are also 

redundant system states representing the rate of change of the system’s orientation. There are two 

strategies that may be applied to enforce system state constraints on the first-order time derivatives of 

the DCM attitude parameters: 

1. Using the matrix product in the rearranged Poisson Equation in (5.29) to enforce that the 

resultant product is a skew-symmetric matrix (i.e. diagonal elements should be equal to 0 and 

the sum of an off-diagonal element with the corresponding element of its transpose should be 

0); or 

2. Recognizing that the constraint equations from (5.35) to (5.40) remain constant through time to 

enforce that the first-order time derivatives of the six constraint equations should all be equal to 

0. 

 Here, the derivation of both sets of constraint equations on the attitude parameters’ time 

derivatives is presented to demonstrate that both approaches are equivalent to one another. 
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Using the Poisson Equation: 

 Combining the definition of the system state vector elements with the rearranged Poisson 

Equation in (5.29) yields the following expression of the Poisson Equation: 

[𝝎𝒏𝒃
𝒃 ] = [𝑪𝟏

𝑻 𝑪𝟐
𝑻 𝑪𝟑

𝑻] [

𝑪̇𝟏

𝑪̇𝟐

𝑪̇𝟑

] (5.41) 

 Recognizing that [𝝎𝒏𝒃
𝒃 ] is a skew-symmetric matrix leads to the following three constraint 

equations for the diagonal elements of the cross-product matrix: 

𝑪𝟏𝑪̇𝟏
𝑻 = 0 (5.42) 

𝑪𝟐𝑪̇𝟐
𝑻 = 0 (5.43) 

𝑪𝟑𝑪̇𝟑
𝑻 = 0 (5.44) 

and taking the difference between each off-diagonal element in (5.41) and its transpose yields the 

following three additional constraint equations: 

𝑪𝟏𝑪̇𝟐
𝑻 + 𝑪̇𝟏𝑪𝟐

𝑻 = 0 (5.45) 

𝑪𝟏𝑪̇𝟑
𝑻 + 𝑪̇𝟏𝑪𝟑

𝑻 = 0 (5.46) 

𝑪𝟐𝑪̇𝟑
𝑻 + 𝑪̇𝟐𝑪𝟑

𝑻 = 0 (5.47) 

 The six equations from (5.42) to (5.47) constitute the six additional constraint equations needed 

to effectively remove the additional six redundant parameters in the system state vector. 

Using the Time Derivatives of the Other Constraint Equations: 

 The Chain Rule may be used to calculate the first-order time derivatives of (5.35) to (5.37) as 

follows: 

𝜕(𝑪𝟏𝑪𝟏
𝑻)

𝜕𝑡
= 2𝑪𝟏𝑪̇𝟏

𝑻 (5.48) 

𝜕(𝑪𝟐𝑪𝟐
𝑻)

𝜕𝑡
= 2𝑪𝟐𝑪̇𝟐

𝑇 (5.49) 

𝜕(𝑪𝟑𝑪𝟑
𝑻)

𝜕𝑡
= 2𝑪𝟑𝑪̇𝟑

𝑻 (5.50) 
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 The Product Rule may be used to calculate the first-order time derivatives of (5.38) to (5.40) as 

follows: 

𝜕(𝑪𝟏𝑪𝟐
𝑻)

𝜕𝑡
= 𝑪𝟏𝑪̇𝟐

𝑻 + 𝑪̇𝟏𝑪𝟐
𝑻 (5.51) 

𝜕(𝑪𝟏𝑪𝟑
𝑻)

𝜕𝑡
= 𝑪𝟏𝑪̇𝟑

𝑻 + 𝑪̇𝟏𝑪𝟑
𝑻 (5.52) 

𝜕(𝑪𝟐𝑪𝟑
𝑻)

𝜕𝑡
= 𝑪𝟐𝑪̇𝟑

𝑻 + 𝑪̇𝟐𝑪𝟑
𝑻 (5.53) 

 Intuitively, the constraint equations from (5.35) to (5.40) remain constant-valued through time, 

so their first-order time derivatives should be equal to 0. Setting the time derivatives from (5.48) to 

(5.53) to be equal to 0 yields the following six constraint equations: 

𝑪𝟏𝑪̇𝟏
𝑻 = 0 (5.54) 

𝑪𝟐𝑪̇𝟐
𝑻 = 0 (5.55) 

𝑪𝟑𝑪̇𝟑
𝑻 = 0 (5.56) 

𝑪𝟏𝑪̇𝟐
𝑻 + 𝑪̇𝟏𝑪𝟐

𝑻 = 0 (5.57) 

𝑪𝟏𝑪̇𝟑
𝑻 + 𝑪̇𝟏𝑪𝟑

𝑻 = 0 (5.58) 

𝑪𝟐𝑪̇𝟑
𝑻 + 𝑪̇𝟐𝑪𝟑

𝑻 = 0 (5.59) 

 Notably, the six constraint equations from (5.54) to (5.59) are identical to those from (5.42) to 

(5.47). This supports the use of the first-order time derivatives to constrain the system state elements as 

a valid approach to eliminating redundant system state elements. Establishing this fact is important 

when deriving the system state constraints for the quaternion attitude model, where the Poisson 

Equation cannot be as readily applied to deriving system state constraints. 

 Together, the twelve system state constraints coming from (5.35) to (5.40) and from (5.54) to 

(5.59) are enough to eliminate the functional singularity coming from the use of twelve redundant 

attitude states when using the DCM model. All of these constraint equations are non-linear, and their 

Jacobian matrix is given by 
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𝑯𝑫𝑪𝑴,𝒂 =

[
 
 
 
 
 
 
 
 
 
 
 
 
 
2𝑪𝟏 𝟎 𝟎 𝟎 𝟎 𝟎
𝟎 2𝑪𝟐 𝟎 𝟎 𝟎 𝟎
𝟎 𝟎 2𝑪𝟑 𝟎 𝟎 𝟎
𝑪𝟐 𝑪𝟏 𝟎 𝟎 𝟎 𝟎
𝑪𝟑 𝟎 𝑪𝟏 𝟎 𝟎 𝟎
𝟎 𝑪𝟑 𝑪𝟐 𝟎 𝟎 𝟎

𝑪̇𝟏 𝟎 𝟎 𝑪𝟏 𝟎 𝟎

𝟎 𝑪̇𝟐 𝟎 𝟎 𝑪𝟐 𝟎

𝟎 𝟎 𝑪̇𝟑 𝟎 𝟎 𝑪𝟑

𝑪̇𝟐 𝑪̇𝟏 𝟎 𝑪𝟐 𝑪𝟏 𝟎

𝑪̇𝟑 𝟎 𝑪̇𝟏 𝑪𝟑 𝟎 𝑪𝟏

𝟎 𝑪̇𝟑 𝑪̇𝟐 𝟎 𝑪𝟑 𝑪𝟐]
 
 
 
 
 
 
 
 
 
 
 
 
 

(5.60) 

where practically, (5.60) may be evaluated using the most recently-estimated DCM attitude states. 

5.5.3 Quaternion Model 

 Using rotation quaternions to represent system attitude is the most generally preferred 

formulation of the attitude for inertial navigation to this point. The rotation quaternion is defined to be 

𝑞 = 𝑞0 + 𝒒 = 𝑞0 + 𝑞1𝒊 + 𝑞2𝒋 + 𝑞3𝒌 (5.61) 

with the four defining parameters (𝑞0, 𝑞1, 𝑞2, 𝑞3). This attitude representation is very popular due to its 

resistance to degenerate states such as the Gimbal Lock phenomenon and its representation of rotation 

using algebraic representations, rather than relying on trigonometric functions that can be more costly 

to evaluate. Under this attitude model, the rotation matrix from the navigation frame to the body frame 

is expressed as per [Zhang and Sun, 1992] as 

𝑪𝒏
𝒃 = (𝑞0

2 − |𝒒|𝟐)𝑰𝟑 − 2𝑞0[𝒒] + 2𝒒𝒒𝑻 (5.62) 

 The four defining parameters in (5.61) along with their first-order time derivatives are used in 

the system state vector to model the system attitude and its dynamics through time. Including all of 

these parameters in the system state vector results in the following definition of 𝒙𝒂: 

𝒙𝒂 = [𝑞0 𝒒𝑻 𝑞̇0 𝒒̇𝑻]𝑻 (5.63) 

 Similarly to the RPH and DCM attitude models, the quaternion attitude states may be 

considered to change linearly between successive observation epochs, with the process noise defined to 

be the second-order time derivatives of the quaternion attitude states as 

𝒘𝒂 = [𝑞̈0 𝒒̈𝑻]𝑻 (5.64) 
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 Using these definitions, the eight system model equations defining the system kinematics are 

given by the equations 

𝑞𝑖(𝑘 + 1) = 𝑞𝑖(𝑘) + 𝑞̇𝑖(𝑘)Δ𝑡 +
1

2
𝑞̈𝑖(𝑘)Δ𝑡2, 𝑖 ∈ (0, 1, 2, 3) (5.65) 

and 

𝑞̇𝑖(𝑘 + 1) = 𝑞̇𝑖(𝑘) + 𝑞̈𝑖(𝑘)Δ𝑡, 𝑖 ∈ (0, 1, 2, 3) (5.66) 

 The system state transition matrix associated with these system model equations is given by 

𝑨𝒂 = [
𝑰𝟒 Δ𝑡𝑰𝟒

𝟎𝟒 𝑰𝟒
] (5.67) 

and the associated process noise transition matrix is given by 

𝑩𝒂 = [

1

2
Δ𝑡2𝑰𝟒

Δ𝑡𝑰𝟒

] (5.68) 

 The Poisson Equation may be used to relate 𝝎𝒏𝒃
𝒃  to the quaternion attitude representation as 

𝑞̇ =
1

2
[

𝑞0 −𝑞1 −𝑞2 −𝑞3

𝑞1 𝑞0 −𝑞3 𝑞2

𝑞2 𝑞3 𝑞0 −𝑞1

𝑞3 −𝑞2 𝑞1 𝑞0

] [
0

𝝎𝒏𝒃
𝒃 ] (5.69) 

 Rearranging (5.69) to isolate 𝝎𝒏𝒃
𝒃  allows it to be explicitly expressed as follows: 

𝝎𝒏𝒃
𝒃 = 2 [

−𝑞1 𝑞0 𝑞3 −𝑞2

−𝑞2 −𝑞3 𝑞0 𝑞1

−𝑞3 𝑞2 −𝑞1 𝑞0

] 𝑞̇ = 2𝑾(𝑞)𝑞̇ (5.70) 

 Substituting (5.70) into (2.47) yields the following definition of the partitioned attitude elements 

of the design matrix: 

𝑪𝒈,𝒂 = [𝟎𝟑,𝟒 2𝑾(𝑞)] (5.71) 

 As for the other attitude models, the accelerometer observation equations remain unchanged, 

but the partial derivatives of the attitude matrix with respect to the attitude parameters of the 

quaternion model must be derived, as follows: 

𝜕𝑪𝒏
𝒃

𝜕𝑞0
= 2𝑞0𝑰𝟑 − 2 [𝒒] (5.72) 
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𝜕𝑪𝒏
𝒃

𝜕𝑞1
= −2𝑞1𝑰𝟑 − 2𝑞0 [

0 0 0
0 0 −1
0 1 0

] + 2 [

2𝑞1 𝑞2 𝑞3

𝑞2 0 0
𝑞3 0 0

] (5.73) 

𝜕𝑪𝒏
𝒃

𝜕𝑞2
= −2𝑞2𝑰𝟑 − 2𝑞0 [

0 0 1
0 0 0

−1 0 0
] + 2 [

0 𝑞1 0
𝑞1 2𝑞2 𝑞3

0 𝑞3 0
] (5.74) 

𝜕𝑪𝒏
𝒃

𝜕𝑞3
= −2𝑞3𝑰𝟑 − 2𝑞0 [

0 −1 0
1 0 0
0 0 0

] + 2 [

0 0 𝑞1

0 0 𝑞2

𝑞1 𝑞2 2𝑞3

] (5.75) 

 Using the partial derivatives defined from (5.72) to (5.75), the partitioned element describing 

the partial derivatives of the accelerometer measurements with respect to the quaternion model’s 

attitude parameters may be defined to be 

𝑪𝒔,𝒂 = [
𝜕𝑪𝒏

𝒃

𝜕𝑞0
𝒔

𝜕𝑪𝒏
𝒃

𝜕𝑞1
𝒔

𝜕𝑪𝒏
𝒃

𝜕𝑞2
𝒔   

𝜕𝑪𝒏
𝒃

𝜕𝑞3
𝒔 𝟎𝟒] (5.76) 

5.5.3.1 Quaternion State Constraints 

 The quaternion attitude model makes use of eight total system state elements when only six are 

necessary to represent the system’s attitude and how it changes through time. 

 The first quaternion state constraint comes from the definition of a rotation quaternion: 

𝑞𝑞∗ = 𝑞0
2 + |𝒒|𝟐 = 1 (5.77) 

 Since the constraint equation in (5.77) should remain constant through time, its first-order time 

derivative should intuitively be equal to 0, which provides the second quaternion state constraint: 

𝑞0𝑞̇0 + 𝑞1𝑞̇1 + 𝑞2𝑞̇2 + 𝑞3𝑞̇3 = 0 (5.78) 

 Upon calculating the Jacobian matrix of the non-linear constraint equations in (5.77) and (5.78), 

the partitioned block of the constraint coefficient matrix for the attitude parameters is given by the 

equation 

𝑯𝒒,𝒂 = [
2𝑞0 2𝑞1 2𝑞2 2𝑞3 0 0 0 0
𝑞̇0 𝑞̇1 𝑞̇2 𝑞̇3 𝑞0 𝑞1 𝑞2 𝑞3

] (5.79) 

where practically, (5.79) is evaluated using the most recently-estimated quaternion states and their 

estimated time derivatives. 
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5.6 Comprehensive Error Analysis 

 Generally, to estimate the process noise and observation residual vectors, the framework of the 

system state constrained Extended Kalman Filter described in Chapter 3 may be applied. This framework 

allows for the direct calculation of the constrained residuals of the predicted system state vector 𝒗̂𝒙𝒉
, 

the process noise residuals 𝒗̂𝒘𝒉
, and the observation residuals 𝒗̂𝒛𝒉

 by evaluating (3.80), (3.82), and 

(3.84), respectively. Their associated covariance matrices may be calculated by evaluating (3.81), (3.83), 

and (3.85), respectively. 

 Since this chapter focuses on using these quantities to characterize the performance of different 

attitude models in the GMIS, it is important to clarify several things with respect to the meaning and 

significance of these three residual vectors. As described in Chapter 3, each of these residual vectors 

represents one of the three independent sources of error in a Kalman Filter for any given observation 

epoch: the random error in the previously-estimated system state used for state prediction in the Time 

Update (residuals of the predicted system state vector); the random error in the process noise estimates 

(process noise residuals); and the random error in the measurements (observation residuals). Generally, 

the process noise residuals and observation residuals provide more useful information than the 

residuals of the predicted system state vector, because the system state elements are expected to be 

more strongly correlated with one another. 

 Changing the attitude model primarily impacts two things: 

1) The measurement models: While the ways that measurements are represented in each attitude 

model are different, there are no approximations or assumptions being made for any individual 

attitude model. In other words, the measurement models are expressed differently but are 

expected to be equivalent to one another. The general behaviour of the observation residual 

vector is therefore expected to be consistent across the different attitude models. Most 

differences in the measurement residuals may be attributed to how the system state is 

reprojected by the constraint equations, and any errors that may accumulate differently across 

different attitude models. 

2) The system model: Since each attitude model uses the first-order time derivatives of the 

attitude parameters to characterize the angular motion of the system, there are actual 

differences between the kinematic models being used to define each of the attitude models. 
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Most of the differences in the performance of each attitude model is therefore expected to be 

reflected in their respective process noise residuals. 

 It is very common to analyze the double-differenced GNSS observation residuals, since they may 

be readily calculated from the estimated system position under the traditional integration strategy; 

however, the traditional integration strategy cannot accommodate the calculation of the raw IMU 

observation residuals since it generally integrates the INS solution rather than using raw IMU 

measurements directly. 

 Unique to this research, the raw IMU observation residuals may be estimated for the IMU 

accelerometers and gyroscopes, in addition to the process noise vector characterizing the performance 

of the kinematic models. These are only possible to calculate due to the combined contributions of the 

modeling work in this chapter along with the comprehensive error analysis tools developed in Chapter 3. 

 Accelerometer and gyroscope measurements tend to be particularly closely tied to and 

impacted by the system’s estimated attitude, and so the accelerometer and gyroscope residuals are 

therefore expected to be more indicative of the attitude models’ performance than the GNSS 

observation residuals. Similarly, the process noise residual vector has elements that describe the system 

jerk vector (i.e. third-order time derivative of the system’s position) and elements that describe the 

second-order time derivatives of the system’s attitude parameters. Clearly, the process noise residuals 

tied to the system’s attitude parameters may be considered more informative on the performance of 

the system models associated with each attitude model. 

 One particularly important tool in this analysis is Variance Component Estimation (VCE). The 

process noise elements referring to the system attitude are defined differently across the different 

attitude models, and are therefore not directly comparable between them. VCE may be used to 

estimate the standard errors of unit weight for the attitude process noise, which provides a single 

unitless value that describes how the a posteriori behaviour of the system compares to its assumed a 

priori accuracy. Since VCE produces a unitless quantity as its output, the VCE output may be directly 

compared across different attitude models without requiring conversions between the different attitude 

models. While the gyroscope and accelerometer measurement residuals do not suffer from this issue, 

and they are directly comparable across different attitude models, it is much more intuitive to compare 

their associated standard errors of unit weight to characterize the overall performance of the system for 

the alternative attitude models. 



 

146 

 

 Additionally, VCE directly uses the estimated observation and process noise residuals. Since 

these residuals are estimated a posteriori without requiring a fixed reference solution, VCE may be used 

to characterize the performance of a system without requiring a ground-truth dataset. 

 When conducting VCE, appropriately partitioning the observation and process noise residuals is 

important in order to obtain sufficiently detailed information to draw significant conclusions. There are 

competing priorities: maximizing the amount of meaningful information that may be gleaned from the 

partitioned residual vectors, while also ensuring that there is enough redundancy in the estimation of 

their variance component factors to allow these quantities to remain significant. In this chapter, the 

observation and process noise residuals are partitioned to allow for variance component factors to be 

estimated for the following quantities: 

i. For the process noise residuals: 

a. An overall variance component accounting for the entire process noise vector, which 

may be used to provide an overview of the overall performance of the positioning 

Kalman Filter’s system model. 

b. A variance component accounting for the position-related elements of the process noise 

vector. This may be used to provide more granular information about how well the 

system model represents the linear motion of the system. 

c. A variance component accounting for the orientation-related elements of the process 

noise vector. This may be used to provide more granular information about how well 

the system model represents the angular motion of the system. 

ii. For the observation residuals: 

a. An overall variance component accounting for the entire observation vector, which may 

be used to characterize how well the measurement models perform overall for each 

attitude model. 

b. A variance component dedicated to characterizing the performance of the raw 

gyroscope angular rate measurements, and another variance component dedicated to 

characterizing the performance of the raw accelerometer specific force measurements. 

The characterization of these variance components is unique to this research, and is a 

result of the collective contributions of the GMIS’ modelling capabilities alongside the 

additional modeling work developed in Chapter 3 and this chapter. 
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c. A variance component dedicated to characterizing the performance of the double-

differenced L1 C/A observations, and two other variance components dedicated to 

characterizing the performance of the double-differenced L1 Carrier Phase and L2 

Carrier Phase observations. 

 As has been previously alluded to, it is important to ensure that there is enough redundancy in 

the estimates of any variance components being estimated to have them provide reliable estimates of 

the system performance. The process noise vector in particular tends to have very small redundant 

indices across its elements, and so it is generally not possible to calculate reliable variance components 

for process noise elements at a single observation epoch. Practically, this means that variance 

components must instead be estimated over a window of time, accounting for the cumulative 

redundancy contribution over that time period. Increasing the size of the moving window generally 

decreases the time-domain resolution of the VCE, whereas decreasing it generally decreases the 

reliability of any quantities calculated as part of the VCE. In other words, epoch-wise VCE produces more 

identifiable “spikes” that indicate exactly when problems in the dataset occur, whereas using larger time 

windows in the VCE produces more reliable estimates of the system’s actual performance.  

5.7 Processing Workflow 

 The processing module of the PosAtt Engine described in Section 4.6 required modification to 

accommodate the modeling for multiple attitude models detailed from Sections 5.2 to 5.6. Specifically, 

the attitude model being used needed to be considered in the definition of the system state constraint 

equations, system model equations, and measurement model equations. The modified workflow for the 

processing module is shown in Figure 5.7.1. 
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Figure 5.7.1: The modified processing workflow to accommodate different attitude models in the PosAtt Engine. 
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5.8 Comparative Analysis 

 This section presents the road test dataset used to validate the different attitude models used in 

this research, and provides a comparative analysis of the performance of each of the RPH, DCM, and 

Quaternion attitude models. 

5.8.1 Definition of the Test Dataset 

 The road test dataset was collected from a land vehicle equipped with our in-house integrated 

navigation system consisting of an IMU 440 sensor operating at 100 Hz and a NovAtem OEM4 receiver 

operating at 1 Hz. A second NovAtel OEM4 receiver operating at 1 Hz was operated at a fixed location to 

act as a base station, enabling the generation of double-differenced measurements. The a priori 

standard deviation of the accelerometers was taken to be 0.1 m/s2, and the a priori standard deviation 

of the gyroscopes was taken to be 0.8°/s. 

 For the first 7.5 minutes of data collection, the vehicle was kept stationary, followed by 7.5 

minutes of being driven in kinematic, and then another 5 minutes of being kept stationary. The 

horizontal trajectory that the vehicle followed is shown in Figure 5.8.1, and the velocity and acceleration 

profiles of the vehicle are shown in Figure 5.8.2 and Figure 5.8.3, respectively. 

 

Figure 5.8.1: Horizontal trajectory of the road test dataset used to validate the different attitude models used in this research. 
Coordinates are local geodetic coordinates relative to the PosAtt system’s starting location. 
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Figure 5.8.2: System velocity profile over the road test dataset. The velocity values are expressed in the navigation frame local 
geodetic coordinates. 

 

Figure 5.8.3: System acceleration profile over the road test dataset. The acceleration values are expressed in the navigation 
frame local geodetic coordinates. 

 Each of the attitude models was implemented under the GMIS to process the road test dataset. 

This is followed up with a comprehensive error analysis that directly compares the performance of the 

solutions associated with each different attitude model. This comparison is specifically focused on: 
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i. Directly comparing the values of the state estimates. This is realized through estimating the 

RMSE between different position/attitude estimates, and provides insight into the overall 

consistency between the three different attitude models. This particular mode of comparison is 

possible under the traditional sensor integration strategy, and requires conversion of different 

attitude representations into a common system for comparison purposes. 

ii. Direct comparison of the a posteriori observation residuals when using each attitude model. 

Since the same dataset is being processed using different attitude models, the definition of the 

observation vectors is exactly the same across each attitude model. This allows their elements 

to be directly compared between attitude models and gives insight into the behaviour of sensor 

errors under each attitude model. This mode of comparison would be possible for GPS 

observations under the traditional sensor integration strategy, but is only made possible for the 

IMU observations under the GMIS. 

iii. Direct comparison of the a posteriori variance component factors for quantities in each attitude 

model, including the observation vectors and process noise vectors. Using the standard error 

factors provides a unitless quantity that allows direct comparisons to be made between attitude 

models without requiring any conversion between different attitude representations. This 

analysis is only made possible under the GMIS. 

5.8.2 Directly Comparing System State Estimates 

 A summary of the average standard deviations for the system’s position in the local horizontal 

and vertical is provided in Table 5.8.1. All attitude models achieved similar estimated accuracies in their 

linear positions, both in the horizontal and vertical. This is to be expected, since the position accuracy 

under any of the attitude models is primarily determined by the availability/geometry of the GPS 

observations. 

Table 5.8.1: Average estimated horizontal and vertical standard deviations for each attitude model over the kinematic portion of 
the dataset. 

Attitude Model Average Estimated Horizontal 

Standard Deviation (cm) 

Average Estimated Vertical 

Standard Deviation (cm) 

RPH 4.48 6.69 

DCM 4.65 6.91 
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Quaternion 4.76 6.86 

 A summary of the RMSE between the kinematic portion of the position estimates using each 

attitude model is provided in Table 5.8.2. This table demonstrates that the position estimates are very 

consistent across the different attitude models, and these RMSE values are particularly reasonable 

considering the standard deviations presented in Table 5.8.1.  

Table 5.8.2: The RMSE between the three-dimensional estimated positions for each attitude model, expressed in cm. These 
values were calculated over the kinematic portion of the dataset. 

 RPH DCM Quaternion 

RPH 0.00 4.57 3.84 

DCM  0.00 3.95 

Quaternion   0.00 

 A summary of the average estimated standard deviations in the system’s orientation for each 

attitude model is provided in Table 5.8.3. To produce quantities that are directly comparable to one 

another, the DCM and quaternion attitude estimates were converted to their equivalent RPH 

representation. The estimated covariance matrix for the attitude parameters in the DCM and quaternion 

attitude models was then propagated through to the conversion to the equivalent RPH representation, 

and these propagated covariance estimates were used to generate the standard deviations in the 

system roll/pitch and the system heading. The average estimated standard deviations are very 

consistent across the different attitude models over the road test dataset. 

Table 5.8.3: Average estimated standard deviations in the estimated system orientation in the roll/pitch and heading for each 
attitude model over the kinematic portion of the dataset. 

Attitude Model Average Standard Deviation in 

the Roll/Pitch (‘) 

Average Standard Deviation in 

the Heading (‘) 

RPH 6.6 20.4 

DCM 7.2 21.6 
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Quaternion 6.6 19.2 

 A summary of the RMSE between the attitude estimates for each attitude model is provided in 

Table 5.8.4. The angle difference between the estimated orientation under each attitude model was 

determined by first converting the DCM and Quaternion orientation estimates to the RPH attitude 

model. These values were then be used to determine the corresponding axis of rotation as a unit vector. 

The dot product between the axes of rotation estimated under each attitude model was used to 

calculate the angular difference between them via the equation 

𝜃12 = cos−1 𝒖𝟏 ∙ 𝒖𝟐 (5.80) 

where 𝜃12 describes the angular separation between the unit rotation axis vector 𝒖𝟏 and the unit 

rotation axis vector 𝒖𝟐. 

Table 5.8.4: RMSE between the attitude estimates for each attitude model, expressed in arcminutes. These values were 
calculated over the kinematic portion of the dataset. 

 RPH DCM Quaternion 

RPH 00.0 21.8 21.2 

DCM  00.0 28.3 

Quaternion   00.0 

 The estimated average angular separation between the different attitude models’ orientation 

estimates is consistent with the standard deviations presented in Table 5.8.3. Disregarding needs for 

software efficiency and degenerate cases such as Gimbal Lock, each of the three attitude models 

developed for this research may be used interchangeably over the road test dataset. Since this research 

involved developing the models for each of the attitude models under the GMIS, establishing this 

consistency is important for validating the models used in this research. 

 It is important to note that these results only establish the consistency of the attitude models 

over the road test dataset, where only the system heading changed appreciably over the course of data 

collection. To conclusively determine the relative quality of each attitude model a system with more 

pitch/roll dynamics, such as an aerial system, would be necessary. This falls outside the scope of this 

research but is an important future research task. 
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5.8.3 Analyzing Observation Residuals 

 The observation residuals were estimated and separated by observation type to compare how 

they behaved across all different attitude models used in this research. These observation residuals 

were separated into: 

i. L1 C/A double-differenced observation residuals, with the measurement residuals’ scatter plot 

shown in Figure 5.8.4 and the histogram of their standardized residual values shown in Figure 

5.8.5.  

ii. L1 Carrier Phase double-differenced observation residuals, with the measurement residuals’ 

scatter plot shown in Figure 5.8.6 and the histogram of their standardized residual values shown 

in Figure 5.8.7. 

iii. L2 Carrier Phase double-differenced observation residuals, with the measurement residuals’ 

scatter plot shown in Figure 5.8.8 and the histogram of their standardized residual values shown 

in Figure 5.8.9. 

iv. Accelerometer specific force observation residuals, with the measurement residuals’ scatter plot 

shown in Figure 5.8.10 and the histogram of their standardized residual values shown in Figure 

5.8.11. 

v. Gyroscope angular rate observation residuals, with the measurement residuals’ scatter plot 

shown in Figure 5.8.12 and the histogram of their standardized residual values shown in Figure 

5.8.13. 

 While the positioning Kalman Filter does not require data to be normally-distributed to still 

provide optimal estimates of the system state, the most commonly-applied statistical tests do assume 

normally-distributed data, for example for fault detection and exclusion and for overall quality 

assurance on the estimated variance components. Plotting the histograms of the standardized residual 

values therefore provides an important means to validating the applicability of many of the statistical 

tests at the core of a comprehensive error analysis. 

 It is worth noting that under the traditional integration strategy, the IMU accelerometer and 

gyroscope residuals would not be estimable. These residual values are only estimable when the 

measurements are being directly modeled through the GMIS. The IMU measurement residuals are 

necessary for estimating any observation variance components related to the IMU observations, which 

is central to the comparative analysis being conducted in this chapter. 
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Figure 5.8.4: L1 C/A residuals for each attitude model. 

 

Figure 5.8.5: Histogram of L1 C/A standardized residuals. Standard normal distribution superimposed for reference. 
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Figure 5.8.6: L1 Carrier Phase residuals for each attitude model. 

 

Figure 5.8.7: Histogram of L1 Carrier Phase standardized residuals. Standard normal distribution superimposed for reference. 
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Figure 5.8.8: L2 Carrier Phase residuals for each attitude model. 

 

Figure 5.8.9: Histogram of L2 Carrier Phase standardized residuals. Standard normal distribution superimposed for reference. 

 The histograms of the GPS measurement residuals in Figure 5.8.5, Figure 5.8.7, and Figure 5.8.9 

clearly show that there are no persistent biases in the GPS observations over the road test dataset. Each 

of the histograms fit well to the standard normal distribution, which suggests that their stochastic 

properties were properly modeled in the positioning Kalman Filter. 
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Figure 5.8.10: Accelerometer specific force residuals for each attitude model. 

 

Figure 5.8.11: Histogram of accelerometer standardized residuals. Standard normal distribution superimposed for reference. 
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Figure 5.8.12: Gyroscope angular rate residuals for each attitude model. 

 

Figure 5.8.13: Histograms of gyroscope standardized residuals. Standard normal distribution superimposed for reference. 

 The accelerometer standardized measurement residual histograms in Figure 5.8.11 and the 

gyroscope standardized measurement residual histograms in Figure 5.8.13 also show that there are no 

persistent unmodeled biases in the IMU observations over the road test dataset. These IMU residual 

histograms all exhibit noticeable spikes near zero. The near-zero values largely come from periods in the 
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dataset where the system was experiencing lower-dynamics (i.e. at rest, or moving at a consistent 

velocity), and these periods generally correspond with smaller IMU measurement errors. 

5.8.4 Analyzing Process Noise Residuals 

 The components of the estimated process noise residual vector are of particular importance in 

characterizing the performance of the different kinematic models used for each alternative attitude 

model. Here, it is important to bear in mind that each attitude model has a different definition of the 

process noise vector. Since all attitude models make use of the same underlying kinematic model of the 

linear motion of the system, the system jerk (i.e. third-order position time derivatives) estimates are 

directly comparable between the different attitude models. The system jerk residuals are shown in 

Figure 5.8.14 and their associated standardized residual histograms are shown in Figure 5.8.15. Since all 

attitude models use the second-order time derivatives of the attitude parameters to define the process 

noise of their angular motion, each attitude model has a different number of elements in their angular 

process noise vectors. This means that the estimated process noise residuals shown in Figure 5.8.16 are 

not directly comparable across the different attitude models. Figure 5.8.16 therefore provides limited 

useful information, but is still valuable in generating the attitude process noise standardized residual 

histograms in Figure 5.8.17, Figure 5.8.18, and Figure 5.8.19. 

 

Figure 5.8.14: System jerk residuals (process noise of the system’s linear position). 
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Figure 5.8.15: Histograms of the standardized system jerk process noise residuals. 

 The system jerk process noise residuals exhibit similar behaviour across each of the different 

attitude models. This similarity is clearly shown in Figure 5.8.15, with the RPH and DCM attitude models 

behaving particularly consistently with one another. The quaternion attitude model has notably larger 

standard deviations in the horizontal system jerk estimate values than for the RPH and DCM models, but 

also has notably lower standard deviations in the vertical system jerk estimate values. 

 As was the case with the IMU measurement residual histograms, the system jerk histograms in 

Figure 5.8.15 exhibit strong spikes near zero. Again, these values frequently coincide with periods of 

time in which the system was either stationary or moving at a near-constant velocity. It is generally 

reasonable to expect process noise to have different stochastic properties under different dynamic 

conditions, and it makes sense that the estimated third-order linear motion of the system should be 

smaller when the system is moving at near-constant velocity. 
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Figure 5.8.16: Estimated process noise residuals for the attitude parameters in each of the attitude models. Each colour 
represents a different second-order time derivative in the associated attitude model, and none of the values are directly 
comparable across attitude models. 

 

Figure 5.8.17: Histograms of the standardized attitude process noise residuals for the RPH attitude model. 
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Figure 5.8.18: Histograms of the standardized attitude process noise residuals for the DCM attitude model. 

 

Figure 5.8.19: Histograms of the standardized attitude process noise residuals for the quaternion attitude model. 

 The attitude process noise residuals have some interesting patterns. In all of Figure 5.8.17, 

Figure 5.8.18, and Figure 5.8.19, there are multiple attitude process noise elements that have 

standardized values almost exclusively at or near zero. To understand why this should be the case, it is 

important to bear in mind that the road test dataset was collected from a ground vehicle, where the 

heading changed significantly over the course of the dataset, but the roll/pitch remained almost 
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constant. Given this physical constraint on the system’s motion, the second-order time derivatives of 

the attitude parameters should generally only be significant for the attitude parameters that relate to 

the system’s heading.  

For the RPH attitude model’s histograms in Figure 5.8.17, this clearly results in a larger spread of 

values for the heading second-order time derivatives than for the roll/pitch second-order time 

derivatives.  

For the DCM attitude model’s histograms in Figure 5.8.18, this relationship is less immediately 

obvious. Considering that the PosAtt system was approximately level over the course of the road test 

dataset (i.e. with roll and heading angles of 0°), the rotation from the navigation frame to the body 

frame may be approximated as 

𝑪𝒏
𝒃 = [

cos𝛾 sin 𝛾 0
− sin 𝛾 cos 𝛾 0

0 0 1
] = [

𝐶11 𝐶12 𝐶13

𝐶21 𝐶22 𝐶23

𝐶31 𝐶32 𝐶33

] (5.81) 

From this approximation of the rotation matrix, it is clear that elements 𝐶11, 𝐶12, 𝐶21, and 𝐶22 in the 

DCM attitude model vary significantly with changing heading angle and that all other attitude 

parameters in the DCM attitude model do not. This is why all of the histograms for elements 𝐶13, 𝐶23, 

𝐶31, 𝐶32, and 𝐶33 in Figure 5.8.18 have exclusively near-zero values over the course of the dataset. 

 For the quaternion attitude model’s histograms in Figure 5.8.19, the attitude parameters that 

relate to the system’s heading are also less immediately apparent. Again, taking the PosAtt system to be 

approximately level over the course of the road test dataset, the axis of rotation between the navigation 

frame and the body frame may be considered to be aligned with the local vertical (i.e. the unit rotation 

axis vector is identical to the unit basis vector in the Z-axis). Combining this information with the 

relationship between the quaternion model and the rotation axis, the quaternion model may be 

approximated as 

𝑞 = 𝑞0 + 𝒒 = cos
𝛾

2
+ 𝒖 sin

𝛾

2
= cos

𝛾

2
+ 𝒌 sin

𝛾

2
(5.82) 

where element 𝑞0 = cos
𝛾

2
 and element 𝑞3 = sin

𝛾

2
. From this approximation, it is clear that elements 𝑞1 

and 𝑞2 do not vary significantly as the heading angle changes, and this is why the histograms for 

elements 𝑞1 and 𝑞2 in Figure 5.8.19 have exclusively near-zero values over the course of the dataset. 
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 Beyond the characteristically different behaviours of the process noise residuals related to the 

non-heading-related attitude parameters, the standardized process noise residual histograms all exhibit 

similar peaks near zero as for the system jerk residual histograms. The reason for these peaks is similar 

as well, since the times at which the system was actively turning were accompanied by higher process 

noise levels for the system’s angular motion, and process noise generally varies with the system’s 

dynamics. 

5.8.5 Analyzing Variance Component Estimates 

 The variance factors (i.e. the individual variances of unit weight) were estimated regionally over 

a moving time period of 20 seconds to provide time-varying measures of the performance of the 

different constituent parts of each positioning solution. This time period could be increased to allow 

more degrees of freedom to better estimate the overall performance of each variance component, or 

could be decreased to improve the time-resolution and obtain a more precise estimate of when issues 

arise in the positioning solution. The effects of the choice of window size is discussed in more detail in 

Section 3.6.4 and is also briefly discussed in Section 5.8.6 for this dataset. In this research, all plots show 

the standard error factor, which is the square root of the variance factor. 

 The overall a posteriori observation standard error factor plots for each attitude model are 

shown in Figure 5.8.20 and the overall a posteriori process noise standard error factor plots for each 

attitude model are shown in Figure 5.8.21. 

 Both the observation and process noise standard error factor estimates are very consistent 

across the different attitude models. At the beginning and end of the dataset, the standard error factors 

generally have much lower values. This corresponds to periods of time when the system was stationary. 

This behaviour is to be expected for the process noise, since it represents the higher-order motion of the 

system, which should be zero for a stationary system. This behaviour also makes sense for the 

observation standard error factors, since observation quality can be negatively impacted by the motion 

of the PosAtt system, for example by the sensors’ vibrations as the system moves. 

 It is worth noting that even the relatively minor fluctuations in the standard error factor 

estimates are very consistent between the different attitude models, and that the shapes of each plot in 

Figure 5.8.20 and Figure 5.8.21 are very consistent throughout the whole dataset. 
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Figure 5.8.20: The standard error factor plots for the observation residual vector in the RPH, DCM, and Quaternion attitude 
models (moving window: 20 seconds). 

 

Figure 5.8.21: The standard error factor plots for the process noise residual vector in the RPH, DCM, and Quaternion attitude 
models (moving window: 20 seconds). 
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 It is possible to get a single representative value of the standard error factor for the entire 

dataset using the cumulative redundancy contributions and weighted sum of the squared residual 

vectors. Table 5.8.5 provides the standard error factors, estimated over the mobile portion of the 

dataset. Since the standard error factor represents the ratio of the a posteriori estimated accuracy to 

the a priori assumed accuracy, having values near one indicate that there are no significant scale defects 

in the observation covariance matrix. Selecting appropriate a priori accuracies for a diverse set of 

observations is particularly important, since each observation type may have a different scale defect, 

and the a posteriori estimates of the observation accuracy are less reliable when there are significant 

scale defects in the observation covariance matrix. The standard error factors in Table 5.8.5 show that 

the a priori accuracies were selected appropriately for the dataset. Since these values were generally 

aligned with the stated instrument accuracies, this means that the PosAtt system largely performed very 

consistently and reliably. 

 The estimated standard error factors are very consistent across the different attitude models. 

This is to be expected if each model is properly formulated, since the standard error factors are 

generated using exactly the same set of observations across the different attitude models. 

Table 5.8.5: Overall estimated standard error factors for each type of measurement, and for all observations together. Results 
are presented separately for each attitude model, for comparison. Each standard error factor was evaluated solely over the 
kinematic portion of the dataset. 

 Standard Error Factors 

Attitude 

Model 
Accelerometer Gyroscope L1 C/A 

Carrier Phase 

Overall 

L1 L2 

RPH 1.0154 1.0132 1.0255 1.0236 0.9955 1.0026 

DCM 0.9613 1.0097 1.0256 1.0512 1.0032 0.9966 

Quaternion 0.9646 0.9921 1.0254 1.0601 0.9648 0.9789 

 The a posteriori standard deviations of each observation type may be determined by scaling 

their assumed a priori standard deviations by the associated standard error factor, and these estimated 

a posteriori standard deviations are provided in Table 5.8.6. These values are obviously also near-
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identical across the different attitude models, since they are derived via scaling the a priori observation 

accuracies by the values in Table 5.8.5, which are also near-identical. 

Table 5.8.6: Overall estimated a posteriori standard deviations for each type of measurement. A posteriori standard deviations 
were estimated by scaling the a priori standard deviation estimate of the observation accuracy by its associated standard error 
factor from Table 5.8.5. 

 A Posteriori Standard Deviations 

Attitude 

Model 

Accelerometer 

[m/s2] 

Gyroscope 

[°/s] 

L1 C/A 

[m] 

Carrier Phase [cm] 

L1 L2 

RPH 0.102 0.811 0.513 0.512 0.498 

DCM 0.096 0.808 0.513 0.526 0.502 

Quaternion 0.096 0.794 0.513 0.530 0.482 

 Just as with the observations, it is possible to generate a single value that describes the process 

noise standard errors of unit weight via the cumulative redundancy contributions and weighted sum of 

the squared process noise residual vector. The global estimates of the process noise standard error 

factors across the different attitude models are summarized in Table 5.8.7. 

 The values in Table 5.8.7 are once again very consistent across the different attitude models, 

with the global standard error factors all converging to approximately one. 

Table 5.8.7: Overall estimated standard error factors for each process noise component related to the system's motion. Separate 
standard errors were estimated for the components of the process noise vector that were pertaining to the system’s linear 
motion and those pertaining to the system’s angular motion. Note that the components of the process noise vector related to 
the wander of IMU systematic errors and float GPS ambiguity estimates are not included in this table, but did contribute to the 
overall standard error estimate. 

Attitude Model 

Standard Errors of Unit Weight (𝝈̂𝟎) 

Jerk Vector 
Angular Acceleration 

Vector 

Overall Process Noise 

Vector 

RPH 0.9231 0.9580 0.9718 
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DCM 0.8975 0.9216 0.9329 

Quaternion 0.9012 0.9289 0.9826 

 

 As with the observation standard error factors, the values in Table 5.8.7 may be used to scale 

the a priori process noise standard deviations to determine their a posteriori estimates, and these values 

are presented in Table 5.8.8. Again, these values show a consistency across the different attitude 

models, which indicates that they all perform very similarly for the duration of the kinematic dataset. 

Table 5.8.8: Overall estimated a posteriori estimates of the process noise jerk and angular acceleration components, calculated 
by scaling their assumed a priori values by the associated standard error factors in Table 5.8.7. 

Attitude Model 

A Posteriori Standard Deviations 

Jerk [m/s3] Angular Acceleration [°/s2] 

RPH 9.231 0.958 

DCM 8.975 0.922 

Quaternion 9.012 0.929 

 It is important to note that, while the values in Table 5.8.8 are considered representative of the 

average performance of each attitude model over the entire kinematic portion of the dataset, the 

process noise’s stochastic properties can vary significantly with changing system dynamics. This means 

that, while the global a posteriori standard deviations provide valuable information about the 

performance of the PosAtt system, it is important to also have their time-varying estimates as shown in 

Figure 5.8.21. 

 The results here are very encouraging and suggest that each of the attitude models was 

formulated correctly. Since a large part of this research was focused on developing these models in the 

GMIS, establishing their consistency for relatively low-dynamic data devoid of degenerate motions is 

important. 

In order to make evaluative statements on the relative quality of each attitude model, additional 

tests are necessary. Ideally, to make conclusive statements, these tests should include a wide range of 
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different dynamic conditions (including more dynamic roll/pitch values), different observation 

geometries and sensor configurations, and different observing conditions. This is considered beyond the 

scope of this dissertation due to physical limitations and budgetary constraints. Section 5.8.6 does 

explore how each attitude model responds to the sudden introduction of outlying observations via a jolt 

that the PosAtt system experienced in this test dataset. 

5.8.6 Analyzing the System’s Response to a Jolt 

 In the preceding Sections, the consistency between the different attitude models has been 

established, and it appears that all three attitude models perform well under the normal operating 

conditions of a ground vehicle. In the context of drawing comparisons between the performance of each 

attitude models, it is important to evaluate how each model responds to “stress,” and how they cope 

with outlying measurements. 

 In the road test dataset, the system was jolted at approximately the 63900 second mark, as 

illustrated by plotting the raw high-rate IMU measurements in Figure 5.8.22. This jolt impacted IMU 

measurements for a duration of approximately 0.5 seconds. The impacted observations were 

successfully identified as outliers and removed for all attitude models in the preceding sections, and so 

the generated results were not affected by the jolt that the system experienced. All results in this 

section purposefully use those observations, so that the strain they place on each attitude model can be 

investigated more thoroughly. 
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Figure 5.8.22: IMU raw measurement plots over the duration of the road test dataset. Note the sharp jumps in both the 
accelerometer and gyroscope measurements at approximately t = 63987 s. 

 The system jolt at t = 63987 s is easily noticeable in Figure 5.8.22 as a sharp jump in all 

components of the IMU accelerometer and gyroscope measurements. The visual effect of this jump is 

very unnatural compared to the behaviour of the rest of the dataset, and the accelerometer values in 

particular go beyond the range of reasonably-expected values. 

 In Section 5.8.5, the standard error factor plots only show estimates for the overall observation 

and process noise standard error factors. In this section, the standard error factor plots are shown for all 

of the individual observation types and the linear/angular process noise components. This more 

granular information allows for a more thorough comparison to be made on the impact of the system 

jolt on the different constituent parts of the positioning Kalman Filter. 

 The estimated overall observation standard error factor plots are shown in Figure 5.8.23, with 

specific estimates for the gyroscope angular rate observations shown in Figure 5.8.24 and accelerometer 

specific force observations shown in Figure 5.8.25. The GPS observation standard error factor plots are 

shown in Figure 5.8.26, Figure 5.8.27, and Figure 5.8.28 for the L1 C/A, L1 Carrier Phase, and L2 Carrier 

Phase observations, respectively. 
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Figure 5.8.23: Estimated observation standard error factors for each attitude model (moving window: 20 s). Note the sharp jump 
in all attitude models around the time t = 63900 s. 

 

Figure 5.8.24: Estimated gyroscope observation standard error factors for each attitude model (moving window: 20 s). 
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Figure 5.8.25: Estimated accelerometer observation standard error factors for each attitude model (moving window: 20 s). 

 

Figure 5.8.26: Estimated L1 C/A observation standard error factors for each attitude model (moving window: 20 s). 



 

174 

 

 

Figure 5.8.27: Estimated L1 carrier phase observation standard error factors for each attitude model (moving window: 20 s). 

 

Figure 5.8.28: Estimated L2 carrier phase observation standard error factors for each attitude model (moving window: 20 s). 

 In Figure 5.8.23, the impact of the system jolt on the observation standard error factor 

estimates is very apparent. A sharp jump in all of the standard error plots starts at approximately t = 
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63880 s and ends at approximately t = 63920 s. This jump occurs over such a broad time period because 

of the fact that windowed standard error factor estimates are being used. This means that, with the 20 

second moving window, the system jolt has an impact on the standard errors estimated for a period of 

time of 20 seconds before and 20 seconds after the jolt happens. For datasets with potentially complex 

issues, this can make it more difficult to determine exactly when a problem is occurring in the dataset. 

To illustrate the improvement that can be made to the time resolution of the standard error factor 

estimates, the standard error factors for the overall observation vector when using a moving window of 

1 second are shown in Figure 5.8.29. In Figure 5.8.29, the sharp jump in the estimated standard error 

plots is much more pronounced than in Figure 5.8.23 and the time the jump occurs is much more readily 

identifiable. This increased ease of identifying when a problem is occurring comes at the cost of noisier 

standard error factor estimates over the course of the road test dataset. It is also worth noting that both 

plots only show the standard error factor estimates for the overall observation vector. These effects get 

more pronounced when using subsets of the observation vector, and much more pronounced when 

estimating standard error factors for the process noise vector since the process noise vector typically 

has a very low contribution to the overall system redundancy. 

 

Figure 5.8.29: Estimated standard error factors for the overall observation vector (moving window: 1 s). 
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 Notably, in Figure 5.8.23, all attitude models have similar standard error factor estimates, and 

are impacted similarly by the system jolt. This suggests that each attitude model has a similar response 

to erroneous observations. The fact that each standard error factor estimate returns to normal 

behaviour immediately following the system jolt’s period of impact additionally indicates that each 

attitude model recovers quickly from the inclusion of the measurements at the time of the system jolt. 

 Looking at the gyroscope and accelerometer standard error factors in Figure 5.8.24 and Figure 

5.8.25, respectively, there are strong artifacts in the observation standard errors around the time of the 

system jolt. The jump in the gyroscope standard errors is much more pronounced than in the 

accelerometer standard errors, suggesting that the jolt was more impactful on the system’s angular 

measurements. Again, the impact across different attitude models is very similar. 

 Comparing the L1 C/A, L1 Carrier Phase, and L2 Carrier Phase standard error factors in Figure 

5.8.26, Figure 5.8.27, and Figure 5.8.28, respectively, reveals that the GPS measurements were not 

significantly impacted by the system jolt. The L1 C/A measurements were not appreciably impacted by 

even the system motion, since the shifts in their standard error estimates are not correlated with 

static/kinematic portions of the dataset. The L1/L2 Carrier Phase measurements did perform better 

when the PosAtt system was at rest, but were still not impacted by the system jolt. It stands to reason 

that the GPS measurements would remain unimpacted by the system jolt, since:  

i. The system jolt would not have appreciably changed the location of the PosAtt system itself. 

Since the GPS observables are directly related to the system position, nothing changes in the 

observations’ geometry when the system is jolted. 

ii. The system jolt did not impact any of the electrical components of the GPS receiver. 

 The process noise standard error factors are a core part of any comparison of the performance 

of each attitude model’s associated system model. The system jerk standard error factor estimates for 

each attitude model are shown in Figure 5.8.30, and the standard error factor estimates for the process 

noise elements relating to the second-order time derivatives of the attitude parameters are shown in 

Figure 5.8.31. 
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Figure 5.8.30: Estimated system jerk standard errors for each attitude model (moving window: 20 s). 

 

Figure 5.8.31: Estimated second time-derivative of attitude parameters’ standard errors for each attitude model (moving 
window: 20 s). 
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 The standard error factor estimates in Figure 5.8.30 and Figure 5.8.31 also have artifacts from 

the system jolt. The behaviour of each attitude model’s process noise elements are very similar to one 

another. The attitude parameters’ associated process noise standard error factors in Figure 5.8.31 

exhibit slightly different responses to the system jolt depending upon the attitude model, with the DCM 

model being impacted the least and the RPH model being impacted the most. Given that all the attitude 

models represent the system’s angular motion using the first-order time derivatives of the attitude 

parameters, each attitude model is using a different kinematic model for the system’s angular motion. It 

is therefore reasonable that each attitude model’s process noise elements would respond differently to 

the same strain placed on the system. 

 The results in Figure 5.8.31 indicate that the DCM model is the most resistant to observation 

errors creeping into the KF system state prediction. This may be due to the fact that the DCM model 

imposes a larger number of constraints than the other attitude models do. This larger number of 

constraints might provide stricter limits to sudden changes in the attitude parameter estimates in the 

DCM model. Of course, this comes with the additional computational load of the DCM model’s 18 

attitude parameters compared the Quaternion model’s 8 attitude parameters and the RPH model’s 6 

attitude parameters. It is worth noting that this does not imply that the DCM model outperforms the 

other attitude parameters, but rather that each attitude model responds differently to erroneous 

observations and internalizes them differently. 

5.9 Summary 

 This chapter formulates and presents three unique attitude models in the framework of the 

GMIS: the Roll-Pitch-Heading (RPH) model, the Quaternion Model, and the Direction Cosine Matrix 

(DCM) model. This work specifically extends the attitude modeling capabilities of the GMIS and further 

explores some of the unique tools that the GMIS provides for comprehensive error analysis. 

 Under traditional sensor fusion, different attitude models are realized via the IMU-derived free 

inertial navigation calculations, which makes the quality of the KF time update tied specifically to the 

quality of the IMU observations. This work instead predicts the attitude states using their time 

derivatives in their system model and then incorporates the IMU measurements through the 

measurement update in the positioning EKF, allowing for the time update’s quality to be independent 

from the quality of the IMU measurements. This method of modeling is particularly valuable for lower-
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cost IMUs, to reign in some of the negative impacts these sensors have on traditional multi-sensor 

integrated systems. 

 The models derived and used in this chapter are also unique in the formulation of the system 

state constraint equations for not only the attitude parameters in the DCM and Quaternion attitude 

models, but also their first-order time derivatives. In fact, the method used to derive the system state 

constraints on the attitude parameters’ first-order time derivatives could also be iteratively applied to 

derive system state constraints on the attitude parameters’ higher-order time derivatives as well. This 

opens the door to further exploring the impact of adopting more complex attitude kinematic models 

that incorporate these higher-order terms in the system states. 

 The models developed in this research were fully realized in the PosAtt Engine and successfully 

used to process real road data, displaying strong capability in identifying and isolating specific elements 

that may degrade solution quality. Combining the GMIS, the alternative derivation of the state-

constrained KF in Section 3, and comprehensive error analysis allows for a thorough analysis of system 

performance. Moreover, this analysis is highly customizable in terms of the desired information, which 

makes it well-suited both in a post-processing environment, where the additional computational load of 

calculating residual vectors and standard error factors can be more readily accommodated, and in a 

real-time processing environment, where the scope of comprehensive error analysis can be reduced to 

accommodate real-time processing needs. 

 Table 5.9.1 provides an overview of the required parameters and constraints to use each of the 

three attitude models explored in this research in the GMIS. The computational complexity of the 

positioning KF increases with the size of the state vector (i.e. the number of states in an attitude model) 

and with the number of constraints being imposed on the state vector. The DCM and Quaternion 

models come with an additional associated computational cost compared to the RPH model. This added 

computational burden is less worrisome considering the processing capabilities of modern computers 

compared to those of computers from a few decades ago. However, it is still a relevant issue when 

considering that using the DCM or Quaternion models gives less processing overhead for other tasks. 

Table 5.9.1: Overview of the different attitude models in the GMIS. 

Attitude Model No. of States Number of Constraints Process Noise 

RPH 6 0 2nd Order 
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DCM 18 12 2nd Order 

Quaternion 8 2 2nd Order 

 Each of the attitude models used in this research were directly linked to the IMU raw 

measurement models, allowing for KF measurement updates even when only IMU data is available. This 

additionally allows for the direct estimation of residuals for the raw specific force and angular rate 

measurements, enabling a much deeper analysis of the system’s performance than would otherwise be 

possible, particularly in a post-processing environment. 

 VCE shows particular promise as a tool to conduct Adaptive Kalman Filtering to dynamically tune 

the observation and process noise covariance matrices [Wang, et al, 2010]. The Kalman Filters used for 

position and attitude estimation are very sensitive to tuning errors in these covariance matrices. Having 

a window into the time-varying performance of the positioning sensor observations and system’s 

process noise is very valuable in this context, and provides many avenues for further analysis and 

development. 

 Altogether, the contributions of this chapter enable a direct comparison of the performance of 

different attitude models to be made, without requiring either simulated data or a ground truth 

solution. Over the dataset explored in this chapter, comparing the performance of each attitude model 

used in this research revealed a general compatibility between them for ground vehicle data, and also 

similar responses to erroneous measurements.  
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6 Modeling of IMU Arrays Under the Generic Multi-Sensor 

Integration Strategy 

This chapter is based upon the published work: 

Brunson, B., Wang, J., and Ma, W. (2024): Innovative Modeling of IMU Arrays Under the Generic Multi-

Sensor Integration Strategy, Sensors, 24(23), 7754. 

6.1 Preamble 

 The accessibility of Direct Geo-referencing Technology (DGT) has improved dramatically with the 

development of MEMS IMUs and other low-cost positioning and orientation sensors. MEMS technology 

in particular has had many advancements that make satisfying high position/attitude accuracy 

requirements while reducing system cost more attainable than ever before. 

 MEMS IMUs are generally less expensive to manufacture and acquire than non-MEMS IMUs, but 

this reduction in cost typically comes with lower observation accuracy and less stable performance 

through time. Mitigating the performance loss of the less-expensive MEMS IMUs has been a significant 

driver of ongoing research in both academia and industry. 

 One particular challenge when it comes to sensor integration is handling some of the limitations 

that exist when using lower-cost MEMS IMU sensors. Since MEMS IMU sensors have typically less stable 

behaviour over time than non-MEMS IMU sensors, their use needs to come with proper modeling of 

their sensor errors. Even when properly accounting for MEMS IMU sensor errors, though, they typically 

produce lower-quality data than their more expensive counterparts. To mitigate this issue, many 

researchers have opted to arrange multiple lower-cost IMUs in an array so that their data may be fused 

to simulate a higher-quality IMU than any of the constituent sensors. There are two primary approaches 

to the physical construction of a Multi-IMU (MIMU) array: 

i. Building an IMU array chip, such as those used in [Greenheck, 2015; Shahri and Rasoulzadeh, 

2017]. Mounting multiple IMUs on an array chip allows for the relative geometry between 

different IMUs in the array to be fixed precisely, which in turn allows for their sensitive axes to 

be aligned very accurately. Changing the relative orientation of the sensitive axes of constituent 

IMU sensors has a significant impact on the MIMU array output [Martin, 2016]. Different 

relative orientations of the constituent IMUs’ sensitive axes were explored in [Waegli et al, 
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2008], and it was determined that skew-aligned axes yield more accurate results at the cost of 

additional computational complexity. 

ii. Building an IMU array from multiple strapdown IMUs that are not mounted on a common chip, 

such as the system described in [Carlsson et al, 2022]. A MIMU array constructed in this manner 

can accommodate arbitrary sensor placement, allowing for the construction of large sensor 

arrays that have large lever arm vectors that may be leveraged (sic) to provide more precise 

attitude information, for example by placing IMUs on either side of an airplane’s fuselage 

[Martin, 2016]. Since the constituent IMU sensors are not necessarily mounted as precisely in 

this approach, it is important to calibrate both the lever arm vector and boresight angles for 

each sensor in the array. 

 Practically, there are applications of MIMU arrays that extend beyond just simulating a higher-

quality sensor. For example, in highly dynamic systems, constructing a MIMU array comprised of sensors 

with different Full-Scale Range values allows for the effective Full-Scale Range of the MIMU array to be 

larger than any constituent sensor [Jao et al, 2023]. 

 Beyond the MIMU array’s physical construction, there is the added complexity of data fusion 

with a MIMU array, particularly when the traditional integration strategy only allows for one core IMU 

sensor. There are 3 primary methods of MIMU array data fusion: 

i. “Virtual” IMU fusion, as seen in [Libero and Klein, 2024; Zhang et al, 2020; Gagnon et al, 2018; 

Bancroft and Lachapelle, 2011]: Under this fusion approach, the MIMU output is converted to 

that of a single, virtual IMU (VIMU). The VIMU generally has a pre-defined location in the array, 

and each sensor’s output is transformed to refer to the VIMU’s position. The single VIMU’s 

simulated data may then be integrated as an equivalent single IMU, allowing for the direct 

application of traditional sensor integration as described in Section 2.6.2. This approach is very 

popular for MIMU array data fusion, but has a limited capacity for fault detection and exclusion 

[Lachapelle, 2011]. 

ii. Federated Filter Fusion, as seen in [Gagnon et al, 2018; Bancroft and Lachapelle, 2011]: Under 

this fusion approach, the MIMU output is determined by breaking the overall problem down 

into multiple single IMU (SIMU) positioning problems, which are then combined via LS 

estimation. This approach also does not accommodate fault detection and exclusion [Lachapelle, 

2011]. 
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iii. Centralized Filter Fusion, as seen in [Libero and Klein, 2022; Gagnon et al, 2018; Bancroft and 

Lachapelle, 2011]: This approach augments the error-state estimation process to account for the 

array’s output, allowing for the addition of geometric constraints on the relative positions 

between constituent IMU sensors in the MIMU array. This approach also cannot accommodate 

fault detection and exclusion [Lachapelle, 2011]. 

 It is worth noting that the Federated Filter Fusion and Centralized Filter Fusion approaches 

function very similarly to the centralized and federated integration architectures described in Section 

2.6.1.2. 

 One particular weakness of the VIMU approach is that it cannot accommodate individual 

estimates of IMU biases and scale factor errors for individual constituent sensors, unless this 

information is known a priori and remains stable through time [Lachapelle, 2011]. MEMS IMUs, even 

from the same model, often have vastly different systematic errors. In fact, even for a single MEMS IMU, 

turn-on biases may vary significantly for different operations of the PosAtt system. The Federated Filter 

Fusion and Centralized Filter Fusion approaches  can model individual sensor biases and scale factor 

errors, but these sensor errors are often assumed to be the same across the individual IMUs in the 

MIMU array [Gagnon et al, 2018; Lachapelle, 2011]. 

 It is generally well-known that when multiple IMUs are integrated together, even using the same 

IMU model, they often exhibit vastly different systematic error behaviour through time. In fact, 

systematic errors can vary significantly from turn-on to turn-on for the same IMU, which makes 

thoroughly modeling and accounting for individual sensor errors in an array of lower-cost sensors 

important. Existing approaches to MIMU array data fusion have limitations when it comes to 

characterizing individual sensor errors and conducting fault detection and exclusion for specific sensors 

in the array. The VIMU approach cannot accommodate individual estimates of IMU sensor biases/scale 

factor errors, unless this information is imposed as a priori knowledge and behaves stably through time 

[Lachapelle, 2011]. The Federated Filter Fusion and Centralized Filter Fusion approaches can estimate 

sensor biases/scale factor errors for individual IMU sensors, but in practice sensor errors are typically 

assumed to be the same across all individual IMUs comprising the MIMU array [Gagnon et al, 2018; 

Lachapelle, 2011]. 

 All three of the dominant approaches for MIMU array data fusion make use of the traditional 

sensor integration strategy described in Section 2.6.2 at their core. The associated workflow presents a 
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consistent limitation on the potential methods to fuse MIMU array data, since it only readily 

accommodates either a single core IMU sensor or a single INS navigation solution. 

 With the traditional integration strategy being the dominant framework for MIMU array data 

fusion, one significant area of further research lies in modifying the overall integration strategy used to 

process data from a MIMU array, in order to improve the versatility/performance of the associated 

position/attitude solution. The traditional sensor integration strategy was developed with 

computational efficiency as a core objective due to limited mobile computing power, but modern 

developments in mobile processing power, sensors, and data science make computational efficiency less 

of a severe limitation, even in real-time processing environments. 

 The Generic Multi-sensor Integration Strategy (GMIS) presents a valuable alternative to the 

traditional sensor integration strategy in its modeling capabilities and error analysis prospects for MIMU 

arrays. Since the GMIS does not rely on a single core IMU sensor, but rather models all 

position/orientation observations in the positioning EKF, modeling a MIMU array in the GMIS removes 

the need to “fuse” the MIMU array output into that of a single simulated IMU, allowing instead for each 

sensor in the MIMU array to be modeled individually. This opens up several possibilities for further 

analysis: 

• Modeling arbitrary MIMU array configurations: When the observations from each sensor in the 

MIMU array is modeled individually, the process to account for different sensor geometries 

becomes more straightforward. This allows for more ready accommodation of non-standard 

sensor configurations and idiosyncratic/atypical sensors, such as the tetrahedral configuration of 

four gyroscopes as in [Kuga et al, 2012; Hanson and Pachter, 2005]. Additionally, modeling each 

sensor individually and not having any sensor being a “core” sensor means that IMU sensors 

that collect data at different rates may be readily integrated under this framework. 

• Modeling individual sensor systematic errors for constituent sensors in the MIMU array: 

Separately accounting for the systematic errors present in each constituent IMU sensor and 

directly including them in the system states removes the need to assume that sensor errors are 

homogeneous and allows for them to be estimated individually over the entire dataset. 

Additionally, including the individual IMU systematic errors in the state vector allows for their 

estimates to vary with time, which accounts for MEMS IMUs’ at times unstable performance. 

• Providing separate estimates of measurement residuals for the raw IMU specific force and 

angular rate measurements: Since the GMIS does not rely on error state estimation and instead 
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models IMU measurements directly in the positioning EKF, the measurement residuals for the 

raw IMU measurements are able to be estimated, which allows for fault detection and exclusion 

to be performed for every sensor in the MIMU array. 

• Using Variance Component Estimation (VCE) to characterize individual IMU sensor errors for 

constituent sensors in the MIMU array: Directly estimating the individual sensors’ observation 

residuals additionally allows for an estimation of their standard error factors, which describe 

how well a priori assumptions of sensor accuracy align with their actual a posteriori 

performance. These estimates can also be time-varying, which is particularly valuable for 

adaptive systems and for MEMS IMUs, whose performance can vary significantly over time. 

 While a thorough exploration of some of these factors lies beyond the scope of this dissertation, 

this chapter puts forward a strong foundation for a thorough quantitative assessment of IMU sensor 

performance in a MIMU array. This is particularly valuable for the design of a PosAtt system, but also for 

detailed post-processing of MIMU array data, completely removing many of the limitations of existing 

MIMU array data fusion techniques. 

6.2 Position and Attitude System Models for IMU Arrays 

 The position kinematic model used in this chapter uses a constant linear acceleration to describe 

the change in the system’s linear position through time. The position system model and its 

corresponding partitioned elements in the state vector and process noise vector are defined identically 

to Section 5.3 in this chapter. 

 In this chapter, the Roll-Pitch-Heading (RPH) attitude model is used to describe the system’s 

orientation and its changes through time. This model is chosen here for its ease of interpretation 

compared to the Quaternion and Direction Cosine Matrix (DCM) attitude models, but it is important to 

note that the contributions of Chapter 5 allow for any of the three attitude models to be used to  

process MIMU array data. 

 Using the RPH attitude model, the system’s angular rate of change is expressed through the 

first-order time derivatives of the roll, pitch, and heading parameters. The corresponding definitions of 

the attitude system model and partitioned elements in the system state/process noise vectors are 

identical to the definitions provided in Section 5.5.1. 
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6.3 Partitioning of the EKF Matrices 

 The defined system models in Section 6.2 fit neatly into the system of partitioning the EKF 

matrices presented in Section 5.2. When modeling individual IMUs in a MIMU array, it is valuable to 

further partition the system state elements corresponding to individual IMU systematic error 

parameters. This further partitioning enables a more intuitive process of modeling these errors and 

accounting for them. The partitioning of the EKF matrices here are designed to be compatible with the 

partitioning developed in Section 5.2 so that the research contributions of both chapters may be readily 

used together. 

 Considering that a MIMU array may contain any arbitrary number of IMU sensors, there are 

separate parameters describing the accelerometer/gyroscope biases and scale factor errors for each 

sensor in the array. Taking this into account, the state vector may be partitioned into the following 

groups: 

• Linear position, velocity, and acceleration; 

• Attitude and its rate of change; 

• GNSS ambiguity parameters that have yet to be fixed; and 

• IMU systematic errors for each individual accelerometer and gyroscope in the MIMU array (one 

bias and scale factor error for each accelerometer/gyroscope). 

The corresponding partitioned state vector is defined as 

𝒙 = [𝒙𝒑
𝑻 𝒙𝒂

𝑻 𝒙𝝀
𝑻 𝒙𝒊𝒎𝒖𝟏

𝑻 … 𝒙𝒊𝒎𝒖𝒏
𝑻 ]

𝑻
(6.1) 

where the subscripts 𝑝, 𝑎, 𝜆, and 𝑖𝑚𝑢𝑖 denote the linear kinematic state (i.e. position, velocity, and 

acceleration) vector, the angular state (i.e. attitude and its first-order time derivatives) vector, the GNSS 

ambiguity vector, and the IMU systematic error vector for the ith IMU in the MIMU array, respectively. 

Taking this partitioning of the system state vector, the corresponding partitioned definitions of the 

transition matrix, process noise vector, and process noise transition matrix are given by the following 

three equations: 
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𝑨 =

[
 
 
 
 
 
𝑨𝒑 𝟎 𝟎 𝟎 𝟎 𝟎

𝟎 𝑨𝒂 𝟎 𝟎 𝟎 𝟎
𝟎 𝟎 𝑨𝝀 𝟎 𝟎 𝟎
𝟎 𝟎 𝟎 𝑨𝒊𝒎𝒖𝟏 … 𝟎
𝟎 𝟎 𝟎 ⋮ ⋱ ⋮
𝟎 𝟎 𝟎 𝟎 ⋯ 𝑨𝒊𝒎𝒖𝒏]

 
 
 
 
 

(6.2) 

𝒘 = [𝒘𝒑
𝑻 𝒘𝒂

𝑻 𝒘𝝀
𝑻 𝒘𝒊𝒎𝒖𝟏

𝑻 … 𝒘𝒊𝒎𝒖𝒏
𝑻 ]

𝑻
(6.3) 

𝑩 =

[
 
 
 
 
 
𝑩𝒑 𝟎 𝟎 𝟎 𝟎 𝟎

𝟎 𝑩𝒂 𝟎 𝟎 𝟎 𝟎
𝟎 𝟎 𝑩𝝀 𝟎 𝟎 𝟎
𝟎 𝟎 𝟎 𝑩𝒊𝒎𝒖𝟏 ⋯ 𝟎
𝟎 𝟎 𝟎 ⋮ ⋱ ⋮
𝟎 𝟎 𝟎 𝟎 ⋯ 𝑩𝒊𝒎𝒖𝒏]

 
 
 
 
 

(6.4) 

 Focusing on a GNSS/MIMU array integrated system as considered in this work, there are three 

types of raw measurements that may be available at any given observation epoch: 

i. Angular rate observations from the gyroscopes in each strapdown IMU sensor in the MIMU 

array; 

ii. Specific force observations from the accelerometers in each strapdown IMU sensor in the MIMU 

array; and 

iii. Double-differenced L1 C/A and L1/L2 carrier phase observations between a static reference 

GNSS receiver and a rover GNSS receiver affixed to the PosAtt system. 

 The main difference between the groupings of observations presented here and those 

presented in Section 5.2 is that there is a full set of specific forces/angular rate observations supplied by 

every sensor in the MIMU array. As such, the partitioning of the system innovation vector follows a very 

similar process as was followed in Section 5.2. 

 The three sets of raw measurements can naturally be expected to have different stochastic 

properties and behaviours throughout any kinematic dataset, and so it is intuitive to separate them 

when partitioning the system innovation vector. Additionally, the individual specific forces/angular rates 

from different sensors can also be separated when partitioning the system innovation vector to make 

the analysis of the individual sensors’ stochastic properties more intuitive. Taking all of this into account, 

the system innovation vector may therefore be partitioned as 

𝒅 = [𝒅𝒈𝟏
𝑻 𝒅𝒔𝟏

𝑻 ⋯ 𝒅𝒈𝒏
𝑻 𝒅𝒔𝒏

𝑻 𝒅𝑮
𝑻]

𝑻
(6.5) 
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where the subscripts 𝑔𝑖, 𝑠𝑖, and 𝐺 refer to the gyroscope observations from the ith IMU in the MIMU 

array, the specific force observations from the ith IMU in the MIMU array, and the GNSS observations, 

respectively, all observed at 𝑡𝑘+1. 

 Taking the partitioned definitions of both the system state vector and the system innovation 

vector, the associated design matrix may be partitioned as 

𝑪 =

[
 
 
 
 
 
 
𝑪𝒈𝟏,𝒑 𝑪𝒈𝟏,𝒂 𝑪𝒈𝟏,𝝀 𝑪𝒈𝟏,𝒊𝒎𝒖𝟏 ⋯ 𝑪𝒈𝟏,𝒊𝒎𝒖𝒏

𝑪𝒔𝟏,𝒑 𝑪𝒔𝟏,𝒂 𝑪𝒔𝟏,𝝀 𝑪𝒔𝟏,𝒊𝒎𝒖𝟏 ⋯ 𝑪𝒔𝟏,𝒊𝒎𝒖𝒏

⋮ ⋮ ⋮ ⋮ ⋱ ⋮
𝑪𝒈𝒏,𝒑 𝑪𝒈𝒏,𝒂 𝑪𝒈𝒏,𝝀 𝑪𝒈𝒏,𝒊𝒎𝒖𝟏 ⋯ 𝑪𝒈𝒏,𝒊𝒎𝒖𝒏

𝑪𝒔𝒏,𝒑 𝑪𝒔𝒏,𝒂 𝑪𝒔𝒏,𝝀 𝑪𝒔𝒏,𝒊𝒎𝒖𝟏 ⋯ 𝑪𝒔𝒏,𝒊𝒎𝒖𝒏

𝑪𝑮,𝒑 𝑪𝑮,𝒂 𝑪𝑮,𝝀 𝑪𝑮,𝒊𝒎𝒖𝟏 ⋯ 𝑪𝑮,𝒊𝒎𝒖𝒏 ]
 
 
 
 
 
 

(6.6) 

 The partitioning of the EKF matrices greatly simplifies the process of modeling individual IMU 

sensors in the MIMU array, and allows for clear documentation of the influence that each sensor has on 

the partitioned elements of the state vector. 

 Many elements of the partitioned design matrix in (6.6) may be intuitively determined to be null 

matrices. This occurs when there is no defined relationship between a partitioned system innovation 

element and a partitioned system state element. In particular, the following elements of the partitioned 

design matrix will be null matrices: 

• 𝑪𝑮,𝒊𝒎𝒖𝒊 = 𝟎∀𝑖 = 1,… , 𝑛: The GNSS observations are modeled independently of the IMU 

systematic error parameters.  

• 𝑪𝑮,𝒂 = 𝟎: When the GNSS rover receiver is considered to be located at the origin of the vehicle 

frame, the GNSS observations are reflective only of the system’s position and are not related to 

the system attitude parameters. 

• 𝑪𝒈𝒊,𝝀 = 𝟎∀𝑖 = 1,… , 𝑛, 𝑪𝒔𝒊,𝝀 = 𝟎∀𝑖 = 1,… , 𝑛: The gyroscope and specific force observations for 

a given IMU sensor are not dependent upon the GNSS ambiguity parameter estimates. 

• 𝑪𝒈𝒊,𝒊𝒎𝒖𝒋 = 𝟎∀𝑖 ≠ 𝑗, 𝑖 ∈ 1,… , 𝑛, 𝑗 ∈ 1,… , 𝑛, 𝑪𝒔𝒊,𝒊𝒎𝒖𝒋 = 𝟎∀𝑖 ≠ 𝑗, 𝑖 ∈ 1,… , 𝑛, 𝑗 ∈ 1, … , 𝑛: The 

systematic error parameters for a given IMU sensor are modeled independently of observations 

from any other IMU sensor in the MIMU array. 

 Taking these into account, the partitioned design matrix in (6.6) may be expressed as 
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𝑪 =

[
 
 
 
 
 
 
 
 
𝑪𝒈𝟏,𝒑 𝑪𝒈𝟏,𝒂 𝟎 𝑪𝒈𝟏,𝒊𝒎𝒖𝟏 𝟎 ⋯ 𝟎

𝑪𝒔𝟏,𝒑 𝑪𝒔𝟏,𝒂 𝟎 𝑪𝒔𝟏,𝒊𝒎𝒖𝟏 𝟎 ⋯ 𝟎

𝑪𝒈𝟐,𝒑 𝑪𝒈𝟐,𝒂 𝟎 𝟎 𝑪𝒈𝟐,𝒊𝒎𝒖𝟐 ⋯ 𝟎

𝑪𝒔𝟐,𝒑 𝑪𝒔𝟐,𝒂 𝟎 𝟎 𝑪𝒔𝟐,𝒊𝒎𝒖𝟐 ⋯ 𝟎

⋮ ⋮ ⋮ ⋮ ⋮ ⋱ ⋮
𝑪𝒈𝒏,𝒑 𝑪𝒈𝒏,𝒂 𝟎 𝟎 𝟎 ⋯ 𝑪𝒈𝒏,𝒊𝒎𝒖𝒏

𝑪𝒔𝒏,𝒑 𝑪𝒔𝒏,𝒂 𝟎 𝟎 𝟎 ⋯ 𝑪𝒔𝒏,𝒊𝒎𝒖𝒏

𝑪𝑮,𝒑 𝟎 𝑪𝑮,𝝀 𝟎 𝟎 ⋯ 𝟎 ]
 
 
 
 
 
 
 
 

(6.7) 

 Here, the definition of the design matrix elements relating to the GNSS observations remain 

identical to those defined for the alternative attitude models in Section 5.5. The modeling of the 

individual IMU sensors in the MIMU array is described in Section 6.4. 

6.4 MIMU Array Observation Equations in the GMIS 

 The core of the observation models for the MIMU array are identical to the single IMU 

observation model presented in Section 2.4.2.4. The core of these equations remains the same when 

modeling IMU sensors in an array, and the specific changes necessary to model these observations for a 

MIMU array are presented in the subsequent Sections. 

6.4.1 Modeling Accelerometer Observations in the MIMU Array 

 One important practical consideration that must be considered when modeling multiple IMU 

sensors that does not need consideration for a single IMU sensor is that each sensor in a MIMU array 

must be properly aligned to integrate their data reliably. This requires individual sensor calibration to 

account for the relative orientation between IMU sensors in the MIMU array and bring them into a 

common frame of reference. 

 Assuming a standard three axis accelerometer triad for each constituent IMU sensor, the 

accelerometer observations for the ith IMU sensor in the MIMU array may be modeled as 

𝑹𝒊(𝒇𝒊𝒃
𝒃 )

𝒊
= 𝑪𝒏

𝒃𝒂 + 𝑪𝒏
𝒃𝒈 − 𝒃𝒂𝒊 − 𝑺𝒂𝒊𝒇𝒊𝒃

𝒃 + 𝑪𝒏
𝒃{2𝝎𝒊𝒆

𝒏 + 𝝎𝒆𝒏
𝒏 } × 𝒗 + 𝑪𝒏

𝒃𝝎𝒊𝒃
𝒃 × 𝝎𝒊𝒃

𝒃 × 𝒓𝒊 + 𝚫𝒇𝒊𝒃
𝒃 ,𝒊

(6.8) 

where (𝒇𝒊𝒃
𝒃 )

𝒊
 denotes the specific force the body frame of the ith IMU experiences with respect to the 

inertial frame, expressed in the body frame; 𝒂 denotes the acceleration the body frame experiences in 

the navigation frame; 𝒈 denotes the gravity vector in the navigation frame; 𝒗 denotes the velocity of the 

body frame in the navigation frame; 𝒓𝒊 denotes the lever arm vector for the ith IMU; 𝑹𝒊 is the rotation 

matrix that aligns the ith IMU sensor in the MIMU array to the right-forward-up orientation with respect 
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to the vehicle frame; and 𝚫𝒇𝒊𝒃
𝒃 ,𝒊 denotes the observation noise vector for the accelerometer triad of the 

ith IMU in the MIMU array. 

 The observation model in (6.8) differs from that in (2.46) in several key ways: 

• The accelerometer biases and scale factor errors are specific to each constituent IMU sensor in 

the MIMU array. Since each sensor is expected to have different biases and scale factor errors, 

particularly for MEMS IMUs, this additional parameterization is necessary to account for the 

sensors’ systematic errors without loss of accuracy. 

• The lever arm vector 𝒓𝒊 is considered specific to each constituent IMU sensor in the MIMU 

array. While the lever arm vector is not included in the state vector in this research, the 

elements of the lever arm vector could be included as state elements for a rigorous calibration 

procedure, or for applications where the lever arm vectors might change over time (e.g. large-

scale MIMU arrays distributed over an aircraft). 

• The inclusion of 𝑹𝒊 to bring all IMU sensors into a common reference frame. This again stresses 

the importance of having accurate knowledge of the relative geometry between constituent 

IMU sensors in a MIMU array. As with the separately-defined lever arm vectors, 𝑹𝒊 is considered 

to already be determined prior to data collection, but could be included as elements in the 

system state vector for a rigorous calibration procedure, or in situations where the relative 

orientation of constituent IMU sensors may change significantly over time. 

• The separate definition of the observation noise vector for every constituent IMU sensor in the 

MIMU array. This is core to one of the main research contributions of this chapter, namely in the 

investigation of and accounting for the different stochastic properties of individual IMU sensors 

in the MIMU array. This would also be essential to consider when developing an adaptive 

system that uses multiple IMUs with different Full-Scale Ranges (FSRs) to extend the effective 

FSR of the MIMU array. 

 Taking the partial derivatives of (6.8) with respect to the relevant elements of the state vector 

results in the following definition of the non-null design matrix submatrices for the accelerometer 

observations from the ith IMU: 

𝑪𝒔𝒊,𝒑 = [𝟎𝟑 𝟎𝟑 𝑪𝒏
𝒃] (6.9) 

𝑪𝒔𝒊,𝒂 = [
𝜕𝑪𝒏

𝒃

𝜕𝒙𝒂
(𝒂 + 𝒈 + {2𝝎𝒊𝒆

𝒏 + 𝝎𝒆𝒏
𝒏 } × 𝒗 + 𝝎𝒊𝒃

𝒃 × 𝝎𝒊𝒃
𝒃 × 𝒓𝒊)] (6.10) 
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𝑪𝒔𝒊,𝒊𝒎𝒖𝒊 = [𝟎𝟑 𝟎𝟑 𝑰𝟑

𝑓𝑖𝑏,𝑚𝑒𝑎𝑠𝑥
𝑏 0 0

0 𝑓𝑖𝑏,𝑚𝑒𝑎𝑠𝑦
𝑏 0

0 0 𝑓𝑖𝑏,𝑚𝑒𝑎𝑠𝑧
𝑏

] (6.11) 

 Equations (6.9) to (6.11) may be numerically evaluated and substituted into the design matrix in 

(6.7) to fully realize the IMU accelerometer observation models in the GMIS. 

6.4.2 Modeling Gyroscope Observations in the MIMU Array 

 As with the accelerometer observations, it is very important to account for the relative 

geometry between different sensors’ gyroscopes in the MIMU array, since it is essential to be combining 

the different sensors’ observations within the same frame of reference. This necessitates several key 

changes to the standard IMU gyroscope observation model in (2.47). 

 Assuming a standard three axis gyroscope triad for each constituent IMU sensor in the MIMU 

array, the gyroscope observations for the ith IMU in the array may be modeled as 

𝑹𝒊(𝝎𝒊𝒃
𝒃 )

𝒊
= 𝝎𝒏𝒃

𝒃 − 𝒃𝒈𝒊 − 𝑺𝒈𝒊𝝎𝒊𝒃,𝒎𝒆𝒂𝒔
𝒃 + 𝑪𝒏

𝒃(𝝎𝒊𝒆
𝒏 + 𝝎𝒆𝒏

𝒏 ) + 𝚫𝝎𝒊𝒃
𝒃 ,𝒊

(6.12) 

where (𝜔𝑖𝑏
𝑏 )

𝑖
 denotes the gyroscope measurement vector describing the body frame’s angular rate with 

respect to the inertial frame, observed in the body frame; 𝝎𝒊𝒆
𝒏  is the angular velocity vector of Earth 

with respect to the inertial frame, expressed in the navigation frame; 𝝎𝒆𝒏
𝒏  is the angular velocity vector 

of the navigation frame with respect to Earth, expressed in the navigation frame; 𝑹𝒊 is the rotation 

matrix that aligns the ith IMU sensor in the MIMU array to the right-forward-up orientation with respect 

to the vehicle frame; and 𝚫𝝎𝒊𝒃
𝒃 ,𝒊 is the observation noise vector for the ith IMU’s gyroscope observations. 

 As with the accelerometer observations, there are several key differences between the 

observation model presented in (6.12) and that in (2.47): 

• The gyroscope biases and scale factor errors are specific to each constituent sensor in the MIMU 

array. As with the accelerometer model in (6.8), the additional parameterization is necessary to 

account for the fact that each sensor is expected to have different systematic errors, and that 

MEMS sensors in particular are prone to unstable behaviour in these errors through time and 

between turn-ons. 

• The inclusion of 𝑹𝒊 to bring all sensors into a common reference frame. It is worth noting that, 

assuming each IMU to have a consistently defined body frame, 𝑹𝒊 will remain the same across 

both accelerometer and gyroscope observations. While 𝑹𝒊 is considered a priori knowledge for 
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the purposes of this research, this fact may be leveraged as part of a rigorous calibration 

procedure. 

• The separate definition of the observation noise vector for each gyroscope in the MIMU array. 

As with the accelerometers, this is core to the goal of separately characterizing and accounting 

for the different stochastic properties of different constituent sensors in the MIMU array. 

 Following a similar procedure as was followed in Section 5.5.1, the following definitions of the 

non-null design matrix submatrices may be determined for the gyroscope observations of the ith IMU: 

𝑪𝒈𝒊,𝒂 = [𝟎𝟑

0 cos𝛼 sin𝛼 cos𝛽
1 −sin𝛽 0
0 sin𝛼 −cos𝛼 cos𝛽

] (6.13) 

𝑪𝒈𝒊,𝒊𝒎𝒖𝒊 = [𝑰𝟑

𝜔𝑖𝑏,𝑚𝑒𝑎𝑠𝑥
𝑏 0 0

0 𝜔𝑖𝑏,𝑚𝑒𝑎𝑠𝑦
𝑏 0

0 0 𝜔𝑖𝑏,𝑚𝑒𝑎𝑠𝑧
𝑏

𝟎𝟑 𝟎𝟑] (6.14) 

 Equations (6.13) and (6.14) may be numerically evaluated and substituted into the design matrix 

in (6.7) to fully realize the IMU gyroscope observation models in the GMIS. 

6.4.3 Modeling Atypical IMU Sensors 

 One particular strength of the GMIS’ ability to account for individual sensors in a MIMU array 

lies in its ability to intuitively account for atypical IMU sensors, such as four-axis 

accelerometers/gyroscopes. While this is not a focus in this research, it is worth noting that Section 

6.4.1 and Section 6.4.2 both assume three-axis accelerometer and gyroscope observations, with the 

sensing axes all being designed to be mutually orthogonal. This section puts forth a basis for accounting 

for IMU observations that do not conform to this paradigm. The specific process and rationale for doing 

this is laid out in detail for the IMU accelerometer observations, with the gyroscope observations 

following a very similar rationale. 

 Consider that the ith IMU sensor in a MIMU array consists of: 

• 𝑚𝑠 accelerometers arranged with their sensing axes oriented in the directions of the unit 

vectors 𝒖𝒋, 𝑗 ∈ 1,… ,𝑚𝑠 in the IMU body frame; and 

• 𝑚𝑔 gyroscopes arranged with their sensing axes oriented in the directions of the unit vectors 

𝒗𝒋, 𝑗 ∈ 1,… ,𝑚𝑔 in the IMU body frame. 
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 Each accelerometer and gyroscope in the IMU sensor will  have an associated bias and scale 

factor error, leading to a total of 𝑚𝑠 accelerometer biases and scale factor errors, and 𝑚𝑔 gyroscope 

biases and scale factor errors. The corresponding elements of the partitioned system state vector may 

therefore be defined as 

𝒙𝒊𝒎𝒖𝒊 = 

[(𝑏𝑔𝑖)1
⋯ (𝑏𝑔𝑖)𝑚𝑔

(𝑠𝑔𝑖)1
⋯ (𝑠𝑔𝑖)𝑚𝑔

(𝑏𝑠𝑖)1 ⋯ (𝑏𝑠𝑖)𝑚𝑠
(𝑠𝑠𝑖)1 ⋯ (𝑠𝑠𝑖)𝑚𝑠]

𝑻
(6.15) 

 Since there are 𝑚𝑠 accelerometers in the ith IMU, the specific force observation vector may be 

expressed as 

(𝒇𝒊𝒃
𝒃 )

𝑖
= [𝑓1 ⋯ 𝑓𝑚𝑠]

𝑇 (6.16) 

 For the specific force observations, each element of the specific force vector 𝑓𝑗 corresponds to 

the acceleration that the system is experiencing along the IMU’s sensing axis 𝒖𝒋. Intuitively, the 

acceleration the system experiences along 𝒖𝒋 may be expressed as the projection of the system’s 

acceleration onto the direction of the sensing axis. This projection may be practically determined by 

taking the dot product of the sensing axis direction in the IMU body frame with the system’s 

acceleration, expressed in the IMU body frame. This allows each element of the specific force vector to 

be expressed as 

𝑓𝑗 = 𝑪𝒏
𝒃𝒂 ∙ 𝒖𝒋 + 𝑪𝒏

𝒃𝒈 ∙ 𝒖𝒋 + 𝑪𝒏
𝒃{2𝝎𝒊𝒆

𝒏 + 𝝎𝒆𝒏
𝒏 } × 𝒗 ∙ 𝒖𝒋

+𝑪𝒏
𝒃𝝎𝒊𝒃

𝒃 × 𝝎𝒊𝒃
𝒃 × 𝒓𝒊 ∙ 𝒖𝒋 − (𝑏𝑠𝑖)𝑗 − (𝑠𝑠𝑖)𝑗𝑓𝑗 + Δ𝑓𝑗

(6.17)
 

 This allows for the overall specific force vector of the ith IMU to be modeled as 

(𝒇𝒊𝒃
𝒃 )

𝒊
= [𝑓1 … 𝑓𝑚𝑠]

𝑻 

= [
𝑪𝒏

𝒃𝒂 ∙ 𝒖𝟏 + 𝑪𝒏
𝒃𝒈 ∙ 𝒖𝟏 + 𝑪𝒏

𝒃{2𝝎𝒊𝒆
𝒏 + 𝝎𝒆𝒏

𝒏 } × 𝒗 ∙ 𝒖𝟏 + 𝑪𝒏
𝒃𝝎𝒊𝒃

𝒃 × 𝝎𝒊𝒃
𝒃 × 𝒓𝒊 ∙ 𝒖𝟏

⋮
𝑪𝒏

𝒃𝒂 ∙ 𝒖𝒎𝒔
+ 𝑪𝒏

𝒃𝒈 ∙ 𝒖𝒎𝒔
+ 𝑪𝒏

𝒃{2𝝎𝒊𝒆
𝒏 + 𝝎𝒆𝒏

𝒏 } × 𝒗 ∙ 𝒖𝒎𝒔
+ 𝑪𝒏

𝒃𝝎𝒊𝒃
𝒃 × 𝝎𝒊𝒃

𝒃 × 𝒓𝒊 ∙ 𝒖𝒎𝒔

] 

−𝒃𝒔𝒊 − 𝑺𝒔𝒊
(𝒇𝒊𝒃

𝒃 )
𝒊
+ 𝚫

(𝒇𝒊𝒃
𝒃 )

𝒊

(6.18) 

 The partial derivatives of (6.18) may be used to populate the corresponding non-null 

submatrices of the observation design matrix as follows: 
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𝑪𝒔𝒊,𝒑 = [

𝟎𝟏,𝟑 𝟎𝟏,𝟑 𝒖𝟏
𝑻𝑪𝒏

𝒃

⋮ ⋮ ⋮
𝟎𝟏,𝟑 𝟎𝟏,𝟑 𝒖𝒎𝒔

𝑻 𝑪𝒏
𝒃
] (6.19) 

𝑪𝒔𝒊,𝒂 =

[
 
 
 
 
𝜕𝑪𝒏

𝒃

𝜕𝒙𝒂
 (𝒂 + 𝒈 + {2𝝎𝒊𝒆

𝒏 + 𝝎𝒆𝒏
𝒏 } × 𝒗 + 𝝎𝒊𝒃

𝒃 × 𝝎𝒊𝒃
𝒃 × 𝒓𝒊) ∙ 𝒖𝟏

⋮
𝜕𝑪𝒏

𝒃(𝒂 + 𝒈 + {2𝝎𝒊𝒆
𝒏 + 𝝎𝒆𝒏

𝒏 } × 𝒗 + 𝝎𝒊𝒃
𝒃 × 𝝎𝒊𝒃

𝒃 × 𝒓𝒊) ∙ 𝒖𝒎𝒔]
 
 
 
 

(6.20) 

𝑪𝒔𝒊,𝒊𝒎𝒖𝒊 = [𝟎𝒎𝒔,𝒎𝒈
𝟎𝒎𝒔,𝒎𝒈

𝑰𝒎𝒔

𝑓1 ⋯ 0
⋮ ⋱ ⋮
0 ⋯ 𝑓𝑚𝑠

] (6.21) 

 Since there are 𝑚𝑔 gyroscopes in the ith IMU, the angular rate observation may be expressed as 

(𝝎𝒊𝒃
𝒃 )

𝒊
= [𝜔1 ⋯ 𝜔𝑚𝑔]𝑻 (6.22) 

 As was the case with the specific force observations, the element of the angular rate vector 𝜔𝑗 

corresponds to the angular rate that the system is experiencing along the IMU’s sensing axis 𝒗𝒋. This 

may again be practically determined via the dot product of the system’s angular velocity vector, 

expressed in the body frame, with the sensing axis direction in the body frame. This allows for each 

element of the angular rate vector to be expressed as 

𝜔𝑗 = 𝝎𝒏𝒃
𝒃 ∙ 𝒗𝒋 + 𝑪𝒏

𝒃(𝝎𝒊𝒆
𝒏 + 𝝎𝒆𝒏

𝒏 ) ∙ 𝒗𝒋 − (𝑏𝑔𝑖)𝑗
− (𝑠𝑔𝑖)𝑗

𝜔𝑗 + Δ𝜔𝑗
(6.23) 

and the overall angular rate vector may be expressed as 

(𝝎𝒊𝒃
𝒃 )

𝒊
= [

𝜔1

⋮
𝜔𝑚𝑔

] = [

𝝎𝒏𝒃
𝒃 ∙ 𝒗𝟏 + 𝑪𝒏

𝒃(𝝎𝒊𝒆
𝒏 + 𝝎𝒆𝒏

𝒏 ) ∙ 𝒗𝟏

⋮

𝝎𝒏𝒃
𝒃 ∙ 𝒗𝒎𝒈

+ 𝑪𝒏
𝒃(𝝎𝒊𝒆

𝒏 + 𝝎𝒆𝒏
𝒏 ) ∙ 𝒗𝒎𝒈

] − 𝒃𝒈𝒊 − 𝑺𝒈𝒊(𝝎𝒊𝒃
𝒃 )

𝒊
+ 𝚫

(𝝎𝒊𝒃
𝒃 )

𝒊

(6.24) 

 As per Section 5.5.1, the differential equation connecting 𝝎𝒏𝒃
𝒃  to the attitude parameters is 

defined after [Zhao, 2016] for the RPH attitude model using (5.14). The partial derivatives of (6.24) may 

be used to populate the corresponding non-null submatrices of the design matrix as follows for the RPH 

attitude model: 

𝑪𝒈𝒊,𝒂 = [

𝟎𝟏,𝟑 𝒗𝟏
𝑻𝑫

⋮ ⋮
𝟎𝟏,𝟑 𝒗𝒎𝒈

𝑻 𝑫
] (6.25) 
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𝑪𝒈𝒊,𝒊𝒎𝒖𝒊 = [𝑰𝒎𝒈

𝜔1 ⋯ 0
⋮ ⋱ ⋮
0 ⋯ 𝜔𝑚𝑔

𝟎𝒎𝒈,𝒎𝒔
𝟎𝒎𝒈,𝒎𝒔

] (6.26) 

 The equations developed through this Section are significant in that they allow for natural and 

intuitive modeling of atypical IMU sensors, regardless of whether they are included as sensors in a 

MIMU array or if they are being used as a single IMU in a PosAtt system. 

6.4.3.1 Demonstrating Compatibility Between the Atypical IMU Models and the Standard IMU 

Models 

 One way of supporting the validity of the models for an atypical IMU sensor is by evaluating the 

derived equations for the special case of an IMU with standard three axis accelerometer and three axis 

gyroscope triads (i.e. the standard IMU configuration). For this special case, the sensing axes for the 

accelerometers and gyroscopes are coincident, and are defined as 

𝒖𝟏 = 𝒗𝟏 = [1 0 0]𝑻 (6.27) 

𝒖𝟐 = 𝒗𝟐 = [0 1 0]𝑻 (6.28) 

𝒖𝟑 = 𝒗𝟑 = [0 0 1]𝑇 (6.29) 

 Taking these sensing axis definitions, the specific force vector for the ith IMU will simply be 

(𝒇𝒊𝒃
𝒃 )

𝒊
= [𝑓𝑥 𝑓𝑦 𝑓𝑧]𝑻, which is identical to the definition of the specific force vector for a standard 

three axis accelerometer triad. Additionally, the angular rate vector for the ith IMU will be (𝝎𝒊𝒃
𝒃 )

𝒊
=

[𝜔𝑥 𝜔𝑦 𝜔𝑧]𝑇, which is identical to the definition of the angular rate vector for a standard three axis 

gyroscope triad. 

 The overall modeled specific force vector, as defined in (6.18), may be evaluated using the 

sensing axis definition from (6.27) to (6.29) to arrive at an observation model for the specific force 

vector which is identical to the standard IMU observation model in (6.8). Additionally, substituting the 

sensing axis definitions into the equations for the design matrix submatrices from (6.19) to (6.21) yields 

identical equations to the corresponding design matrix submatrices from (6.9) to (6.11). 

 The overall modeled angular rate vector, as defined in (6.24), may also be evaluated using the 

sensing axis definitions from (6.27) to (6.29) to arrive at an observation model for the angular rate 

vector which is identical to the standard IMU observation model in (6.12). Again, the sensing axis 
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definitions may be substituted into the equations for the design matrix submatrices in (6.25) and (6.26) 

to arrive at identical equations to the corresponding design matrix submatrices in (6.13) and (6.14). 

 This demonstrated compatibility between the model for the general, atypical sensor 

configuration and the standard three axis accelerometer/gyroscope triad IMU sensors supports the 

validity of the proposed observation models for the atypical IMU sensors. 

6.5 Comprehensive Error Analysis 

 The measurement, process noise, and predicted system state residual vectors are estimable via 

the alternative derivation from [Wang, 1997] presented in Section 2.5.1.1 in the absence of state 

constraints, or via the alternative derivation presented in Section 3.3 in the presence of state 

constraints. These three residual vectors, and their associated covariances and redundancy 

contributions are valuable in providing comprehensive information regarding the performance of 

individual IMU sensors in an MIMU array without requiring a ground truth solution or simulated data. 

 When focusing on comparing the performance of the constituent sensors in a MIMU array, the 

observation residual vector is the most obviously useful quantity. The GMIS is unique in its ability to 

directly estimate the observation residuals for the raw IMU gyroscope and accelerometer 

measurements, and these quantities are readily used for Variance Component Estimation (VCE) to 

characterize individual sensor performance in a PosAtt system. The modeling performed in Section 6.4 is 

well-suited to leveraging VCE to characterize individual IMU sensor performance for a MIMU array. 

 As with every use of VCE, the specific application of VCE must inform the selection of the 

subsets of the residual vectors being used for VCE in order maximize the amount of meaningful 

information that is provided. This chapter’s primary focus is on characterizing individual IMU 

performance in a MIMU array, so the following sets of variance components are estimated: 

For the measurement residuals: 

i. An overall variance component describing the performance of the entire observation vector 

taken as a whole. This provides an overview of where there may generally be issues in the 

observations, regardless of their specific source. 

ii. Separate variance components dedicated to characterizing the performance of the raw 

gyroscope and accelerometer measurements for each IMU sensor in the MIMU array. This 

provides overall performance measures for the accelerometer/gyroscope triads, which can be 
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directly compared across different IMUs to evaluate their relative performance over the 

observation period. 

iii. Variance components dedicated to characterizing the performance of the GPS double-

differenced observations, including ones for the L1 C/A, L1 Carrier Phase, and L2 Carrier Phase 

observations. These quantities are not tied to the quality of the raw IMU observations, but 

provide contextual information that may help clarify any particular issues in the dataset. 

For the process noise residuals, an overall variance component describing the performance of the entire 

process noise vector as a whole is used. This provides information about the general performance of the 

kinematic models used over the course of the observation period. 

 Since the overall DOF for a Kalman Filter is equal to the number of recorded observations plus 

the number of system state constraints at any given point in time, and the sum of the redundancy 

contributions across all three residual vectors will be equal to the overall DOF, some elements of each 

residual vector will generally have smaller contributions to the overall system redundancy at an 

observation epoch. Practically speaking, this means that the ability to reliably determine the associated 

variance components over a short time window may be limited, particularly for the process noise 

variance component since the process noise redundancy contribution is typically very small. This chapter 

follows the convention set in previous chapters of estimating the variance components over a period of 

time using the cumulative sum of both the residual subsets’ quadratic forms and their corresponding 

redundancy contributions. This results in more reliable estimates of the variance components, while 

sacrificing their time domain resolution. 

6.6 Processing Workflow 

 At its core, the processing workflow used in this chapter is identical to the workflow that was 

developed for the PosAtt Engine in Section 4.6 and that was expanded to accommodate multiple 

attitude models in Section 5.7. The workflow for the processing module required slight modification to 

accommodate multiple IMU sensors in the PosAtt system, and the modified workflow developed for this 

chapter is shown in Figure 6.6.1. It is worth noting that this workflow also includes the functionality of 

the workflow developed for Section 5.7, so this processing workflow accommodates both MIMU array 

data and multiple attitude models. The combination of these functionalities is not explored further in 

this chapter but could be explored in future work. 
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Figure 6.6.1: The modified processing workflow to accommodate an arbitrary number of IMU sensors in a MIMU array. 
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6.7 Land Vehicle Test Dataset and Analysis of Results 

 This section presents the road test dataset used to validate the MIMU array modeling 

techniques used in this research, and provides an analysis of the performance of each IMU in the MIMU 

array. 

6.7.1 Definition of the Road Test Dataset 

 The test dataset used in this chapter was collected using an in-house integrated navigation 

system that consists of the following: 

• Three VectorNav VN-100 IMUs operating at 100 Hz. 

• Two high-rate NovAtel OEM6 receivers operating at 100 Hz, with one receiver mounted as part 

of the PosAtt system and the other operating at a fixed location to act as a base station for the 

calculation of the double-differenced GPS observations. 

 The ground vehicle used to collect the test dataset remained stationary for the first 5 minutes of 

the dataset, after which it spent approximately 5 minutes moving in circles about a residential court. 

This was followed by another 5 minute stationary period, after which the vehicle was driven in kinematic 

for approximately 30 minutes. 

 A top-down view of the trajectory is shown in Figure 6.7.1, with the corresponding velocity and 

acceleration profiles displayed in Figure 6.7.2 and Figure 6.7.3, respectively. The estimated roll, pitch, 

and heading profiles are shown in Figure 6.7.4, and their estimated first-order time derivatives are 

presented in Figure 6.7.5. 
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Figure 6.7.1: A top-down view of the trajectory of the kinematic dataset. Coordinates are expressed in the local geodetic 
coordinate system with an origin coincident to the vehicle’s starting location. 

 

Figure 6.7.2: The velocity profile for the kinematic dataset. The velocity components are expressed in the navigation frame’s 
local geodetic coordinates. 
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Figure 6.7.3: The acceleration profile for the kinematic dataset. The acceleration components are expressed in the navigation 
frame’s local geodetic coordinates. 

 

Figure 6.7.4: The roll, pitch, and heading profiles for the kinematic dataset. The attitude is presented relative to the navigation 
frame’s local geodetic coordinates. 
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Figure 6.7.5: The estimated first-order time derivatives for the roll, pitch, and heading values for the kinematic dataset. These 
values are expressed relative to the navigation frame’s local geodetic coordinates. 

 Using the GMIS, the data from all three constituent IMU sensors were able to be directly 

integrated via the EKF measurement update without requiring the generation of a “fused” dataset. This 

novel approach to accounting for the MIMU array output provides unique opportunities for further 

analysis, with the following opportunities explored in more detail in this chapter: 

• Directly estimating the individual systematic errors for each sensor in the MIMU array, without 

any assumption of their consistency across different IMU sensors. This is further explored in 

Section 6.7.2. 

• Using VCE to characterize the performance of each sensor in the MIMU array by using the 

estimated raw observation residuals along with their contributions to the overall system 

redundancy. This is further explored in Section 6.7.3. 

• Using a posteriori estimated solution accuracy to directly compare the position/orientation 

estimation performance of the MIMU array data with that of a Single IMU (SIMU), without the 

need for a simulated dataset or a ground truth solution. This is further explored in Section 6.7.4. 
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6.7.2 Estimating Sensor Systematic Errors and Measurement Residuals 

 A unique factor to the GMIS lies in its ability to directly model raw IMU measurements. This 

allows for observation residuals to be estimated for the raw specific force and angular rate observations 

after the EKF’s measurement update, rather than requiring the use of the system innovation vector to 

characterize the sensors’ performance. For data from a MIMU array, the IMUs are modeled individually 

in the positioning EKF under the GMIS, and this allows for separate sets of raw IMU measurement 

residuals to be estimated for all sensors comprising the MIMU array. 

 For the kinematic test dataset, the estimated accelerometer specific force residuals for each 

IMU sensor in the MIMU array are shown in Figure 6.7.6, and the gyroscope angular rate residuals for 

each IMU sensor in the MIMU array are shown in Figure 6.7.7. These quantities are not estimable under 

the traditional sensor integration strategy. Histograms of the individual IMUs’ standardized residual 

values are provided in Figure 6.7.8 for the accelerometer specific force observations, and in Figure 6.7.9 

for the gyroscope angular rate observations. While not a focus in this chapter, the standardized GPS 

observation residual histograms are provided in Figure 6.7.10 for the sake of completeness and to 

provide context for some of the overall challenges that the kinematic test dataset presents. 

 

Figure 6.7.6: The estimated accelerometer specific force residuals for each IMU in the MIMU array over the kinematic test 
dataset. 
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Figure 6.7.7: The estimated gyroscope angular rate residuals for each IMU in the MIMU array over the kinematic test dataset. 

 There are two main conclusions that may be drawn from the plots of the time-varying 

accelerometer and gyroscope residuals: 

i. The IMU accelerometer/gyroscope residuals’ performance is very consistent across the three 

different IMU sensors in the MIMU array. Each of the sensors comprising the MIMU array in this 

test dataset are of the same model and expected to have similar performance. The consistency 

in the behaviour of their estimated residuals suggests that the IMU observations have been 

appropriately modeled and successfully integrated through the GMIS. 

ii. The behaviour of the IMU accelerometer/gyroscope residuals through time is highly dependent 

upon the time-varying dynamics that the PosAtt system is experiencing over the course of the 

test dataset. The static portions of the dataset are clearly identifiable in Figure 6.7.6 and Figure 

6.7.7 as the periods of time with generally much smaller residual values, and the times in the 

dataset with the highest IMU random errors occur when the system is undertaking a maneuver. 

This phenomenon is not surprising, especially considering that confounding factors such as 

vibration of the PosAtt system also vary with the system dynamics. 
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Figure 6.7.8: Histograms of the standardized residual values for the accelerometer specific force observations. The standard 
normal distribution is superimposed for reference. 

 

Figure 6.7.9: Histograms of the standardized residual values for the gyroscope angular rate observations. The standard normal 
distribution is superimposed for reference. 
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 The IMU measurement residual histograms in Figure 6.7.8 and Figure 6.7.9 show that the IMU 

accelerometer/gyroscope observations behaved very well over the course of the kinematic test dataset. 

Many of the histograms shown in these two figures have sharp peaks near zero, which may be explained 

by the fact that the IMU sensors experienced lower random noise when the system was 

stationary/experiencing very low dynamics, and provides further evidence to support this conclusion. 

 

Figure 6.7.10: Histograms of the standardized L1 C/A, L1 Carrier Phase, and L2 Carrier Phase residuals over the entire study 
period. The standard normal distribution is superimposed for reference. 

 It is worth noting that the GPS measurement residuals show that the GPS measurements 

generally behaved more poorly than would have been expected over the kinematic test dataset. The 

test dataset was collected in a residential neighbourhood with many visual obstructions of the sky, and 

as a result satellites were dropped frequently over the duration of the test dataset. At several points, 

this required changing the “base” satellite for generating the GPS double-differenced observations, and 

whenever this happened, there was an associated period of estimating the new float ambiguity 

parameters. There were even several points in time that the number of common visible satellites 

between the base OEM6 receiver and the rover OEM6 receiver fell below the requisite four for reliable 

position estimation. The L1 C/A observations in particular had a relatively high proportion of values that 

were not quite flagged as outliers but had large standardized residual values. 

 Modeling the MIMU array in the GMIS also allows for individualized sensor systematic error 

estimation, i.e., the estimation of the individual biases/scale factor errors associated with each 

accelerometer and gyroscope. These estimates are shown in Figure 6.7.11 and Figure 6.7.12 for the 

accelerometer biases and scale factor errors, respectively, and in Figure 6.7.13 and Figure 6.7.14 for the 

gyroscope biases and scale factor errors, respectively. 
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Figure 6.7.11: The estimated accelerometer biases for the individual accelerometers in (a) the first IMU in the array, (b) the 
second IMU in the array, and (c) the third IMU in the array. 

 

Figure 6.7.12: The estimated accelerometer scale factor errors for the individual accelerometers in (a) the first IMU in the array, 
(b) the second IMU in the array, and (c) the third IMU in the array. 
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Figure 6.7.13: The estimated gyroscope biases for the individual gyroscopes in (a) the first IMU in the array, (b) the second IMU 
in the array, and (c) the third IMU in the array. 

 

Figure 6.7.14:The estimated gyroscope scale factor errors for the individual gyroscopes in (a) the first IMU in the array, (b) the 
second IMU in the array, and (c) the third IMU in the array. 

 In Figure 6.7.11 and Figure 6.7.13, it is clear that the individual IMU sensor biases remain 

relatively stable through time over the kinematic dataset, with the accelerometer biases experiencing 

more apparent sensor drift than the gyroscope biases. This is to be expected for the tactical-grade IMUs 

used in this research, even though they are MEMS sensors. It is also clear that the bias estimates are 

different for each IMU accelerometer and gyroscope in the array, which clearly suggests that they have 
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been accounted for properly and supports the assertion that their systematic errors are generally not 

homogeneous. 

 In Figure 6.7.12 and Figure 6.7.14, the individual IMU sensor scale error estimates generally 

remain consistent over the course of the test dataset, with very little if any scale error wander over the 

observation period. 

 The scale error estimates in Figure 6.7.14 remain at or near zero for the entire duration of the 

dataset. The initial value of each of the gyroscope scale error state elements was zero, so this indicates 

that these systematic errors did not change significantly over the course of the dataset. This is explained 

by the fact that scale error represents an error that increases with the magnitude of the observations 

being recorded. Considering an observation precision of approximately 1’/s in the gyroscope 

observations (this precision is based on the number of significant digits provided in the IMU output), and 

a maximum gyroscope observation magnitude of approximately 25.5°/s in the test dataset, a scale error 

of at least 650 ppm would be necessary to even produce a potentially detectable effect in the 

observations. This suggests that the gyroscope scale factor errors are not observable over the test 

dataset due to the fact that there were not highly varying attitude dynamics over the kinematic test 

dataset. 

 As was the case with the accelerometer and gyroscope bias estimates , the estimated scale 

factor errors for the accelerometer observations are generally different for different sensors in the 

MIMU array, which suggests that the sensors should be modeled individually in the EKF, rather than 

using a group of shared states for multiple IMU sensors. 

6.7.3 Characterizing Sensor Performance Using Variance Component Estimation 

 The modeling of individual IMU raw accelerometer and gyroscope observations allows for the 

estimation of their residual estimates as was done in Section 6.7.2. The calculation of these residual 

estimates additionally allows for the use of VCE to characterize the performance of different parts of the 

positioning EKF with the aid of the associated measurement redundancy indices. The variance 

components associated with each type of observable quantity provides an overview of how well the 

actual measurements fit their associated observation models on the whole. Practically, there are several 

types of variance component factors that may be calculated: 
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1. An overall standard error factor that includes all observation types. This standard error factor 

provides a sense of the overall performance of the observation models over the course of the 

dataset. 

2. Variance component factors of the individual observation types. These variance components 

provide separate estimates of the performance of each observation type in the PosAtt system. 

They provide more granular information than the variance factor of unit weight, but at a lower 

redundancy that makes it more challenging to determine a reliable estimate of each variance 

component. 

3. Variance component factors for individual observations of the same quantity through time. For 

example, this could include separate variance component factor estimates for each component 

of an IMU accelerometer/gyroscope triad. These provide the highest degree of detail into sensor 

performance with the trade-off of relying on individual observations’ redundancy contributions, 

which are generally low compared to those for the overall variance factor of unit weight and the 

observation type variance component factors. 

 The overall standard error factor for the entire EKF as a LS system is shown in Figure 6.7.15, 

estimated over a 20 second moving window for the kinematic test dataset. From the plot, it is clear that 

the observations’ overall quality was better when the system was stationary or experiencing less 

dynamic motion. For the non-stationary portions of the dataset, the standard error factors hovered at a 

value of approximately 1, indicating that the overall performance of the positioning sensors is in 

agreement with their assumed a priori observation accuracies. Note that this estimate uses information 

from all IMU observation residuals in addition to the GPS observation residuals. 
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Figure 6.7.15: The estimated overall standard error factor for the MIMU-integrated system (moving window: 20s). 

 Looking more granularly at the dataset and estimating the observation standard error factors for 

each observation type in the MIMU array (i.e. accelerometers and gyroscope observations) provides the 

standard error component plots shown in Figure 6.7.16 for the accelerometer observations and Figure 

6.7.17 for the gyroscope observations. 

 

Figure 6.7.16: The estimated standard error factors for the specific force measurements of each IMU's accelerometer triad in the 
MIMU-integrated system (moving window: 20s). 
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Figure 6.7.17: The estimated standard error factors for the specific force measurements of each IMU’s gyroscope triad in the 
MIMU-integrated system (moving window: 20s). 

 The accelerometer standard error factor plots in Figure 6.7.16 and the gyroscope standard error 

factor plots in Figure 6.7.17 provide further evidence to support the conclusion that IMU performance 

varies with the system dynamics. During the stationary periods in the dataset, both of these plots 

indicate that the IMU sensor performance is better than expected for all constituent IMU sensors. 

During the kinematic portions of the dataset, both plots indicate that the IMU sensors performed as 

expected, with spikes in the standard error estimates at times that significant maneuvers were 

undertaken. 

 All three IMUs exhibited very similar behaviour in all three plots over the course of the 

kinematic dataset, with nearly identical standard error factor estimates over the entire observation 

period. This is encouraging, since all IMUs are of the same model, and it is very instructive to see them 

exhibit such similar random error behaviours when their systematic error estimates are generally quite 

different from one another. The similarity between their standard error factor estimates also indicates 

the extent to which the system dynamics define the observation noise for each sensor. These results 

indicate that IMU observations in particular would benefit from being integrated via an adaptive filter 

that uses the system dynamics to weight the IMU observations’ importance in the positioning EKF. 

 All of the standard error factor plots presented in this section use windowed estimates of the 

standard error factors for each quantity being studied. It is also possible to estimate global values of 
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these quantities over the course of the entire dataset to estimate the a posteriori observation noise for 

each observation type in the dataset. These a posteriori estimates are provided in Table 6.7.1 for the 

IMU observation accuracies. 

Table 6.7.1: The global a posteriori standard deviations for each observation type in the MIMU array. These values were 
calculated by scaling the a priori standard deviation estimate for the accelerometer and gyroscope observations by the 
corresponding global estimate of the standard error factor. Values were estimated separately for each IMU in the MIMU array. 

IMU Sensor Number 

A Posteriori Standard Deviations 

Accelerometer [m/s2] Gyroscope [°/s] 

1 0.110 0.803 

2 0.108 0.806 

3 0.105 0.799 

 

6.7.4 Comparing Multi-IMU Results to Single-IMU Results 

 The a posteriori standard deviations also provide an opportunity to draw direct comparisons 

between the performance of different configurations of sensors over the same dataset, without 

requiring a ground truth solution or simulated data. Practically speaking, different subsets of the 

available positioning sensors may be used to estimate the system’s trajectory, and then their a 

posteriori standard errors may be used to determine the a posteriori positioning/orientation solution 

accuracy using that particular sensor configuration. 

 This section compares the quality of the solutions between the positioning/orientation solution 

using all sensors in the MIMU array, and the positioning/orientation solution for the Single-IMU (SIMU) 

solution using IMU Sensor 1. The time-varying a posteriori standard deviations for the system state 

elements for both the MIMU and SIMU solutions may be compared directly using their ratio over the 

course of the dataset to characterize their relative performance. Taking the MIMU standard deviation as 

the numerator and the SIMU standard deviation as the denominator, the difference between the 

calculated ratio and one provides information about the average accuracy improvement that the MIMU 

solution offers over the SIMU solution. 
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 A comparison between the MIMU and SIMU solutions’ a posteriori position accuracies is shown 

in Figure 6.7.18. Comparisons between the MIMU and SIMU solutions’ a posteriori attitude accuracies 

and attitude time derivative accuracies are shown in Figure 6.7.19 and Figure 6.7.20, respectively. 

 

Figure 6.7.18: The ratio of the a posteriori MIMU position standard deviations to the a posteriori SIMU position standard 
deviations. The horizontal dashed lines show the average ratios for the component of the associated colour. 
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Figure 6.7.19: The ratio of the a posteriori MIMU attitude standard deviations to the a posteriori SIMU attitude standard 
deviations. The horizontal dashed lines show the average ratios for the quantity of the associated colour. 
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Figure 6.7.20: The ratio of the a posteriori MIMU attitude time derivative standard deviations to the a posteriori SIMU attitude 
time derivative standard deviations. The horizontal dashed lines show the average ratios for the quantity of the associated 
colour. 

 From these three figures, it is clear that the MIMU generally presents a significant improvement 

in the accuracy of the system’s position, attitude, and attitude rate-of-change over the course of the 

kinematic test dataset. This is to be expected, since the addition of extra IMU sensors to the PosAtt 

system adds redundancy to the system. 

 In Figure 6.7.18, the data from the MIMU array provides more significant improvements in the 

overall estimated position accuracy when the system is in motion than when it is stationary. The 

position accuracy comes primarily from the GPS observations, so the MIMU and SIMU solutions are 

much closer in their accuracy than they are for the attitude and attitude rate-of-change. 

 Figure 6.7.19 shows a significant improvement in the attitude accuracy for the MIMU solution 

over the attitude accuracy for the SIMU solution, in fact showing the most dramatic improvement of all 

three of these figures. There are several important factors that contribute to the MIMU solution’s 

dramatic improvement of the attitude-related state elements and how this improvement changes over 

time: 
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• Since the constituent IMU sensors in the MIMU array are assumed to have a constant relative 

geometry with respect to one another (i.e. they are assumed to conform to rigid body motion). 

This results in more reliable ongoing estimates of the individual sensor biases than would be 

possible for the SIMU solution, which also improves the quality of the data coming from each of 

the individual IMU sensors in the MIMU array. As long as the assumed rigid body motion holds 

true, even the individual sensors in the MIMU array can be expected to outperform a single IMU 

being used on its own. 

• The roll and pitch can generally be estimated reliably using just IMU accelerometer data, but the 

system heading cannot be. This means that the MIMU array provides a more significant 

improvement to the heading estimation than to the roll and pitch estimation. 

• The kinematic dataset used in this chapter was land vehicle-based, with the roll and pitch 

generally experiencing much lower system dynamics. This results in the time-varying 

improvements of attitude accuracy remaining much more consistent through time than for the 

positioning solution, and these improvements vary much less over the course of the dataset. 

 The average improvement of the a posteriori MIMU positioning solution accuracy is presented 

in Table 6.7.2. 

Table 6.7.2: Characterization of the MIMU solution performance improvement compared to the SIMU solution performance, 
expressed as a percentage improvement in the estimated a posteriori standard deviations of corresponding quantities. 

 MIMU Performance Improvement over the SIMU 

Position 

East North Up 

14.4% 16.6% 16.1% 

Attitude 

Roll Pitch Heading 

29.6% 31.1% 40.2% 

Attitude Rate-of-

Change 

Roll Pitch Heading 

11.7% 10.1% 29.7% 

 It is also valuable to compare the estimated overall standard error components for the SIMU 

solution with those of the MIMU solution. The SIMU-derived overall standard error components are 
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shown in Figure 6.7.21. As expected, this plot exhibits very similar behaviours to the overall standard 

error plot in Figure 6.7.15, indicating that the overall system performance relative to the a priori 

assumed observation accuracies is consistent for both the MIMU and SIMU solutions. 

 

Figure 6.7.21: The estimated overall standard error factors for the SIMU-integrated system (moving window: 20s). 

6.8 Summary 

 This chapter presents a general realization of the GMIS to accommodate MIMU array data. The 

methods developed in this chapter accommodate MIMU arrays of arbitrary size and configuration, and 

they fit neatly within the standard GMIS workflow without requiring significant modifications to it. This 

further cements the GMIS as a robust processing strategy that can readily accommodate any 

configuration of position/orientation sensors.  

 With the proposed modeling techniques in this chapter, it is possible to model individual IMUs 

in the MIMU array and calculate individual, time-varying estimates of their systematic error parameters. 

This opens up opportunities for further analysis, namely: 

• Rigorous Fault Detection and Exclusion (FDE) for each sensor in the MIMU array. The individual 

modeling of IMU sensors allows for direct estimates of their raw observation residuals to be 
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calculated, and these provide an intuitive way to statistically evaluate the observations from 

constituent IMU sensors for outliers. 

• Evaluating the stability of each constituent IMU sensor in the MIMU array over time. The fact 

that the IMU systematic errors are included as states in the positioning EKF allows for their 

estimates to change with time to reflect the current behaviour of an IMU sensor at any given 

observation epoch. Knowing whether conditions are such that the MEMS IMUs are displaying 

unstable behaviour through time is valuable for high-accuracy applications. 

• Evaluating the performance of each constituent IMU sensor in the MIMU array using Variance 

Component Estimation (VCE). Specified sensor accuracy typically presents a best case scenario 

for observation quality, and it is important to evaluate how well a given IMU is actually 

performing over a kinematic dataset. This is especially true for MEMS IMU sensors, that have 

their stochastic properties particularly strongly influenced by factors such as environmental 

conditions. 

 Additionally, the modeling in this chapter enables more intuitive modeling of atypical IMUs that 

do not have the standard arrangement of mutually-orthogonal accelerometer/gyroscope triads. Under 

the traditional sensor integration strategy, the data from an IMU sensor is integrated via its INS dead-

reckoning solution. This requires the differences in atypical sensors to be accounted for in the IMU 

mechanization equations, and this makes it much harder to practically use the data from these sensors. 

From the generalized IMU accelerometer/gyroscope models in this chapter, it is possible to directly 

integrate atypical sensors’ data through the positioning EKF under the GMIS knowing only the direction 

of their sensing axes in the IMU’s body frame. This makes incorporating unconventional IMU sensors 

into a PosAtt system much more intuitive and accessible when using the GMIS. 

 All of this additional flexibility and robust processing capability does come with significant 

performance costs. Considering the sensor biases and scale factor errors to be included in the system 

states for each IMU individually, 12 additional state vector elements are produced per IMU in the MIMU 

array. This significantly increases the dimension of the optimization problem being solved in the 

positioning EKF, which normally would have just 15 core states outside of the IMU systematic error 

parameters. This presents several potential avenues for improvement of the GMIS’ computational 

efficiency: 
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• Pre-filtering the IMU data to reduce the overall data rate from each sensor could potentially 

drastically reduce performance costs during periods of time where the system is experiencing 

low dynamics. 

• Since the IMU systematic error parameters are not expected to change rapidly, new estimates 

of the sensor biases and scale factor errors do not need to be calculated at every observation 

epoch. If these parameters were updated through a secondary Kalman Filter that was run at a 

lower rate than the positioning EKF, this could potentially negate the associated performance 

cost of using IMU array data in the GMIS. 
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7 Analytical Framework for Online Calibration of Sensor 

Systematic Errors Under the Generic Multisensor Integration 

Strategy 

This chapter is based upon the published work: 

Brunson, B., and Wang, J. (2025): Analytical Framework for Online Calibration of Sensor Systematic 

Errors Under the Generic Multisensor Integration Strategy. Sensors, 25(10), 3239.  

7.1 Preamble 

 When using low-cost sensors in high-accuracy environments, it is crucial to properly account for 

the systematic errors that impact observation quality. This is doubly important when using MEMS 

sensors, since they exhibit unstable behaviour through time and are susceptible to environmental 

effects such as changes in ambient temperature. Systematic errors generally fall into one of two 

categories: 

i. Intrinsic, or internal to the sensor. This includes factors such as sensor biases and scale factor 

errors, as well as environmental factors such as the effects of the ambient temperature on a 

sensor’s electrical or mechanical systems. 

ii. Extrinsic, or external to the sensor. These systematic errors typically arise from the geometric 

relationship between different constituent sensors in a PosAtt system, with the most common 

examples being lever arm vectors between different position/orientation sensors, and sensor 

boresight angles. 

 Ensuring the proper calibration of these error sources is essential in any sensor fusion 

application, but rigorous calibration of these errors often requires specialized equipment and calibration 

regimens. For example, IMU sensors often require precise turntables to calibrate their gyroscopes. Most 

sensor calibration is conducted offline, but is also cumbersome for end users of PosAtt systems. Offline 

sensor calibration can also be insufficient for MEMS sensors, that can have their sensor systematic 

errors vary significantly from turn-on to turn-on or even over the course of a single operating period. If a 

rigorous sensor calibration is required every time a PosAtt system is being operated, the reduced costs 

associated with using MEMS sensors can be quickly offset by increased operational costs. 
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 There has been an ongoing trend in positioning technology towards the in-run, or online, 

calibration of IMU sensors in particular. Such procedures incorporate the estimation of IMU systematic 

errors into the position/attitude estimation process, often requiring general calibration maneuvers to be 

undertaken at the start of the operating period of the PosAtt system. 

 One of the biggest challenges in online IMU calibration is in the observability of the IMU 

systematic error parameters. Many applications are ill-suited to determining error parameters related to 

specific sensing axes. For instance, land vehicle motion is generally constrained to a locally planar 

surface, so systematic errors impacting the local vertical are generally unobservable due to the system’s 

lack of vertical motion under regular operating conditions. Even aerial vehicles do not typically 

experience large dynamic changes to their system roll and pitch under normal operating conditions, 

which impacts the observability of sensor errors relating to these quantities. 

 Consequently, there has been a recent shift towards “observability-aware” systems that use 

observability measures such as the observability Gramian to guide the online calibration process as in 

[Lv et al, 2022; Yang et al, 2022]. While the observability Gramian provides a clear sense of whether or 

not the system is observable, it presents an all-or-nothing metric in that it cannot distinguish between 

an observable system and an observable but poorly-posed system [Krener and Ide, 2009]. Recent 

literature has shown a desire to shift away from this all-or-nothing perspective, with Lv et al [2022] 

notably using a truncated Singular Value Decomposition of a LS system to provide reliable calibration of 

observable states, even under degenerate conditions. 

 One essential aspect that is missing from IMU online calibration so far in the literature is a 

general analytical framework for evaluating the potential of an online calibration process over an 

arbitrary trajectory and even what specific maneuvers may deliver better observability for online 

calibration. Such a framework can provide significant assistance in the design and planning of real-time 

operations and data collection missions, i.e. in pre-analysis tasks for routine positioning and mapping 

applications. This chapter proposes an analytical framework based on the combined strengths of 

evaluating the following: 

• The degree of observability of individual states or a group of states, after [Ham and Brown, 

1983]. Pre-analysing the observability of specific states allows for the identification of which 

sensor systematic errors are essential to model, and also allows for an assessment of the impact 

that specific calibration maneuvers have on their estimation. 
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• The reliability in Kalman Filters, after [Wang, 1997; Caspary and Rüeger, 2000; Wang, 2009], 

which can provide insight into the minimum detectable values of specific systematic errors as 

outliers in the associated observations. 

• The estimatability of augmented sensor systematic error states in Kalman Filters via Hypothesis 

testing, after [Wang, 1997, 2008, 2009; Caspary and Rüeger, 2000; Wang et al, 2021], which 

predicts how well the augmented states can be estimated. 

 These three avenues for analysis may be explored together to provide an intensive assessment 

of the potential performance of the augmented systematic error states being studied. 

 This chapter proposes a pre-analysis framework for the online calibration of sensor systematic 

errors within the GMIS. This framework specifically builds upon the principles of reliability analysis in 

Kalman filtering put forth by [Wang, 2009, 1997] and some of the reliability measures described in 

[Caspary and Rüeger, 2000], adapting them to the positioning Kalman Filter used in the GMIS. 

Additionally, this framework is specifically realized for an INS/GNSS integrated system and used to 

evaluate the relative value of several calibration maneuvers. The proposed framework is specifically 

realized under the GMIS, to allow for the direct modeling of IMU sensor systematic errors. 

7.2  Analytical Framework for Online Sensor Calibration 

 In the first instance, it is important to clarify what information is necessary to conduct the pre-

analysis for a kinematic positioning and orientation trajectory. This chapter uses the same system 

models developed and presented in Sections 5.3 and 5.5.1. IMU measurement models are the same as 

those presented in Sections 2.4.2.4.1 and 2.4.2.4.2, but the GNSS measurements are modeled as direct 

observations of the system’s position and velocity. 

 Once the system models and observation models are defined, the a priori covariance matrices of 

the observation vector, process noise vector, and initial state vector may be propagated through a pre-

defined trajectory without requiring any actual observations. The following information is necessary to 

conduct this error propagation: 

• The system’s three-dimensional positions, velocities, and accelerations. 

• The system’s attitude angles and their time derivatives. 

• The anticipated covariance matrices for the observation and process noise vectors. 

• The initial state vector’s a priori covariance matrix. 
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 From a design or pre-analysis perspective, it is valuable to predict how an online calibration 

procedure is expected to perform in Kalman Filtering. This chapter presents an analytical framework for 

online sensor calibration in a multisensor integrated kinematic positioning and navigation system, with a 

focus on the following aspects: 

i. Characterizing the time-varying observability of the augmented sensor systematic states to 

evaluate the feasibility of specific maneuvers and the merits of including specific systematic 

error states in the state vector. 

ii. Determining the minimum estimable values of the sensor systematic error states to confirm 

their minimum significant identifiable values in relation to the sensors’ stochastic properties. 

iii. Optimizing the anticipated trajectory designs to produce the best performing candidate 

trajectories. 

iv. Performing analysis on the redundancy contributions of observations in a designed trajectory to 

determine the minimum detectable systematic error as outliers in the sensor observations. 

7.2.1 Observability and Degree of Observability of States 

 The observability of system states is an essential measure of the quality of a linear system. 

When discussing observability, it is useful to define three “levels” of observability that a system may 

have, in increasing order of strictness [Rhee et al, 2004]: 

i. A system is considered completely observable over a specific time interval (𝑡0, 𝑡𝑘) if and only if 

the initial system state vector may be calculated solely from the observations collected over 

(𝑡0, 𝑡𝑘). 

ii. A system is considered differentially observable over a specific time interval (𝑡0, 𝑡𝑘) if and only if 

it is completely observable over every sub-interval on (𝑡0, 𝑡𝑘). 

iii. A system is considered instantaneously observable if and only if it is completely observable over 

the interval (𝑡𝑘 , 𝑡𝑘+1). 

 It is typically simpler to determine whether a system is instantaneously observable than it is to 

determine whether a system is differentially or completely observable, and as a result many methods of 

assessing a system’s observability start by determining if it is instantaneously observable. Once this 

information is available, a system may be concluded to be differentially observable over (𝑡0, 𝑡𝑘) if it is 

instantaneously observable for every observation epoch in the interval [Rhee et al, 2004], and a system 

may be concluded to be completely observable over (𝑡0, 𝑡𝑘) if it is also differentially observable over 
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that interval (although this is not a necessary condition for complete observability) [Rhee et al, 2004]. 

Additionally, a system is completely observable over (𝑡0, 𝑡𝑘) if it is instantaneously observable at any 

point over that interval [Rhee et al, 2004]. 

 Although these three quantities are essential properties in characterizing how a linear system 

may be expected to perform, they also have inherent limitations. Each of these three quantities fall into 

all-or-nothing criteria that can only express whether the overall system is observable, and cannot 

characterize which states are the most/least observable among the observable states. Generally, the 

observation quality does not factor into characterizing system observability, so it is possible to have a 

system that is completely observable due to the geometry of the observations, but is practically 

unobservable due to the observations being of too low a quality to reliably estimate the system states. 

Given these limitations, it is valuable to characterize the “degree of observability” for individual states in 

a Kalman Filter. There are many ways to accomplish this, and some of these methods even take 

observation accuracy into account as part of their criteria. This subsection specifically describes three 

measure of observability that are used in this research: the observability index, which does not identify 

the degree of observability of a system, and the observability Gramian and eigenvalues of the state 

covariance matrix, which do. 

7.2.1.1 The Observability Matrix 

 The instantaneous local observability index is determined by evaluating the observability matrix 

[Rhee et al, 2004] 

𝓞(𝑡) = [

𝑵𝟎

𝑵𝟏

⋮
𝑵𝒏−𝟏

] (7.1) 

wherein 𝑵𝟎 = 𝑪, and 𝑵𝒊 = 𝑵𝒊−𝟏𝑨 +
𝑑

𝑑𝑡
𝑵𝒊−𝟏 and 𝑛 is the dimension of the state vector. The 

observability matrix has (𝑛 − 1)𝑚 rows, where 𝑚 is the number of observations at the current epoch, 

and 𝑛 columns. 

 If the rank of the observability matrix is equal to 𝑛, the system is instantaneously observable. If 

its rank is always equal to 𝑛 over (𝑡0, 𝑡𝑘), then the system is both differentially observable and 

completely observable over that interval. 
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7.2.1.2 The Observability Gramian 

 A system’s observability can be characterized by estimating the impact that a true error in a 

given state has on the overall observation vector [Krener and Ide, 2009]. Generally, if an error in a state 

has little to no impact on the observation vector, that state may be considered to be unobservable. If a 

state 𝑥𝑖 has an associated true error of 𝜖, the true error in the overall state vector is given by 𝒅𝒙±𝒊 =

 ±𝝐𝒆𝒊, where 𝒆𝒊 is the ith basis vector. The resultant impact on the observation vector is determined as 

follows 

𝒛±𝒊 = 𝑪𝒅𝒙±𝒊 (7.2) 

 (7.2) may be used to populate each element of the empirical local observability Gramian, which 

is a matrix 𝑷 such that 

𝑷𝑖𝑗 =
1

4𝜖2
∫ (𝒛+𝒊 − 𝒛−𝒊)

𝑇
(𝒛+𝒋 − 𝒛−𝒋)𝑑𝑡

𝑡𝑘

𝑡0

(7.3) 

 The observability Gramian is generally evaluated over an interval, but may technically be 

estimated at a specific observation epoch. The longer the interval that is used to estimate the 

observability Gramian, the better information it provides regarding the overall observability of the 

system. In this chapter, the observability Gramian is always evaluated over the entire candidate 

trajectory. 

 The observability Gramian may also be used to estimate several measures of the system’s 

overall observability: the reciprocal of the smallest eigenvalue of 𝑷 is called the local unobservability 

index, and larger values of this index indicate a less observable system; and the ratio of the square root 

of the largest to the square root of the smallest eigenvalue of 𝑷 is called the local estimation condition 

number, with larger values suggesting poorly-posed systems. 

7.2.1.3 Observability after Eigenvalues of the State Covariance Matrix 

 The eigenvalues and eigenvectors of the state covariance matrix may be used to characterize 

the degree of observability of linear combinations of the system states [Ham and Brown, 1983]. 

Generally, the largest eigenvalue corresponds with the linear combination of states that has the lowest 

observability, and the smallest eigenvalue corresponds with the linear combination that has the highest 

observability. Conducting an observability analysis using the state covariance matrix allows for the 



 

227 

 

impact of both the observation geometry and observation accuracies to be accounted for and 

characterized. 

 Usually, the significance of the eigenvalues/eigenvectors of a covariance matrix is not easily 

interpreted on its own. To mitigate this, the covariance matrix will be normalized prior to its eigen 

analysis. The normalization adopted in this work makes use of the diagonal matrix 𝑫𝒙(0) that is 

composed of the variances of the initial state vector, and is calculated as follows [Ham and Brown, 1983] 

𝑫𝒙
′ (𝑘) = (√𝑫𝒙(0))

−𝟏
𝑫𝒙(𝑘) (√𝑫𝒙(0))

−𝟏
(7.4) 

where √𝑴 is the square root of the diagonal matrix, 𝑫𝒙(𝑘) is the state covariance matrix at epoch 𝑘, 

and 𝑫𝒙
′ (𝑘) is the normalized state covariance matrix at epoch 𝑘.. The normalized covariance matrix in 

(7.4) is further scaled using its own trace as follows 

𝑫𝒙
𝑵(𝑘) =

𝑛

tr(𝑫𝒙
′ (𝑘))

𝑫𝒙
′ (𝑘) (7.5) 

which ensures that all eigenvalues lie between 0 and n, which makes them easier to interpret. 

7.2.1.4 Practical Considerations in Observability Analysis 

 Eigenvalue-based observability analysis for both the observability Gramian and the state 

covariance matrix is difficult to plot and interpret, since both eigenvalues and eigenvectors are liable to 

change through time. Practically, one may make some concessions on these observability measures to 

more clearly express how the observability of specific states evolves through time. 

 Neglecting the correlation between states (i.e. ignoring the off-diagonal elements of the 

observability Gramian/state covariance matrix) produces corresponding eigenvectors that are simply a 

set of n-dimensional basis vectors, with the corresponding eigenvectors being the diagonal elements of 

the matrix being analyzed. 

 For the local observability Gramian, neglecting the correlation between states in (7.3) results in 

the following integral 

𝑷𝑖𝑖 =
1

4𝜖2
∫ (𝒛+𝒊 − 𝒛−𝒊)

𝑇
(𝒛+𝒊 − 𝒛−𝒊)𝑑𝑡

𝑡𝑘

𝑡0

(7.6) 
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to approximate the observability of the ith state ∀𝑖 ∈ (1, 2, … , 𝑛). They can also potentially be used to 

approximate the local estimation condition number and unobservability index, with an associated loss of 

accuracy. 

 For the state covariance matrix, neglecting the correlation between states in (7.5) results in the 

normalized element 

(𝑫𝒙
𝑵)

𝒊𝒊
=

𝑛

tr(𝑫𝒙
′ )

(𝑫𝒙
′ )𝑖𝑖 (7.7) 

to approximate the unobservability of state element i. 

7.2.2 Minimum Estimable Values of Systematic Error States 

 Modeling systematic errors in measurements is only meaningful if the corresponding 

augmented states are significantly estimable in Kalman Filtering during the online calibration process. 

Practically, their minimum estimable values (i.e. their significance from zero) over a specific portion of or 

an entire kinematic trajectory depend on their standard errors. They or their effects may count for little 

in Kalman filtering if their compensations for the corresponding errors are statistically too coarse as 

compared with the standard errors associated with their corresponding measurements.   

7.2.2.1 Hypothesis Testing of Individual Augmented Systematic Error States 

The epoch-wise covariance matrix for the system states estimates the accuracy of the state 

vector. Specifically, the square root of each diagonal element in 𝑷(𝑘 + 1) is the anticipated standard 

deviation of its corresponding system state [Caspary and Rüeger, 2000] 

𝜎𝑥𝑖
= √𝑷𝒊𝒊(𝑘 + 1), 𝑖 ∈ (1, 2, … , 𝑛) (7.8) 

When evaluating the viability of a systematic error model or of a trajectory for online sensor 

errorcalibration, the estimate 𝑥𝑖(𝑘 + 1) of a systematic error state 𝑥𝑖(𝑘 + 1)needs to be statistically 

significantly different from zero, which is formulated via the following null hypothesis 𝐻0 and its 

alternative hypothesis 𝐻𝑎:  

𝐻0: 𝑥̃𝑖 = 0,𝐻𝑎: 𝑥̃𝑖 ≠ 0, 𝑖 ∈ (1, 2, … , 𝑛) (7.9) 

Under the assumption that the measurements and process noises conform to normal 

distributions, the test statistic for 𝑥𝑖(𝑘 + 1) is  
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𝑧𝑖 =
𝑥𝑖

𝜎𝑥𝑖

~𝑁(0, 1) (7.10) 

When using measurements, the test statistic is compared to a critical value 𝑧𝑐𝑟𝑖𝑡 after the 

standard normal distribution at the specified test significance. If it satisfies 

|𝑥𝑖|

𝜎𝑥𝑖

≥ 𝑧𝑐𝑟𝑖𝑡 (7.11) 

the null hypothesis is statistically rejected and the alternative hypothesis is accepted at the specified 

test significance level. 

 In system design without using measurements, (7.11) is used to determine a minimum 

estimable value for 𝑥𝑖 as follows 

|𝑥𝑖| ≥ 𝜎𝑥𝑖
𝑧𝑐𝑟𝑖𝑡 (7.12) 

wherein 𝑧𝑐𝑟𝑖𝑡 is a critical value determined by using the specified test significance level 𝛼 (Type I Error) 

and power 1 − 𝛽 (Type II Error) [Caspary and Rüeger, 2000]. As long as the minimum estimable value of 

𝑥𝑖 satisfies the design specification, it should be included in the state vector. 

7.2.2.2 Hypothesis Testing of a Group of Augmented Systematic Error States 

 Generally, the estimate of the augmented system states for modeling the sensor systematic 

errors are correlated with one another in Kalman Filtering. A hypothesis test for a group of the 

correlated states can be introduced analogously to the deformation analysis in surveying [Caspary, 

2000]. Usually, as a part of the statistical tests, hypothesis testing of a group of the correlated states is 

conducted first (as global or regional tests), and then hypothesis testing of each individual state of 

interest follows (as local tests). Generally, complications arise when coordinating the significance levels 

for tests on a group of states, as opposed to individual states, to ensure that results remain consistent 

[Caspary, 2000]. 

 Straightforwardly, a multidimensional linear hypothesis testing of a group of correlated 

systematic error states of interest, 𝒙𝒈(𝑘 + 1) is expressed through a null hypothesis and its alternative 

as follows  

𝐻0:𝑯(𝑘 + 1)𝒙̃𝒈 = 𝟎,𝐻𝑎: 𝑯(𝑘 + 1)𝒙̃𝒈 ≠ 𝟎 (7.13) 

 Assuming the multistates that are being tested follow a multivariate normal distribution with a 

zero mean vector and its covariance matrix, the test statistic corresponding to (7.13) is given by 
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𝜒𝑔
2 = 𝒙̂𝒊

𝑻𝑯𝑻(𝑘 + 1) (𝑯(𝑘 + 1)𝑷(𝑘 + 1)𝑯𝑻(𝑘 + 1))
−𝟏

𝑯(𝑘 + 1)𝒙̂𝒈 ∙ ℎ (7.14) 

which conforms to a chi-squared distribution with h degrees of freedom. If data were available, this test 

statistic could be evaluated and compared to the critical value of the chi-squared distribution for a 

specified test significance/power. To accept the null hypothesis, the following condition would need to 

be satisfied: 

𝒙̂𝒈
𝑻𝑯𝑻(𝑘 + 1) (𝑯(𝑘 + 1)𝑷(𝑘 + 1)𝑯𝑻(𝑘 + 1))

−𝟏
𝑯(𝑘 + 1)𝒙̂𝒈 ∙ ℎ ≤ 𝜒𝑐𝑟𝑖𝑡

2 (7.15) 

 Since this work is focused on pre-analysis, the special case where 𝒙̂𝒈 is an eigenvector of 

𝑯𝑻(𝑘 + 1) (𝑯(𝑘 + 1)𝑷(𝑘 + 1)𝑯𝑻(𝑘 + 1))
−𝟏

𝑯(𝑘 + 1) is considered. Under this circumstance, 

𝒙̂𝒈
𝑻𝑯𝑻(𝑘 + 1) (𝑯(𝑘 + 1)𝑷(𝑘 + 1)𝑯𝑻(𝑘 + 1))

−𝟏
𝑯(𝑘 + 1)𝒙̂𝒈 = 𝒙̂𝒈

𝑻𝒙̂𝒈𝜆 = 𝜆|𝒙̂𝒈|
2

(7.16) 

 Depending upon the choice of eigenvalues, the quadratic form in (7.16) either represents a best-

case or worst-case scenario for the statistical test. Rearranging (7.16) to isolate |𝒙̂𝒊| yields 

|𝒙̂𝒈| ≤ √
𝜒𝑐𝑟𝑖𝑡

2

ℎ𝜆
(7.17) 

 Here, the largest value of 𝜆 provides the strictest statistical test. 

 When the null hypothesis is instead framed as 

𝐻0: 𝑯𝒙̃𝒊 ≠ 𝟎,𝐻𝑎: 𝑯𝒙̃𝒊 = 𝟎 (7.18) 

the condition in (7.17) instead becomes 

 

|𝒙̂𝒈| ≥  √
𝜒𝑐𝑟𝑖𝑡

2

ℎ𝜆
(7.19) 

 

and the smallest value of 𝜆 provides the strictest statistical test. 

 Specifically, a hypothesis test for the significance of a group of augmented system states is a 

special case of (7.13) where 𝑯(𝑘 + 1) = 𝑰, leading to the null hypothesis and associated alternative 

hypothesis of 
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𝐻0: 𝒙̃𝒊 ≠ 𝟎,𝐻𝑎: 𝒙̃𝒊 = 𝟎 (7.20) 

and the same condition as (7.19) to define the minimum estimable length of the system state subvector. 

Here, the value of 𝜆 is given by the smallest eigenvalue of 𝑷−𝟏. 

7.2.3 Directly Comparing Covariance Matrices 

 For improving the performance of online sensor calibration in the design phase, it is useful to be 

able to directly compare covariance matrices estimated over different trajectories to determine what 

provides the “most accurate” results. The simplest method of accomplishing this is by directly 

comparing the anticipated standard deviations for each system state element between each candidate 

solution, but this approach neglects the correlation between system state elements. 

 A covariance matrix  𝑫𝒂 may be considered to be “better” than another covariance matrix 𝑫𝒃 of 

a random vector when their quadratic forms satisfy [Caspary, 2000] 

𝒇𝑻𝑫𝒂𝒇 ≤ 𝒇𝑻𝑫𝒃𝒇 ∀𝒇 ∈ ℝ𝒏 (7.21) 

or alternatively, 

𝒇𝑻(𝑫𝒂 − 𝑫𝒃)𝒇 ≤ 0 ∀𝒇 ∈ ℝ𝒏 (7.22) 

 The condition in (7.22) is satisfied when 𝑫𝒂 − 𝑫𝒃 is a negative definite or negative semi-definite 

matrix. So 𝑫𝒂 may be considered “better” than 𝑫𝒃 under this circumstance. 

 Of course, there are many circumstances under which 𝑫𝒂 − 𝑫𝒃 will be an indefinite matrix. This 

corresponds to a situation where some portions of 𝑫𝒂 outperform 𝑫𝒃 and other portions underperform 

compared to 𝑫𝒃. Under this situation, it is useful to define a measure that estimates the degree to 

which 𝑫𝒂 is better than 𝑫𝒃. This research proposes a measure based on the estimated eigenvalues of 

𝑫𝒂 − 𝑫𝒃: 

𝑐𝑎𝑏 =
∑ 𝜆𝑖

𝑛
𝑖=1

∑ |𝜆𝑖|
𝑛
𝑖=1

(7.23) 

 The comparison measure in (7.23) is a real number that is bounded between -1 and 1. When all 

of the eigenvalues are positive, 𝑐𝑎𝑏 = 1 and 𝑫𝒂 may be considered “better” than 𝑫𝒃 for all states. 

When all of the eigenvalues are negative, 𝑐𝑎𝑏 = −1 and 𝑫𝒃 may be considered to outperform 𝑫𝒂 for all 

states. When 𝑐𝑎𝑏 is positive, 𝑫𝒂 has some elements that perform “worse” than 𝑫𝒃, but 𝑫𝒂 may be 

considered “better” on the whole. 
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7.2.4 Minimum Detectable Values of Systematic Errors as Outliers after the 

Internal Reliability 

  On the grounds of the internal reliability in pre-analysis in Kalman Filtering [Wang, 2008, 

1997], the redundancy indices are retrieved from the following idempotent matrix  

𝑹𝒛 = 𝑫𝒗𝒛
𝑹−𝟏 (7.24) 

for the observation vector and  

𝑹𝒘 = 𝑫𝒗𝒘
𝑸−𝟏 (7.25) 

for the process noise vector, wherein 𝑫𝒗𝒛
 and 𝑫𝒗𝒘

 are the covariance matrices for the observation and 

process noise residuals, respectively. 

 The diagonal elements of the matrices in (7.24) and (7.25)  provide the redundant indices for 

each of the independent observations and process noise factors, respectively, such that 𝑟𝑧𝑖
= (𝑹𝒛)𝒊𝒊 and 

𝑟𝑤𝑖
= (𝑹𝒘)𝒊𝒊. 𝑟𝑧𝑖

 and 𝑟𝑤𝑖
 describe how much redundant information is held by the individual elements in 

the measurement vector and in the process noise vector. A redundancy value of 0 indicates no 

redundant information (equivalent to high leverage or full necessity), and a value of 1 indicates 

completely redundant information (either its standard error is too large or the element is geometrically 

irrelevant). Generally, the redundant indices should have intermediate values, or be evenly distributed 

as their total is equal to the total number of redundant measurements. 

 In the case that there exists a constant bias in a specific measurement series, the constant bias 

may be occasionally identified epoch-wise as an outlier when it is not augmented in the state vector 

through a shaping filter. An analysis of its internal reliability may be able epoch-wise to determine its 

minimum detectable value for a specific test significance/power. As long as the bias conforms to a 

random constant, it may later be estimated via a shaping filter. The objective of this section is to 

investigate how the average of such minimum detectable outlier values may relate to the minimum 

estimable systematic error states defined in Section 7.2.2 over a period of time, or even across the 

whole dataset. 

With this pre-analysis framework, it is possible to assess the minimum detectable constant errors 

in a positioning sensor by evaluating the attainable precision in the associated residual vector. This is 

accomplished via the relationship between the true error vector 𝜺 and the associated residual vector 𝒗 
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𝒗 = −(𝑫𝒗𝑫𝒍
−𝟏)𝜺 = −𝑹𝒍𝜺 (7.26) 

where 𝑫𝒍 is the covariance matrix describing the a priori stochastic properties of the associated 

observation vector. 

 Considering only the effects on each residual element from varying its associated observation 

error allows (7.26) to be given as 

𝑣𝑖 = −𝑟𝑙𝑖𝜀𝑖, 𝑖 ∈ (1, 2, … ,𝑚) (7.27) 

and propagating the error from 𝜀𝑖  to 𝑣𝑖 yields 

𝜎𝑣𝑖
= √𝑟𝑙𝑖𝜎𝑙𝑖

(7.28) 

 Assuming that a specific sensor systematic error is characterized as constant throughout its 

entire measurement series, it is possible to detect it successively as an outlier. The significance of the 

mean residual value over a time period of 𝑠 observation epochs is tested using the following test 

statistic [Wang, 1997; Wang, 2009]: 

𝛿𝑖(𝛼, 1 − 𝛽) =
∑𝑟𝑙𝑗

𝜎𝑙𝑖√𝑠
𝜀𝑖 (7.29) 

under the specified significance level of 𝛼 (Type I Error) and power of 1 − 𝛽 (Type II Error), from which 

the minimum detectable error is determined as 

𝜀𝑖,𝑚𝑖𝑛 = 𝛿𝑖,𝑐𝑟𝑖𝑡(𝛼, 1 − 𝛽)
∑√𝑟𝑙𝑗

𝜎𝑙𝑖  √𝑠
(7.30) 

 The minimum detectable error in (7.30) is used to estimate the potential detectable value of the 

constant systematic errors in the observation vector. Practically, this means that the minimum 

detectable errors for the measurement series from a specific sensor over a period of time may be 

estimated. 

 Minimum detectable errors can also be estimated for the process noise vector using a similar 

process. This information can be used to identify the minimum resolvable sensor error drift over the test 

trajectory. 

 It is worth noting that the estimated minimum detectable error presents a measure of the 

system’s potential precision, rather than of the system’s potential accuracy. In other words, it estimates 



 

234 

 

the minimum consistent error in the observations/process noises that could produce a detectable 

output through the Kalman Filter. 

7.2.5 Workflow of the Analytical Pre-Analysis Framework 

The analytical pre-analysis framework presented in this section provides a valuable basis for 

evaluating the anticipated performance of an online calibration procedure, both with global and local 

performance measures. A workflow diagram for the framework is presented in Figure 7.2.1. The 

observability matrix and instantaneous observability Gramian are notably separate from the other 

quantities that are estimated as a part of the pre-analysis. This is because these two quantities are 

defined purely from the observation and system models, and do not rely on the output from the Kalman 

Filtering error propagation. 

 

Figure 7.2.1: Workflow for estimating the specific quantities used in the proposed framework using the measurement models, 
system models, and output of the Kalman Filter pre-analysis routine. 
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7.3 Case Studies 

 The pre-analysis framework for online sensor calibration proposed in Section 3 allows for a 

comparative assessment of different candidate trajectories to evaluate how well they are suited for the 

online calibration of an IMU sensor and can quantitatively compare the calibration performance of 

different realizations of the same basic calibration maneuver. To practically apply this framework and 

illustrate its utility, three particular scenarios are considered in this research: 

i. Case #1: No intentional calibration maneuvers. Here, we pre-analyze a trajectory derived from a 

real dataset without any special intention of calibration maneuvers to demonstrate how the 

proposed framework is practically implemented. 

ii. Case #2: Circular motion. A common maneuver is considered here, in which a ground vehicle 

travels in circles for a certain period of time. The pre-analysis is focused on how different 

factors, such as the average vehicle speed and the radius of circular motion, impact the online 

calibration. 

iii. Case #3: Varying system roll and pitch. Another common maneuver is considered, in which  the 

PosAtt system is held approximately stationary and is tilted so that its roll and pitch move 

through a specified range. Here, the focus is on how different factors, such as the maximum 

allowed roll and pitch and the rotational speed of the tilting, impact the online calibration. This 

maneuver is not practical for most ground vehicles, but is possible for UAV-mounted systems. 

The three case studies are explored in more detail in the subsequent sections. Moreover, in all 

these scenarios, the same system technical specifications were applied for all constituent 

positioning/orientation sensors. Table 7.3.1 summarizes the anticipated accuracies of the applied 

measurements. All statistical tests in this section use a significance level of 𝛼 = 0.01 and a power level 

of 𝛽 = 0.80 unless stated otherwise. 

Table 7.3.1: The technical specifications of the sensor measurements used in the case studies. 

Measurement Standard Deviation Unit 

GNSS-Derived Position 2 cm 

GNSS-Derived Velocity 3 cm/s 
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Accelerometer Specific Force 10 cm/s2 

Gyroscope Angular Rate 40 ‘/s 

 

7.3.1 Case #1: No Calibration Maneuvers 

 Figure 7.3.1 shows the top-down view of the trajectory that was adapted from a real road 

dataset, as well as the trajectory’s associated velocity profile. Figure 7.3.2 shows the trajectory’s 

associated acceleration and attitude profiles. All calculations in this section were performed using only 

information derived from the PosAtt system’s trajectory, unless indicated otherwise. 

 

Figure 7.3.1: The top-down view of the trajectory used in Case #1 (left) and the velocity profile of the trajectory used in Case #1 
(right). The components of the velocity are provided in the forward-right-down vehicle frame. 
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Figure 7.3.2: The acceleration profile of the trajectory used in Case #1 (left) and the attitude profile of the trajectory used in Case 
#1 (right). The components of the acceleration are provided in the forward-right-down vehicle frame. 

7.3.1.1 Observability Analysis 

 One major challenge in online sensor calibration, particularly for MEMS IMUs, is the 

observability of their associated systematic error states. Most practical applications have some implicit 

constraints on the vehicle’s motion; for example, ground vehicles generally do not naturally move 

vertically or significantly change their roll and pitch angles. As a result, most datasets have some sensor 

axes associated with practically unobservable systematic errors. While unobservable systematic error 

states may be included in the Kalman Filter without introducing numerical instability into the state 

estimation process, their inclusion as estimated states is unnecessary and increases the computational 

load of the online calibration process. 

 The test trajectory used in this section is defined for a car traveling on a relatively flat road and 

therefore has no significant vertical motion or roll/pitch dynamics, as can be observed in Figure 7.3.1 

and Figure 7.3.2. The systematic errors relating to the vertical system dynamics or the dynamics in the 

roll and pitch are therefore intuitively expected to be unobservable in practice. 

 This section explores the more rigorous methods of determining the observability of the overall 

Kalman Filtering system and the individual systematic error states that are being modeled. 

 The rank of the observability matrix calculated via (7.1) for each observation epoch over the 

entire dataset was 22 for the 30 states that are being estimated. It may therefore be inferred that there 

are a total of eight unobservable states over this dataset, although there is no indication of which states 

are unobservable. 
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 Estimating the observability Gramian over the entire dataset yields an unobservability index of 

approximately 133,172 and an estimation condition number of 2,972,916,621. The large magnitude of 

these numbers indicates that at least some systematic error states are completely unobservable over 

this dataset. The unobservability index and estimation condition number are valuable measures of 

overall observability, but they are also difficult to interpret since they are unbounded estimates and 

there is subjectivity in the definition of what constitutes a “large” issue with system observability. 

 To identify which states are unobservable, the eigenvalues and eigenvectors of the normalized 

state covariance matrix are estimated. Since eight states were determined to be unobservable from the 

rank of the observability matrix, the eight eigenvectors with the largest associated eigenvalues describe 

the systematic error states that are least observable. Table 7.3.2 presents an overview of the eight 

largest eigenvalues of the normalized state covariance matrix and their associated eigenvectors. 

 The eigenvectors with the largest associated eigenvalues indicate the quantities that are the 

least observable. These include the IMU lever arm X, Y, and Z components, the X and Y components of 

the gyroscope scale factor errors, and the X, Y, and Z components of the accelerometer scale factor 

error. The elements contributing the most to the lack of observability of the system are the lever arm X 

and Y components. Note that there is often repetition in the dominant components of the eigenvectors 

presented in Table 7.3.2. For example, the X and Y components of the gyroscope scale factor error are 

dominant in two of the eigenvectors. This indicates that there is generally poor observability of 

horizontal gyroscope scale factor errors, as opposed to this poor observability being limited to a single 

direction in the horizontal plane. 

Table 7.3.2: Results of evaluating the eigenvalues and eigenvectors of the normalized state covariance matrix after (7.5). 

Dominant Eigenvector 

Components 

Associated 

Eigenvalue 

Contribution to tr(𝑫𝒙
𝑵) 

(%) 

GPS-IMU Lever Arm – X and Y 29.4769 98.256 

GPS-IMU Lever Arm – Z 0.2414 0.805 

GPS-IMU Lever Arm – X and Y 0.1882 0.627 

Gyroscope Scale – X and Y 0.0403 0.134 
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Gyroscope Scale – X and Y 0.0329 0.110 

Accelerometer Scale – Z 0.0022 0.007 

Accelerometer Scale – X  0.0021 0.007 

Accelerometer Scale – Y  0.0020 0.007 

TOTAL 29.986 99.953 

 The eigenvalues and eigenvectors in Table 7.3.2 were evaluated for a single state covariance 

matrix at the end of the trajectory. The eigenvector analysis provides clear indication of what states are 

lacking observability in the system, but the evolution of the dominant components of the eigenvectors 

through time is challenging to visualize and interpret. 

 To characterize how the observability of individual states evolves through time, the normalized 

covariance elements in (7.7) are used to approximate the observability index for individual state 

elements throughout the entire trajectory (Figure 7.3.3 to Figure 7.3.5). These plots confirm the intuitive 

conclusions that the lever arm X and Y components and the augmented sensor scale factor error states 

are generally less observable than the other systematic error states over the test trajectory. This 

generally agrees with the results presented in Table 7.3.2, although the more rigorous eigenvector 

analysis does additionally identify the Z component of the lever arm vector to be less observable. 

 

Figure 7.3.3: The observability of the systematic errors in the accelerometers (left: biases; right: scale factor errors).  
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Figure 7.3.4: The observability of the systematic errors in the gyroscopes (left: biases; right: scale factor errors). 

 

Figure 7.3.5: The observability of the lever arm components. 

7.3.1.2 Minimum Estimable Systematic Error States 

 The minimum estimable values of the augmented systematic error states, based on (7.12) in 

Section 7.2.2 are lotted for the accelerometers in Figure 7.3.6, for the gyroscopes in Figure 7.3.7, and for 

the lever arm vector between the IMU sensor and the GNSS receiver in Figure 7.3.8. 
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Figure 7.3.6: The minimum estimable systematic errors in the accelerometers (left: biases; right: scale factor errors). 

 

 

Figure 7.3.7: The minimum estimable systematic errors in the gyroscopes (left: biases; right: scale factor errors). 

 

Figure 7.3.8: The minimum estimable lever arm components for the trajectory. 



 

242 

 

 As can be seen in Figure 7.3.6 and Figure 7.3.7, the propagated standard errors of the IMU 

sensor bias states clearly have converged quickly, and remained stable until the end of the dataset, 

except for the bias associated with the Z-gyroscope, which took approximately 20 seconds longer to 

converge as the Z-gyroscope was vertically-aligned and could not be oriented while the vehicle was in 

stationary. However, the estimate of the Z-gyroscope bias converged quickly once the system began to 

move. 

 The trajectory in Case #1 did not experience high accelerations. The accelerometers therefore 

did not experience the high dynamics that would have produced larger associated scale factor errors. 

This means that, although Figure 7.3.6 exhibits an improvement in the estimated scale factor error 

states of the three accelerometers through time, this improvement is very limited over the entire 

trajectory. 

 Table 7.3.3 summarizes the minimum estimable values of the IMU systematic error states after 

(7.12). The minimum estimable values of both the accelerometer and gyroscope biases are significantly 

smaller than their associated observation standard errors (10 cm/s2 and 40 ‘/s, respectively). Of course, 

the impact of scale factor errors on sensor observations depends upon the range of the sensor 

observations. For the accelerometers, the maximum linear acceleration the test trajectory reaches is 

~2.3 m/s2, which corresponds to an impact of 0.2 – 0.3 cm/s2 on the sensor observations for the 

minimum estimable accelerometer scale factor errors. For the gyroscopes, the maximum heading rate-

of-change the test trajectory reaches is ~21.3°/s, which corresponds to an impact of 0.4’/s on the sensor 

observations for the minimum estimable z-gyro scale factor error.  

Table 7.3.3: Summary of the minimum estimable values of the IMU systematic error states (Case #1). Augmented states that 
were not estimated due to their unobservability are marked with “-“. 

Systematic Error State Minimum Estimable Systematic Error 

X Component Y Component Z Component 

Accelerometer Bias [cm/s2] 1.1 1.0 0.9 

Accelerometer Scale Factor 

Error [ppm] 

1235 1455 875 

Gyroscope Bias [‘/s] 3.5 3.5 3.9 
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Gyroscope Scale Factor 

Error[ppm] 

- - 311 

IMU-GPS Lever Arm [cm] - - 2.6 

 

7.3.1.3 Minimum Detectable Values of Sensor Systematic Errors as Observation Outliers 

 The minimum detectable observation errors can vary significantly depending upon the time 

window used to evaluate them. The minimum detectable observation errors are estimated over a 

variety of time windows using equation (7.30) and presented in Figure 7.3.9. Notably, all three 

components of the accelerometer and gyroscope minimum detectable outliers have identical values for 

every time window used. These quantities all converge well as the time window increases in size, and 

their final converged values are provided in Table 7.3.4. 

 

Figure 7.3.9: The minimum detectable observation errors for the IMU accelerometers and gyroscopes, using a variety of window 
sizes, ranging from 0.4 seconds to the entire dataset. 

Table 7.3.4: The minimum detectable observation errors for the IMU accelerometers and gyroscopes, estimated over the entire 
test trajectory. Note that the detectable biases are identical across all three different sensor axes. 

Observation Type Minimum Detectable Observation Outliers 

X Component Y Component Z Component 
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Accelerometer [cm/s2] 0.52 0.52 0.52 

Gyroscope [‘/s] 1.05 1.05 1.05 

 Comparing the results from Table 7.3.3 and Table 7.3.4, the minimum detectable observation 

outliers in the accelerometers/gyroscopes are significantly smaller than the associated minimum 

estimable sensor biases. This difference draws their relative roles in the pre-analysis framework into 

focus: 

i. The minimum estimable sensor systematic error states provide a prediction of the attainable 

accuracy of the system. 

ii. The minimum detectable observation errors provide a prediction of the system’s precision via 

estimating the minimum consistent observation error that would produce a detectable impact 

on the system’s output. 

7.3.1.4 Comparison of Pre-Analysis Results with Road Test Data 

 Since the pre-analysis conducted in Sections 7.3.1.1 to 7.3.1.3 uses a trajectory derived from a 

real road test dataset, the estimated minimum estimable systematic error states may be compared to 

the a posteriori minimum estimable systematic error states. The a posteriori values are determined via 

scaling the assumed sensor accuracies by their associated time-varying variances of unit weight. The 

process of estimating these variances of unit weight is described in detail in Chapter 3, and Chapter 5 

shows these estimated quantities for the road test dataset used in this chapter [Brunson and Wang, 

2023]. 

 The road test dataset was collected from a land vehicle equipped with York University’s in-house 

integrated navigation system, consisting of an IMU 440 sensor operating at 100 Hz and a NovAtel OEM4 

receiver operating at 1 Hz. A second NovAtel OEM4 receiver operating at 1 Hz was operated as a base 

station at a fixed location for the purposes of generating double-differenced GPS observations. 

 The plots of the minimum estimable systematic error states for the real dataset appear almost 

identical to the corresponding plots in Section 7.3.1.2. While this is encouraging in terms of the 

consistency between the pre-analysis results and the road test’s results, providing these plots here 

would not provide meaningful insight outside of establishing this consistency. Instead, the ratio between 

the a priori and a posteriori minimum estimable systematic error states is provided to give insight into 

the actual performance of the system. 
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 The comparison between the a priori and a posteriori minimum estimable accelerometer 

systematic error states are presented in Figure 7.3.10, the comparison between the a priori and a 

posteriori minimum estimable gyroscope systematic error states are presented in Figure 7.3.11, and the 

comparison between the a priori and a posteriori minimum estimable lever arm components are 

presented in Figure 7.3.12. 

 

Figure 7.3.10: Ratio between the a priori and a posteriori standard deviations of the accelerometer bias estimates (left) and 
scale factor estimates (right). 

 

Figure 7.3.11: Ratio between the a priori and a posteriori standard deviations of the gyroscope bias estimates (left) and scale 
factor error estimates (right). 
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Figure 7.3.12: Ratio between the a priori and a posteriori standard deviations of the lever arm component estimates. 

 In the plots of the ratio of the a posteriori to a priori standard deviations, the calculated ratio is 

typically larger than one, meaning that the actual observation accuracy did not exceed the sensor 

specifications. Notably, the a posteriori minimum estimable Z-axis component of the gyroscope scale 

factor error outperformed the a priori standard deviation estimates consistently for the entire 

observation period. 

 The final values for the a posteriori minimum estimable systematic error states are provided in 

Table 7.3.5. These values may be directly compared to the corresponding values provided in Table 7.3.3. 

Table 7.3.5: Final values of the a posteriori minimum estimable IMU systematic error estimates for the road test dataset. 
Augmented states that were not estimated due to their unobservability are marked with “-“. 

Systematic Error State 

Minimum Estimable Systematic Error 

X Component Y Component Z Component 

Accelerometer Bias 

[cm/s2] 
1.3 1.3 1.4 

Accelerometer Scale 

[ppm] 
1663 1963 1444 

Gyroscope Bias [‘/s] 1.4 1.4 4.7 

Gyroscope Scale [ppm] - - 302 
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Lever Arm Vector [cm] - - 4.1 

 

7.3.2 Case #2: Simulated Trajectories with a Circular Motion Maneuver 

 Driving the vehicle carrying the PosAtt system in a circle is a common calibration maneuver to 

undertake prior to data collection procedures for an online calibrated system. With such a maneuver, 

there are three defining parameters that may impact the quality of the online calibration: the radius of 

the circular motion, the tangent velocity along the circle, and the number of times the circular motion is 

repeated. The number of repetitions of the maneuver is assumed to have similar impact on all 

radii/linear velocity combinations, so we first identify the speed and radius that yield the lowest 

minimum estimable systematic errors. 

7.3.2.1 Identifying Optimum Parameters for the Circular Motion Maneuver 

 The minimum estimable accelerometer and gyroscope biases/scale factor errors at the end of 

the maneuver are shown from Figure 7.3.13 to Figure 7.3.14. The blank areas in the plots represent sets 

of parameters that would constitute a potentially unsafe maneuver, due to the chance of skidding in a 

ground vehicle. 

 

Figure 7.3.13: The minimum estimable values of the augmented accelerometer bias states (left) and scale factor error states 
(right) under circular motion (speeds ranging from 20 - 80 km/h and radii ranging from 10 - 200 m). 
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Figure 7.3.14: The minimum estimable values of the augmented gyroscope bias states (left) and scale factor error states (right) 
under circular motion (speeds ranging from 20 – 80 km/h and radii ranging from 10 – 200 m). 

 As shown in Figure 7.3.13 and Figure 7.3.14, the overall minimum estimable values for all of the 

augmented sensor bias states have reached a level better than 1σ of their associated sensor standard 

errors for both the accelerometers and gyroscopes. 

 The minimum estimable value of the augmented z-accelerometer’s systematic error states is not 

sensitive to the speed and radius of the circular motion as the other two components are. This result is 

intuitive, considering that changing the parameters of the horizontal motion the system experiences has 

no impact on the vertical acceleration of the system. Specifically, the biases and scale factor errors in the 

specific force measurements are better estimated when the circular motion is at a higher speed with a 

smaller radius. This effect is particularly pronounced for the accelerometer’s Y-component (i.e. the axis 

pointing in the lateral direction), which can be easily interpreted according to 𝑎𝑟 = 𝑣𝑡
2 𝑅⁄  (𝑎𝑟, 𝑣𝑡, and 𝑅 

are the centripetal acceleration, tangent velocity, and radius, respectively). 

 Additionally, the minimum estimable gyroscope bias and scale factor errors are also generally 

less influenced by the parameters of the circular motion. This result is also intuitive, since the dynamics 

of the system attitude remains similar for different parameters of circular motion. 

 For the subsequent sections, a circular motion with a radius of 30 metres and a tangent speed of 

40 km/h is considered. The observability of the specific augmented systematic error states for this 

trajectory is shown in Section 7.3.2.2, and the minimum estimable systematic error states are shown as 

the maneuver is repeated in Section 7.3.2.3. 
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7.3.2.2 Observability Analysis 

 For the circular motion trajectory with a radius of 30 metres and a tangent velocity of 40 km/h, 

the rank of the observability matrix is 24, indicating that there are a total of six unobservable states in 

the Kalman Filter. Estimating the observability Gramian over the entire dataset yields an unobservability 

index of approximately 274,881 and an estimation condition number of 6,802,290,162. The large 

magnitude of these numbers indicates that at least some of the systematic error states are 

unobservable over this dataset. 

 The 8 largest eigenvalues of the normalized state covariance matrix and the dominant 

components of their corresponding eigenvectors are provided in Table 7.3.6. Generally, the least 

observable quantities under circular motion are the 3 components of the GPS-IMU lever arm vector and 

all IMU scale factor errors except for the Z-component of the gyroscope, which changes significantly 

with the heading. 

Table 7.3.6: Results of evaluating the eigenvalues and eigenvectors of the normalized state covariance matrix. 

Dominant Components Associated Eigenvalue Contribution to tr(𝑫𝒙
𝑵) 

(%) 

GPS-IMU Lever Arm – X and Y 29.4769 98.256 

GPS-IMU Lever Arm – Z 0.2414 0.805 

GPS-IMU Lever Arm – X and Y 0.1882 0.627 

Gyroscope Scale – X and Y 0.0403 0.134 

Gyroscope Scale – X and Y 0.0329 0.110 

Accelerometer Scale – Z 0.0022 0.007 

Accelerometer Scale – X  0.0021 0.007 

Accelerometer Scale – Y  0.0020 0.007 

TOTAL 29.986 99.953 
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 The diagonal elements of the normalized state covariance matrix are used to approximate the 

unobservability index for the individual state elements in Figure 7.3.15, Figure 7.3.16, and Figure 7.3.17. 

These plots may be used to successfully identify the accelerometer Z-component scale factor, the 

gyroscope X- and Y-component scale factors, and the lever arm components as unobservable. 

 

Figure 7.3.15: The observability of the systematic errors in the accelerometers (left: biases; right: scale factor errors). 

 

Figure 7.3.16: The observability of the systematic errors in the gyroscopes (left: biases; right: scale factor errors). 
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Figure 7.3.17: The observability of the lever arm components. 

7.3.2.3 Minimum Estimable Systematic Errors 

 For the circular motion maneuver with a radius of 30 metres and a tangent velocity of 40 km/h, 

the number of full rotations taken by the vehicle is modified to determine the optimal amount of time 

to devote to this maneuver. The plots of each systematic error through time are shown in Figure 7.3.18 

and Figure 7.3.19. 

 

Figure 7.3.18: Minimum estimable values of the augmented accelerometer bias states (left) and scale factor states (right) for 
circular motion with a radius of 30 m and a tangent velocity of 40 km/h. Vertical red grid lines are aligned to the starting 
position of each circle. 



 

252 

 

 

 

Figure 7.3.19: Minimum estimable values of the gyroscope bias states (left) and scale factor states (right) for circular motion 
with a radius of 30 m and a tangent velocity of 40 km/h. Vertical red grid lines are aligned to the starting position of each circle. 

 Clearly, both Figure 7.3.18 and Figure 7.3.19 demonstrate that the accelerometer and gyroscope 

biases converge very well even before the system experiences one full revolution. Subsequent 

revolutions yield vastly diminishing returns on information about the IMU biases. 

 In contrast, the minimum estimable scale factor error states exhibit a much more gradual 

improvement, taking multiple full revolutions to reach a point of diminishing returns on further 

maneuvers. It is worth noting that since the circular motion is horizontal, the vertical scale factor error 

state in the accelerometers and the X- and Y-axes’ scale factor error states in the gyroscopes are not 

observable in this situation, and therefore their accuracies do not improve over time above their initial 

assumed accuracy. 

 The minimum estimable values of the augmented error states for the IMU are summarized in 

Table 7.3.7. Values are provided after 3 repetitions of the circular motion and 15 repetitions of the 

circular motion. 
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Table 7.3.7: Minimum estimable values of the augmented systematic error states under circular motion with a radius of 30 m 
and a tangent velocity of 40 km/h (3 repetitions of the circular motion and 15 repetitions). Augmented states that were not 
estimated due to their unobservability are marked with “-“. 

Systematic 

Error State 

Minimum Estimable Systematic Error 

3 Repetitions 15 Repetitions 

X Y Z X Y Z 

Accelerometer 

Bias [cm/s2] 

0.4 0.4 2.9 0.4 0.4 2.9 

Accelerometer 

Scale [ppm] 

411 544 - 233 250 - 

Gyroscope Bias 

[‘/s] 

1.7 1.7 1.9 1.7 1.7 1.9 

Gyroscope Scale 

[ppm] 

- - 88 - - 42 

Lever Arm [cm] - - - - - - 

 

7.3.2.4 Directly Comparing Covariance Matrices 

 Comparing the relative quality of two candidate maneuvers by comparing their minimum 

estimable systematic error states can be inconclusive when each candidate maneuver produces some 

more reliable systematic error state estimates than the other. Conducting a pair-wise comparison 

between two candidate maneuvers can provide a clearer measure of which maneuver performs better 

on the whole. 

 To evaluate the impact vehicle speed has on the overall quality of IMU online calibration, a pair-

wise comparison is conducted between different circular trajectories that have different vehicle speeds, 

but the same circular radius of 30 metres. The pair-wise comparison is accomplished via the 
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methodology provided in Section 7.2.3, and a plot of the normalized comparison measures is provided 

in Figure 7.3.20. 

 

 

Figure 7.3.20: The estimated normalized covariance comparison measures for circular motion with a radius of 30 metres at 
different vehicle speeds. The covariance comparison measure is 𝑐𝑎𝑏, with 𝑫𝒂 determined using Speed a (X-axis) and 𝑫𝒃 
determined using Speed b (Y-axis). 

 The normalized comparison measure indicates that higher speeds generally correspond to 

improvements in the overall quality of the state covariance matrix, since the normalized comparison 

measure is consistently positive. This improvement does yield diminishing returns as the speed increases 

further, and this behaviour is particularly evident at speeds above 30 km/h. 

7.3.2.5 Minimum Detectable Observation Errors 

 The minimum detectable observation errors over the entire test trajectory are provided in Table 

7.3.8. 
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Table 7.3.8: The minimum detectable observation errors for the IMU accelerometers and gyroscopes, estimated over the entire 
test trajectory. Note that the detectable biases are identical across all three different sensor axes. 

Observation Type Minimum Detectable Systematic Errors as Observation 

Outliers 

X Component Y Component Z Component 

Accelerometer [cm/s2] 0.50 0.50 0.50 

Gyroscope [‘/s] 1.00 1.00 1.00 

 

7.3.3 Case #3: Simulated Trajectories with Varying System Roll and Pitch 

Maneuver 

 This maneuver consists of holding the kinematic system approximately stationary and rotating it 

through a series of planned tilt angles, varying both its roll and pitch with time. To optimize the 

contribution of this maneuver to the online calibration process, there are three defining parameters that 

may impact the online calibration quality: the maximum tilt angle the system reaches, the rotation rate 

of the system, and the repetitions of the attitude maneuver. Analogously to the circular motion 

maneuver, the number of maneuver repetitions is assumed to have a similar impact on all maximum tilt 

angle and rotation rate combinations. So, we first identify an optimal set of maximum tilt angles and 

rotation rates. 

7.3.3.1 Identifying Optimum Parameters for the Attitude Maneuver 

 The minimum estimable values of the IMU biases and scale factor errors in the augmented state 

vector at the end of the maneuver are shown in Figure 7.3.21 to Figure 7.3.22. The minimum estimable 

values for the lever arm components and the minimum estimable value of the absolute lever arm length 

are shown in Figure 7.3.23. 



 

256 

 

 

Figure 7.3.21: The minimum estimable values of the augmented accelerometer bias states (left) and scale factor error states 
(right) after rotating the PosAtt system through a series of tilt angles (rotation rate varies from 10 to 360 °/s, and the maximum 
tilt varies from 40 to 85°). 

 

Figure 7.3.22: The minimum estimable values of the augmented gyroscope bias states (left) and scale factor error states (right) 
after rotating the PosAtt system through a series of tilt angles (rotation rate varies from 10 to 360 °/s, and the maximum tilt 
varies from 40 to 85°). 
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Figure 7.3.23: The minimum estimable values of the augmented lever arm states (left) and the absolute lever arm length (right) 
after rotating the PosAtt system through a series of tilt angles (rotation rate varies from 10 to 360 °/s, and the maximum tilt 
varies from 40 to 85°). 

 From Figure 7.3.21, the rotation rate and maximum system tilt angle did not have an apparent 

influence on the estimation of the accelerometer biases and scale factor errors. This is an intuitive 

result, since this maneuver does not involve any linear motion of the system. 

 The minimum estimable values of the augmented gyroscope bias states were not visibly 

influenced by the system’s rotation rate and maximum tilt angle (Figure 7.3.22). Both the x- and y-

gyroscope bias estimates benefit the most from using this maneuver, consistently reaching a minimum 

estimable value of about 2‘/s (𝜎𝑔𝑦𝑟𝑜 = ±40′/𝑠 ) across most rotation rates and maximum system tilt 

values. 

 The minimum estimable values of the augmented gyroscope scale factor error states in Figure 

7.3.22 were significantly impacted by the system’s rotation rate and maximum tilt angle for this 

maneuver. It is important to note the degenerate pairings of rotation rate and maximum tilt angle that 

result in a lower accuracy of the augmented gyroscope scale factor error states. Outside of these 

degenerate combinations, the maximum tilt angle showed a clear impact on the accuracy of the 

augmented gyroscope scale factor error states than the rotation rate, where the larger maximum tilt 

angles generally yielded better estimates of the augmented scale factor error states. 
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 This maneuver is particularly valuable in identifying the lever arm components and is much 

more effective in estimating the lever arms than any planar motion-based maneuvers. This is very 

intuitive when one considers that for a kinematic PosAtt system in planar motion, the vector 𝑪𝒏
𝒃𝝎𝒊𝒃

𝒃  will 

be collinear with 𝝎𝒊𝒃
𝒃 . The cross product between them is therefore equal to zero and the term 

𝑪𝒏
𝒃𝝎𝒊𝒃

𝒃 × 𝝎𝒊𝒃
𝒃 × 𝒓 is therefore also equal to zero so that the lever arm components become 

unobservable for “purely” planar motion. 

 As with the circular motion maneuver, it is instructive to extract a set of promising tilting 

parameters from the outcomes of Figure 7.3.21 to Figure 7.3.23 and conduct a more thorough analysis 

and characterize how the minimum estimable values of the error states can improve as the tilting 

maneuver is repeated multiple times. Here, a rotation rate of 100°/s and a maximum tilt angle of 45° 

were used. Section 7.3.3.2 investigates the observability of the individual systematic error states under 

this maneuver and Section 7.3.3.3 investigates how the minimum estimable values of the systematic 

error states evolve as the maneuver is repeated. 

7.3.3.2 Observability Analysis 

From the simulated trajectory using a tilting maneuver with a maximum tilt angle of 45° and a 

rotation rate of 100°/s, the rank of the observability matrix is 27, indicating that there are three 

unobservable states in the system. Estimating the observability Gramian over the entire dataset yields 

an unobservability index of approximately 387,128 and an estimation condition number of 

5,645,117,909. Again, the large magnitude of these quantities indicates that at least some of the 

systematic error states are unobservable over this dataset. 

The 8 largest eigenvalues of the normalized state covariance matrix and the dominant 

components of the corresponding eigenvectors are provided in Table 7.3.9. The least observable states 

under the tilting maneuver include the accelerometer scale factor errors, GPS-IMU lever arm vector, and 

gyroscope scale factor errors. 

Table 7.3.9: The observability results after the eigenvalues and eigenvectors of the normalized state covariance matrix. 

Dominant States Eigenvalue Contribution to tr(𝑫𝒙
𝑵) 

(%) 

Accelerometer Scale – Z 20.5832 68.611 
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Accelerometer Scale – X and Y 7.6080 25.360 

Accelerometer Scale – X and Y 0.7245 2.415 

GPS-IMU Lever Arm – Y 0.7057 2.352 

GPS-IMU Lever Arm – X 0.2341 0.780 

GPS-IMU Lever Arm – Z 0.1442 0.481 

Gyroscope Scale – Z  0.0001 0.000 

Gyroscope Scale – X  0.0001 0.000 

TOTAL 29.9999 99.999 

 The estimated observability indices for the individual state elements are plotted in Figure 7.3.24 

to Figure 7.3.26, which have been used to successfully identify all systematic error states as observable, 

except for those related to the accelerometer scale factor errors. 

 

Figure 7.3.24: The observability of the augmented systematic error states for the accelerometers (left: biases; right: scale factor 
errors). 
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Figure 7.3.25: The observability of the augmented systematic error states for the gyroscopes (left: biases; right: scale factor 
errors). 

 

Figure 7.3.26: The observability of the augmented lever arm states. 

7.3.3.3 Minimum Estimable Systematic Errors 

 Under the tilting maneuver trajectory with a rotation rate of 100°/s and a maximum tilt angle of 

45°, the minimum estimable values of the accelerometer and gyroscope bias and scale factor error 

states are shown in Figure 7.3.27 and Figure 7.3.28, and the minimum estimable lever arm components 

and lever arm length are shown in Figure 7.3.29. 
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Figure 7.3.27:  The minimum estimable values of the augmented accelerometer systematic error states under the tilting 
maneuver with a rotation rate of 100°/s and a maximum tilt angle of 45° (vertical red grid lines are shown whenever the PosAtt 
system returns to its starting orientation i.e. for each full repetition of the calibration maneuver). 

 

Figure 7.3.28: The minimum estimable values of the augmented gyroscope error states under the tilting maneuver with a 
rotation rate of 100°/s and a maximum tilt angle of 45° (vertical red grid lines are shown whenever the PosAtt system returns to 
its starting orientation i.e. for each full repetition of the calibration maneuver). 
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Figure 7.3.29: The minimum estimable values of the augmented lever arm states (left) and length of the absolute lever arm 
vector (right) under the tilting maneuver with a rotation rate of 100°/s and a maximum tilt angle of 45° (vertical red grid lines 
are shown whenever the PosAtt system returns to its starting orientation i.e. for each full repetition of the calibration 
maneuver). 

 As expected, these plots show a marked improvement in the estimable values of the observable 

systematic error states through time, and the values generally converged after a maximum of three 

repetitions of the calibration maneuver and then exhibited stable behaviour through time. 

 It is worth noting that the minimum estimable lever arm vector takes longer to converge than 

many of the other systematic error states, and that the lever arm components in particular benefit from 

repetitions of the calibration maneuver. 

 The converged minimum estimable IMU systematic error estimates for the tilting maneuver are 

provided in Table 7.3.10. Values are provided after 3 repetitions of the tilting maneuver and after 15 

repetitions of the tilting maneuver. 

Table 7.3.10: The minimum estimable values of the augmented IMU systematic error states under the tilting maneuver with a 
rotation rate of 100°/s and a maximum tilt angle of 45° (after 3 repetitions and after 15 repetitions of the tilting maneuver). 
Augmented states that were not estimated due to their unobservability are marked with “-“. 

Systematic 

Error State 

Minimum Estimable Value 

3 Repetitions 15 Repetitions 

X Y Z X Y Z 
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Accelerometer 

Bias [cm/s2] 

0.3 0.3 2.9 0.3 0.3 2.9 

Accelerometer 

Scale [ppm] 

- - - - - - 

Gyroscope Bias 

[‘/s] 

3.6 3.6 5.5 3.6 3.6 5.4 

Gyroscope Scale 

[ppm] 

172 136 416 79 64 188 

Lever Arm [cm] 2.2 1.1 3.3 1.0 0.5 1.5 

 

7.3.3.4 Directly Comparing Covariance Matrices 

To evaluate the impact that rotation rate has on the overall quality of IMU online calibration, a pair-wise 

comparison is conducted between different trajectories that have different rotation rates, but the same 

maximum tilt angle of 50°. A plot of the normalized covariance comparison measures is provided in 

Figure 7.3.30. 

 

Figure 7.3.30: The estimated normalized covariance comparison measures for the tilting maneuver with a maximum tilt angle of 
50° at different rotation rates. The covariance comparison measure is 𝑐𝑎𝑏, with 𝑫𝒂 determined using Rotation Rate a (X-axis) 
and 𝑫𝒃 determined using Rotation Rate b (Y-Axis). 
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 The normalized comparison measure indicates that generally, higher rotation rates correspond 

to improvements in the overall quality of the state covariance matrix, outside of some degenerate 

rotation rates that reduce the state covariance matrix’s overall quality. 

7.3.3.5 Minimum Detectable Observation Errors 

The minimum detectable observation errors over the entire test trajectory are provided in Table 7.3.11. 

Table 7.3.11: The minimum detectable values of the IMU accelerometer and gyroscope systematic errors as observation outliers, 
estimated over the entire test trajectory. Note that the detectable biases are identical across all three different sensor axes. 

Observation Type Minimum Detectable Observation Errors 

X Component Y Component Z Component 

Accelerometer [cm/s2] 0.64 0.64 0.64 

Gyroscope [‘/s] 1.26 1.26 1.26 

 

7.4 Summary 

 This chapter proposes a novel framework of trajectory pre-analysis for the online sensor 

calibration of positioning/orientation sensors. The proposed framework allows for the performance of 

the following tasks in a pre-analysis environment: 

i. Evaluating minimum estimable values of the augmented systematic error states for any 

intrinsic/extrinsic errors being modeled in the Kalman Filter. 

ii. Evaluating the minimum estimable length of a vector containing a group of intrinsic/extrinsic errors 

being modeled as part of the positioning Kalman Filter. 

iii. Comparing the overall accuracy of multiple potential trajectories, to determine which provides an 

overall more reliable set of system states. 

iv. Evaluating the redundancy contributions of different positioning/orientation measurements for 

arbitrary sensor configurations over a potential trajectory. 

v. Evaluating the minimum detectable values of the anticipated constant biases in the measurement 

and process noise vectors. 
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 The proposed framework is robust and independent of specific sensor configuration. This allows 

for a wide range of applications in a system design environment, including: 

• Testing different calibration maneuvers to determine an optimal set of guided maneuvers for 

users to undertake before beginning regular data collection procedures. The information 

gleaned from this analysis will be essential in ensuring that the observability of important sensor 

systematic error state elements is maximized when guiding end users through appropriate 

application-specific field procedures. 

• Testing different sensor configurations over a test trajectory to determine which sensor 

configuration provides the best basis for online sensor calibration. This system design 

application has particularly interesting potential, especially when combined with the MIMU 

array modeling work accomplished in this research. This framework would allow for the 

determination of optimal sensor placement in a MIMU array, optimal sensor array size, and 

optimal combinations of varying-quality/dynamic range IMUs in a MIMU array, before needing 

to invest in physical systems for testing. 

 The proposed framework was realized for an INS/GNSS integrated system with the GNSS 

integrated in a loosely-coupled manner and used to evaluate three test scenarios: one where no specific 

calibration maneuvers were undertaken; one where circular motion was used as a calibration maneuver 

at the start of data collection; and one where the PosAtt system underwent a tilting maneuver at the 

start of data collection. All of these scenarios were pre-processed without any actual observation values, 

which allowed for their relative value in the context of online IMU sensor calibration to be evaluated. 
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8 Conclusions and Future Work 

 The TMIS has gaps in both system design and post-processing environments, where flexible and 

robust sensor modeling and comprehensive error analysis show particular utility. This research fills these 

gaps, and the contributions of this research are broadly centred on (1) extending the framework for 

comprehensive error analysis in Kalman Filtering, and (2) improving the ability to fully characterize 

sensor errors and system model performance in Kalman Filtering. 

 This research achieves the objectives specified in Section 1.2 by innovatively enhancing the 

capabilities and completeness of the GMIS in three main areas: (1) system attitude modeling (Chapter 

5), (2) Multi-IMU (MIMU) array modeling and integration (Chapter 6), and (3) pre-analysis for online 

sensor calibration in Kalman filtering (Chapter 7). As a standard formulation, the framework of 

comprehensive error analysis in the state constrained Kalman Filter (Chapter 3) plays a very essential 

role in the relevant research. All of this was accomplished using the PosAtt Engine (Chapter 4), which 

realizes the GMIS for integrating IMU and GNSS data. 

8.1 Conclusions 

 This research takes significant strides towards establishing the GMIS as a fully matured sensor 

integration strategy. This is accomplished by standardizing the system and measurement models under 

the GMIS, and fully leveraging the comprehensive error analysis tools that are enabled by the GMIS. The 

only work remaining to be done before the GMIS can see widespread adoption is to address its 

computational complexity. Specific future work relating to this task is discussed in Section 8.2. 

The specific contributions made in this dissertation are summarized as follows: 

 First, Chapter 3 proposes an alternate derivation of the system state equality constrained 

Kalman Filter that allows for the development of equations to estimate the residuals, residual 

covariance matrices, and redundancy contributions for the observation, process noise, and predicted 

system state vectors, which were previously not analytically available. Chapter 3 demonstrates the 

equivalence of the state constrained solution to those available in the existing literature, and also 

delivers a standard formulation of how to apply the linearized constraints to the unconstrained solution 

strictly after the Least Squares Principle. Its significance is summarized as follows: 
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i. It allows for the estimation of the residual vectors and their associated covariances and 

redundancy contributions to be integrated into existing workflows without requiring any 

broader changes. 

ii. It also opens the door to other avenues for analysis for state constrained Kalman Filters that are 

further explored in other chapters of this dissertation. Chief among these is Variance 

Component Estimation (VCE), which allows for an evaluation of the a posteriori performance of 

a system relative to its assumed accuracy. 

iii.  It describes the concept of the time-varying VCE for state constrained Kalman Filters, and 

explores the effects of changing the window size used for VCE in a state constrained Kalman 

Filter. Generally, larger window sizes were found to produce less noisy estimates of any 

estimated variance components, at the cost of reducing their time resolution. These effects 

were stronger for variance components related to the system’s process noise, since the process 

noise vector typically contributes significantly less towards the overall system redundancy than 

the observation vector does. 

 Second, attitude modeling is systematically studied in Chapter 5, and the GMIS was enhanced 

using the following attitude models: the Roll-Pitch-Heading (RPH) model, the Direction Cosine Matrix 

(DCM) model, and the Quaternion Model. The formulation of these models is unique in multiple 

respects: 

i. All three representations were structured in a similar way, considering the attitude parameters’ 

first-order time-derivatives in the state vector and taking their second-order time-derivatives as 

white process noise. This development of the attitude models broadly standardizes the process 

of establishing system models for attitude kinematics. 

ii. The state constraint equations are developed not only for the attitude parameters in the DCM 

and Quaternion attitude models, but also for their first-order time derivatives. The formulation 

of the constraints on these attitude parameters is unique and opens up opportunities for further 

exploration of alternative models governing the attitude dynamics of the system. Some of these 

opportunities are discussed in Section 8.2. 

iii. The IMU measurements are directly modeled as functions of the corresponding attitude states 

in each attitude model. This makes it feasible to directly estimate the residuals of the IMU 

observations under each attitude model, which is normally not possible under the TMIS. 
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iv. The use of VCE is explored to directly compare the performance of each attitude model without 

requiring access to a ground truth or reference solution. The variance components related to 

the process noise were of especial interest, since the attitude components of the process noise 

vector were considered to be indicative of the performance of the attitude system models. The 

VCE standard error estimates were unitless, and this provided an opportunity to directly 

compare the performance of each attitude model, despite the fact that they each used different 

units and even had a different number of associated elements in the process noise vector. 

 Chapter 6 provides a novel and innovative realization of the GMIS to accommodate data from a 

Multi-IMU (MIMU) array of arbitrary size and configuration, accounting for the individual IMU sensors’ 

systematic errors and stochastic properties for every sensor in the MIMU array. There are several 

unique aspects to the method of MIMU array integration developed and adopted through this research: 

i. All data from the MIMU array are modeled directly in the positioning Kalman Filter without 

requiring the simulation of a “fused” sensor or INS output. Other methods for MIMU array data 

fusion are limited by the TMIS’s requirement of a single “core” IMU sensor, and using the GMIS 

for MIMU array data processing completely removes this limitation. 

ii. All IMU systematic errors are modeled individually in the positioning Kalman Filter, including all 

gyroscope and accelerometer biases and scale factor errors. Other methods for MIMU array 

data fusion typically rely on assuming homogeneous behaviour of these systematic errors across 

different sensors in the MIMU array, and this research’s approach is novel in modeling these 

sensor errors independently from one another. 

iii. All IMU stochastic properties are accounted for individually in the positioning Kalman Filter. 

Practically, this means that the MIMU array may more naturally integrate data from IMU 

sensors that have different Full Scale Range (FSR) values to effectively increase the FSR of the 

integrated PosAtt system, even when the IMU sensors’ observations are generally of different 

qualities. 

 The unique approach to MIMU array integration adopted in this research allowed Chapter 6 to 

take a generalized approach to modeling IMU sensor observations in the positioning Kalman Filter that 

even accommodates atypical sensors that could not be readily integrated via the TMIS. Section 6.4.3 

presented observation models for the individual sensing axes of an IMU sensor in the GMIS. Taking this 

generalized observation model as part of the positioning Kalman Filter allows for atypical sensors, such 

as four axis tetrahedrally arranged accelerometers, to be integrated naturally into the workflow for 
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processing MIMU array data. This level of flexibility is unparalleled in the TMIS and provides significant 

avenues for further development and improvement. 

  The successful realization of unique MIMU modeling analytics in Chapter 6 also provided a 

means to explore more detailed statistical analysis for MIMU array data. This detailed analysis includes: 

i. Rigorous Fault Detection and Exclusion (FDE) for each sensor in the MIMU array. Since the 

observation residuals may be directly estimated through the positioning Kalman Filter in the 

GMIS, they may be used to evaluate individual observations from each constituent IMU sensor 

to rigorously identify outliers. 

ii. Evaluation of how each constituent IMU sensor’s systematic errors evolve over time. For MEMS 

sensors, which notoriously exhibit biases and scale factor errors that shift with time and over 

changing environmental conditions, this detailed characterization of time-varying sensor 

systematic errors is valuable. 

iii. Characterization of each constituent IMU sensor’s overall performance through time using VCE. 

This allows for a thorough analysis of IMU observation quality with varying system dynamics, 

and opens opportunities for further exploration into adaptive methods that use VCE to 

adaptively scale the IMU observation covariance matrices. 

 An analytical framework for pre-analysing online sensor calibration of a multi-sensor system was 

proposed (Chapter 7), which allows for the identification of optimal procedures and sensor 

configurations in mission planning and system design. This pre-analysis framework allows for a holistic 

assessment of the potential performance of online sensor calibration over a candidate trajectory, 

including:  

i. Minimum significant values for individual systematic error parameters, and for the norm of 

groups of correlated systematic error parameters. 

ii. Minimum detectable values for observation biases from a particular sensor. 

iii. Redundancy contributions of individual observations in the positioning Kalman Filter. 

iv. Observability analysis for individual additional parameters in the positioning Kalman Filter. 

v. Direct comparison between the covariance matrices for different candidate trajectories/system 

configurations.  
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 The proposed pre-analysis framework provides a solid foundation for assessing the relative 

value of different calibration maneuvers and sensor configurations in a PosAtt system, and presents the 

most holistic and comprehensive approach to pre-analysis of PosAtt systems in the literature. 

8.2 Future Work 

 This dissertation opens up many avenues for further research and investigation with the GMIS 

that fall outside the scope of this research. 

 Many of the processing techniques used in this research place significantly more computational 

burden on the positioning Kalman Filter used in the GMIS, primarily through the inclusion of additional 

elements in the system state vector. The GMIS in general is less computationally efficient than the TMIS, 

and there are three factors in particular that increase the computational complexity of the positioning 

Kalman Filter in this research: 

• Since the GMIS models all position/orientation observations from all constituent sensors, the 

positioning Kalman Filter needs its measurement update evaluated at every observation epoch. 

This is more frequent than would be necessary under the TMIS, which only requires 

measurement updates when there are aiding observations available. 

• Since the IMU systematic errors are accounted for using additional state elements, the 

dimension of the positioning Kalman Filter is increased relative to what would be necessary 

under the TMIS. 

• Since measures of solution quality are made using residual vectors instead of the system 

innovation, there are additional calculations required to estimate these residual quantities after 

the measurement update in the positioning Kalman Filter. This issue is not specific to the GMIS, 

but is necessarily introduced when conducting comprehensive error analysis. 

 Each of these factors presents a barrier to applying the GMIS in real-time applications, but there 

are avenues to address them and make the GMIS suitable even for embedded real-time systems. 

 To reduce the impact of applying the Kalman Filter measurement update at the typically higher 

data rate of constituent IMU sensors, pre-filtering the IMU data is a potentially valuable approach to 

artificially reduce the data rate during periods of time where the system is experiencing lower dynamics. 

 To reduce the impact of the added systematic error states from sensors being modeled in the 

positioning Kalman Filter, these added states could instead be modeled as part of a secondary Kalman 
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Filter that is not updated at the same rate as the core positioning Kalman Filter. This would drastically 

improve the performance of GMIS, especially for MIMU array data, and is considered an important next 

step in this research. 

 Beyond improving the efficiency of the positioning Kalman Filter used in the GMIS, a valuable 

avenue for future work with the GMIS is to extend the positioning filter beyond just using the Extended 

Kalman Filter (EKF). To date, all development of the GMIS has used either a Linear Kalman Filter or the 

EKF. Given the improvements that have been made to the GMIS’ modeling capabilities and error analysis 

tools, a logical next step would be to incorporate other filters, such as the Particle Filter and the 

Unscented Kalman Filter, into the GMIS workflow. AI-based estimation techniques have recently seen 

broader adoption in the field of positioning and navigation, and there are also opportunities to 

incorporate these techniques into the GMIS to investigate the benefits they can bring to this integration 

strategy. 

 One major deliverable of this research is the PosAtt Engine, which realizes the GMIS for general 

GPS/IMU data integration. There are several future work items planned for the PosAtt Engine to 

generally improve its efficiency, robustness, and solution quality: 

• Currently, the PosAtt Engine has placed the limit on the use of the double-differenced GPS 

observations between a stationary base receiver and a rover receiver due to project time 

restrictions without loss of generality. The further inclusion of measurements from other GNSS 

constellations such as Galileo, Beidou, and GLONASS, since using multi-constellation GNSS 

observables will definitely help this work reach its full potential. 

• The PosAtt Engine currently only accommodates an EKF for position and attitude estimation. 

Building support for other filter types, such as the UKF, is another major priority for further 

development. 

• The kinematic datasets that have been used to test the PosAtt Engine have provided very 

encouraging results, but gaining access to a broader range of datasets using a variety of 

different vehicle dynamics would allow for a more thorough testing of the PosAtt Engine’s 

capabilities and limits. 

• To facilitate more direct comparison with the TMIS, implementing the TMIS in the PosAtt Engine 

is another major priority for further work. 
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 Outside of the general improvements that may be made to the GMIS and the PosAtt Engine, 

there are many avenues for further development that arise specifically from the research conducted in 

this dissertation. 

 The attitude modeling work conducted in Chapter 5 is an important starting point for analyzing 

attitude models using the GMIS. The available testing data was unfortunately limited to ground vehicle 

data, with very limited dynamics in the system roll and pitch. It would be valuable to perform the sort of 

comparative analysis that was accomplished in Chapter 5 for airborne data that has more dynamic shifts 

in the system roll and pitch, to properly evaluate how each attitude model performs, even under 

degenerate conditions. Additionally, adaptively applying the results of VCE to ongoingly tune the KF 

observation and process noise covariance matrices is a particularly impactful avenue for further work, 

and could be especially impactful for real-time analysis. 

 The method of applying state constraints on the first-order time derivatives of the attitude 

parameters in Chapter 5 is also readily extendable to higher-order time derivatives of the attitude 

parameters. This allows for future exploration of more complex system models of the system attitude, 

which may be valuable for applications where the system’s attitude is subject to highly varying 

dynamics. 

 The MIMU array integration approach taken in Chapter 6 has significant potential, especially in 

modeling atypical IMU sensors. One avenue for further research is to collect data using an atypical IMU 

and explore the relative value of using atypical IMUs for sensor integration compared to using data from 

multiple IMUs. 

 There are many sources of systematic errors that are exascerbated by large lever arms between 

the origin of the navigation frame and IMU sensors. The approach to MIMU integration taken in this 

research not only gives more insight into the individual performance of IMUs in a MIMU array, but also 

has potential in modeling errors that are impacted by the IMU lever arms. 

 The pre-analysis framework proposed in Chapter 7 provides a valuable perspective to evaluate 

the reliability that a given candidate trajectory provides to online sensor calibration. This is a framework 

that can be built upon and further explored to, for example, provide detailed information on the relative 

quality of different sensor configurations. This has particular promise in evaluating MIMU array 

configurations, where the size of the MIMU array and relative geometry of the sensors in the array may 
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be modified to determine optimal sensor placements without requiring constant reconfiguration of a 

physical system and repeated data collection. 
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