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Abstract

This thesis comprises two papers that examine automation tools in the Open Source

Software (OSS) ecosystem on GitHub, focusing on GitHub Actions as well as the

GitHub Marketplace, which is a platform for sharing these Actions for collabo-

ration and reuse. Our research aims to understand and explore the state of au-

tomation in OSS, as existing studies have mainly focused on statistical analysis of

a sample of GitHub repositories, neither considering developers’ perspectives nor

leveraging the GitHub Marketplace. The first paper conducted a survey analysis to

investigate the motivations, decision criteria, and challenges associated with creat-

ing, publishing, and using Actions. The second paper explores the GitHub Market-

place and presents a mapping study by analyzing 7,878 Actions and 515 research

papers mapped into 32 different categories. We found a substantial industry-

academia gap, with researchers focusing on experimentation and practitioners re-

lying more on exploration tools. The limited number of OSS automation tools pub-

lished in academia contrasted with the convenient access practitioners had to the

marketplace offerings. This thesis contributes to the understanding of automation

in the OSS ecosystem, highlights the industry-academia gap, offers insights for

researchers to build on existing work, and aids practitioners in navigating technol-

ogy and finding synergies.
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Chapter 1

Introduction

Automation of software development processes is one of the major contributors to

developing better software products [1]. Automation refers to the process of using

technology to perform tasks with reduced human assistance [2]. Multiple studies

have shown that automation can improve efficiency, speed, and accuracy in soft-

ware development [3], [4]. Companies that embrace automation can deliver high-

quality software products at a faster pace and with fewer errors [5]. According

to a systematic literature review (SLR) by Rafi et al. [6], automated software test-

ing has been shown to have benefits such as increased development productivity

through high test reusability, time-saving and cost reduction, better test coverage,

and improved product quality. Additionally, in a study by Ståhl et al. [7], the au-

thors found that automation techniques such as continuous integration resulted

in improved developer productivity, software predictability and transparency, as

well as faster build, integration, and release cycles. Another SLR by Soares et al.

[8] reported that automation in software development can help to identify defects

earlier in the development process, thereby reducing the cost of fixing defects. An

SLR by Ng et al. [9] reported that intelligent automation offers sophisticated de-

cision analysis, data-driven decision-making, and scenario analysis in engineering

applications and automated business processes, eliminating operational errors and

automating rule-based, well-structured, and repetitive decisions.
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GitHub is a web-based platform that provides version control and collaboration

features to support software development projects. GitHub is the world’s largest

open-source community [10], allowing users to create and manage repositories of

source code, track changes made to code over time, and collaborate with others

through features like pull requests and issues [11]. With millions of users and

repositories, GitHub has become an essential tool for developers working on both

open-source and enterprise software projects. GitHub introduced its marketplace

to gather and share automation tools for GitHub-hosted projects. Third-party de-

velopers provide tools on GitHub Marketplace to automate workflows in software

repositories. The majority of these tools are open source. Open-source software

refers to software that is developed and maintained by open collaboration and

made freely available for use, review, modification, and redistribution by anyone

[12]. We will discuss the GitHub Marketplace in section 1.2.2 before exploring it in

greater depth in Chapter 3. But first, we will have a look at the automation tools

on GitHub.

1.1 Automation on GitHub

Automation tools or bots can be integrated into GitHub repositories to streamline

and automate development workflows. These bots can perform a range of tasks,

such as automating code reviews, labeling issues, and updating pull requests [13].

By using GitHub Bots, development teams can improve their productivity, reduce

manual work, and enhance the overall quality of their codebase [14].

Many projects use bots to automate a wide range of tasks such as refactoring

source code [15], fixing bugs [16], updating project dependencies [17], supporting

communication and decision-making [18], etc. Wu et al. [14] performed a prelim-

inary study of the use of bots in the GitHub community and found that 56% of

the sampled projects had used bots extensively, and most projects had used more
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than one bot. The researchers categorized bots according to their usage in projects

and reported that 40% of projects used bots for project management, followed by

code management (28%), and testing and deployment (17%). Wessel et. al [19]

investigated the usage and impact of such bots and asked developers about their

desired improvements for bots. Developers wanted smarter bots that would de-

crease code review effort, decrease the time to close pull requests, and automate

continuous integration tasks. To assist students in checking code style and func-

tioning, Hu et al. [20] built up a static code analyzer and a continuous integration

service on GitHub. The authors implemented three bots and showed that more

than 70% of students believed the bots’ advice was valuable and that they could

deliver much more feedback than teaching professionals.

The study by Storey et al. [18] showed that while the impact of bots on devel-

opment workflows may be limited, developers generally recognize the potential

of bots and desire intelligent automation tools. Ultimately, the use of GitHub Bots

has played a significant role in automating the software development process on

GitHub. GitHub recently introduced Actions and Apps, each offering unique ca-

pabilities to enhance the software development workflows on GitHub.

1.1.1 GitHub Actions

While GitHub Bots offer a great way to automate various tasks in development

workflows, they do have some limitations. One significant limitation is that bots

have less granularity in permission scope and provide limited control over the API

calls they can make [21], [22]. Additionally, implementing authentication for these

bots can be complex and require additional development effort, especially for bots

that require a high level of security [23].

To address some of these limitations, GitHub offers GitHub Actions, which pro-

vides a more powerful and flexible way to automate workflows. GitHub Actions

3



can be used to automate tasks like building, testing, and deploying applications di-

rectly from GitHub repositories. Actions workflows are triggered when an event

occurs in a GitHub repository. For example, a developer wants to automatically

run their test suite every time they push code to their repository. With GitHub Ac-

tions, they can write a workflow that specifies the steps to run the tests and trigger

the workflow to run on every push event. This means that every time a developer

pushes code, GitHub Actions will automatically build and run the tests, giving the

developer immediate feedback on whether their changes introduced any errors.

A repository can contain several workflows, each with its own specific tasks. For

instance, we may have a workflow designed to build and verify pull requests, an-

other to deploy our application whenever a new release is created, and yet another

that adds a label each time a new issue is created. GitHub Actions can be eas-

ily customized using a YAML file and can be shared and reused across different

repositories. In fact, developers have the flexibility to choose from a wide range

of Actions for their particular automation task. This enables them to switch to

alternative Actions that offer better quality, additional features, or improved com-

patibility. In other words, when faced with limitations such as bugs or inadequate

documentation in their current Action, developers can opt for a different Action

that better meets their requirements (see Table 2.5 in Chapter 2).

Despite the abundance and numerous benefits of GitHub Actions, developers

choose not to use Actions in certain scenarios. These decisions are primarily driven

by factors such as the perceived cost/effort trade-off in using Actions, increased

project complexity, potential security risks, inadequate documentation, or a per-

sonal preference for manual task execution. A detailed overview of these consid-

erations can be found in Table 2.5 in Chapter 2 of the thesis.

4



1.1.2 GitHub Apps

GitHub also introduced GitHub Apps, which are more versatile and secure than

bots [23]. GitHub Apps can perform authenticated API requests and can also re-

ceive and respond to webhook events. This means that GitHub Apps can perform

more complex tasks, such as automatically merging pull requests [24], managing

project boards [25], and even monitoring Actions workflows [26]. There are cases

when Apps should be used rather than Actions, for example, when accessing the

team’s workflow requires further permissions to the repository, or when the repos-

itory owner would need to host and run the automation, or when there is a need

for a solid architecture of the hosted data. However, GitHub Apps require users to

install them on a specific repository or organization, which can limit their scope of

operation.

1.2 Software Marketplaces

A software marketplace is a digital platform that serves as an intermediary be-

tween a software supplier organization and its customers [27]. These marketplaces

offer a centralized location for developers to find and download tools and frame-

works for their use cases [28]. Previous research has highlighted the growing pop-

ularity of platform-mediated software markets and the need to explore whether

and how deployment portals for platform-specific software impact software de-

velopment practices [29].

1.2.1 Mobile app stores

One of the most notable examples of a software marketplace is the mobile app

store. Mobile app stores, such as Apple App Store, and Google Play, provide a

useful platform for software developers to distribute and monetize their applica-

tions to a global audience. They offer a centralized location where users can eas-

5



ily discover and download new apps, as well as provide a system for developers

to receive feedback and ratings from their users [30]. This centralized distribu-

tion system and the abundance of user data available within app stores also make

them a valuable resource for researchers and analysts looking to gain insights into

software development and user behavior. The concept of platform-mediated soft-

ware engineering on two-sided markets, such as mobile app stores, has created a

closed feedback loop with users and increased transparency in the market’s soft-

ware product status [29].

In their systematic literature review (SLR), Genc-Nayebi et al. [31] explored the

domain of mining online opinions from app store user reviews and addressed the

importance of app stores and user reviews in the mobile app ecosystem, the rapid

growth of app store data mining studies, and the need for academic research in this

field. The objectives of their SLR were to identify solutions for mining opinions, ex-

amine challenges, analyze contributions to software requirements evolution, and

identify future research directions. Harman et al. [32] provided an insight into

the importance of the marketplace ecosystem for software engineering practices

by investigating the mobile app stores. Their findings suggest that app store min-

ing can provide valuable insights for app developers, for example, they showed

a strong correlation between customer rating and app downloads. Martin et al.

[33] provided a survey of the research conducted in App Store Analysis, which

combines non-technical information from app stores with technical information to

analyze trends and behaviors in software repositories. Their study describes the

impact of App Store Analysis on software development teams and highlights areas

of research that have been explored, along with open problems and challenges that

need to be addressed in future research. Jansen et al. [34] defined app stores and

provided a conceptual model and typical features and policies observed in them,

using six case studies. The aim was to help practitioners make their app store more

6



successful and provide researchers with a framework for defining and analyzing

app stores. Mojica et al. [35] presented a study where they examined whether an

app rating accurately reflects how the users perceive it. Their findings indicated

that the app store’s current metric fails to capture the users’ changing levels of sat-

isfaction as the app evolves. Ali et al. [36] conducted a large-scale comparative

study of cross-platform apps collected from the Apple and Google Play app stores.

The goal was to understand the differences in how users perceived the same app

distributed through different platforms. Nayebi et al. [37] discussed the issue of

mobile app releases not making it to the app store and introduced the concept of

"marketability" as a new release decision problem. The authors analogical reason-

ing to guide the transition of not successfully marketable releases into successful

ones and showed that predictive analytics and analogical reasoning can support

marketability decisions for mobile apps. Comparing app-store attributes, such as

stars, versions, and prices, and measuring the aggregated user-perceived ratings,

they found many differences across the platforms.

Several other systematic literature reviews have been conducted on mobile app

stores, exploring various fields beyond software engineering. For instance, one

study by Wiemker et al. [38] aimed to quantify alcohol consumption using digital

assessment tools available in app stores. Chen et al. [39] conducted research to

provide valuable insights into the strengths and weaknesses of existing mobile

apps in the context of adolescent and young adult pregnancy prevention. Ciapponi

et al. [40] revealed a significant evidence gap regarding the accuracy of mobile

apps in detecting substandard and counterfeit medicines. Additionally, several

studies have examined the availability of resources for mental health within mobile

app stores [41]–[44]. Others have explored the usage of mobile apps in health

systems [45], studying triage apps for health emergencies [46], apps for calculating

insulin dose [47], or apps developed to identify, treat, and prevent ulcers in adults

7



[48]. This is while the app store data may not provide a full spectrum of opinion

for software engineering decision-making.

1.2.2 The GitHub Marketplace

The GitHub Marketplace is yet another platform-mediated software marketplace.

It allows developers to provide free or paid tools to GitHub users for improving

their workflows1, in particular, when hosted on a GitHub repository. GitHub Mar-

ketplace offers both types of tools we discussed in the previous section- Apps and

Actions. Third-party developers provide these automation tools on the market-

place to reduce the number of repetitive tasks within a workflow and increase the

productivity of a software team. By using GitHub Marketplace, developers can

easily find and integrate with the tools they need to improve their productivity

and enhance the quality of their code-base. The benefits of the marketplace in-

clude a wide range of tools and integration, ease of use, and seamless integration

with GitHub.

It is evident from the thousands of automation tools on the GitHub Marketplace

that practitioners extensively use automation tools in their workflows. Moreover,

the software engineering research community has devoted significant attention to

automating development workflows and providing decision support to enhance

the productivity of software teams and the value of their products. While re-

searchers have studied other marketplaces, the GitHub Marketplace has never

been the subject of an investigation to evaluate the alignment or difference be-

tween research efforts (the published studies) and the practice (automation tools

on GitHub). In chapter 3, we will do just that. But before that, we will discuss how

to publish tools on the marketplace, making them open-source in the process.

Different steps are required for adding apps and actions to the GitHub Market-

1https ://docs .GitHub .com/en/developers/GitHub- marketplace/GitHub- marketplace -
overview/about-GitHub-marketplace
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place. To be successfully listed on the marketplace, apps must meet user experi-

ence requirements, branding requirements, in addition to billing requirements for

paid apps. The user experience requirements state that apps must not sway users

away from GitHub, must integrate with the platform beyond authentication, and

must be publicly available on the marketplace. Also, listings must include valid

contact information for the publisher, who should set up webhook events to get

notified about GitHub plan changes or cancellations through the Marketplace API.

Moreover, apps must have a relevant description and must specify a pricing plan.

According to the branding requirements, apps must have a logo, feature card, screen-

shot images, and a well written description which are aligned with the recommen-

dations provided by GitHub. Paid apps also have additional requirements. To

publish a paid plan for an app (or an app that offers at least one paid plan) on

the GitHub Marketplace, the app must be owned by an organization and the app

developer must have owner permissions in the organization. Furthermore, the

organization must be verified. At least 100 installations are required for GitHub

apps to be listed as a paid app. Under the billing requirements, all paid apps need to

handle GitHub Marketplace purchase events to manage new purchases, upgrades,

downgrades, cancellations, and free trials.

To publish an Action, a developer first needs to create the Action in their reposi-

tory. They need to ensure that the repository only includes the metadata file, code,

and files necessary for the Action. This allows the developer to tag, release, and

package the code in a single unit. The Action must be in a public repository and the

repository must contain a single Action. The Action’s metadata file should have a

unique name and be located in the root directory of the repository. The name can-

not match an existing GitHub Marketplace category as GitHub reserves the names

of GitHub features. If these requirements are met, the developer can add the Ac-

tion to the GitHub Marketplace by tagging it as a new release and publishing it

9



immediately on the GitHub Marketplace. Actions with the ○icon, which is the

verified creator badge, indicate that GitHub has verified the creator of the Action

as a partner organization. Partners can email partnerships@github.com to request

the verified creator badge2. However, verification is not a requirement for creating

Actions, and may require additional time and resources from developers. Besides,

while some developers may be part of larger organizations or projects that prior-

itize verification for security or trust purposes, most others may be working on

small-scale or personal projects where verification is not a priority. For these rea-

sons, not all developers go through this verification process. Only 2.66% of Actions

have a verified creator on the marketplace [49].

1.2.3 Other Software Marketplaces

Another software marketplace that has gained popularity among developers in

recent years is Docker Hub. This platform provides developers with a means to

create and distribute containerized applications. Additionally, Docker Hub sup-

ports integration with popular CI/CD tools such as Jenkins and GitLab. Several

studies have investigated the Docker Hub to analyze its security vulnerabilities

[50]–[52], adoption of best practices [52], and potential issues [52], [53].

Cloud services are becoming more popular, and to make it easier for people to

access these services, many cloud service providers have created their own mar-

ketplaces. These marketplaces act as a distribution channel, making it more effi-

cient and transparent to support and distribute software services. Jung et al. [54]

examined the security concerns of cloud users and the importance of having man-

agement policies in place. Their research aims to help users establish consistent

criteria and requirements when selecting security services from a cloud market-

place. Park et al. [55] discussed the benefits and constraints of the cloud mar-

2https : / / docs . github . com / en / actions / creating - actions / publishing - actions - in - github -
marketplace#about-badges-in-github-marketplace
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ketplace for software distribution and deployment via a case study involving five

global and local cloud marketplaces including the AWS Marketplace, and the OR-

ACLE Cloud Marketplace. The cloud marketplace guarantees rapid cloud service

construction and operation, contributing to overall cloud industry development.

However, there are constraints such as the requirement for modification and API

development in the form required by the CSP, the absence of infrastructure choice,

and the cost of migration when changing cloud services.

The cloud allows for a wider adoption and advanced functionality of modern

applications, which is facilitated by the creation of a marketplace. Marketplaces

make it easier to develop applications through the reuse and aggregation of ser-

vices and resources by enabling more products to participate in the service deliv-

ery process [56].

1.3 Thesis Overview

This thesis is based on papers either submitted or published. It consists of three

chapters following the introduction.

In Chapter 2, we present our paper titled "Developers’ Perception of GitHub

Actions: A Survey Analysis". This paper is published at the International Confer-

ence on Evaluation and Assessment in Software Engineering (EASE ’23). Previous

mining studies in software engineering have investigated the adoption and usage

of GitHub Actions for specific automation tasks such as continuous integration.

However, the topic of developers’ perception of GitHub Actions has received lim-

ited research attention. We performed a survey study with 90 software developers,

who were recruited through personalized emails to GitHub developers (random

sampling) and social media advertisements (convenience sampling) [57]. The aim

of the research is to understand developers’ perceptions and motivations for pub-

lishing and using GitHub Actions, as well as the challenges they face.

11



In Chapter 3, We present our second paper titled "GitHub Marketplace for Prac-

titioners and Researchers to Date". The objectives of this paper are to conduct a

comprehensive analysis of the GitHub Marketplace, providing insights into the

tools and automation practices used in the GitHub ecosystem, and to compare

these findings with existing research in OSS automation, highlighting areas of

alignment and potential gaps between industry and academia. We scraped the

GitHub Marketplace to collect information about 440 Apps and 7,778 Actions. We

gathered another dataset comprising 515 research papers published between 2000

and 2021 in OSS automation, and manually classified them based on the prede-

fined automation categories on GitHub Marketplace. Then we compared these

research studies in software engineering with the automation tools in the market-

place in terms of automation categories, research type, analytical tools, and repro-

ducibility. We highlighted the gaps between research and practice in open-source

software automation.

In Chapter 4, we discuss the potential for future research and conclude the the-

sis by summarizing our contribution. In this thesis, we present the first study

introducing and exploring GitHub Marketplace as a software repository. We also

present the first study on the developers’ perception of GitHub Actions. We pro-

vide a comprehensive analysis of both the GitHub Marketplace and GitHub Ac-

tions. This thesis can be valuable in the context of generative AI by providing

insights into the practical needs and requirements of developers and researchers,

which can facilitate the development and improvement of generative AI models

and tools to better meet the automation needs of developers in the OSS ecosys-

tem. Through this research, we shed light on the industry-academia gap in OSS

automation. Furthermore, we identify and address practical challenges faced by

developers, offering recommendations to enhance their workflows and maximize

productivity.

12



Chapter 2

Developers’ Perception of GitHub
Actions: A Survey Analysis

Abstract

GitHub Actions is a powerful tool for automating workflows on GitHub reposito-

ries, with thousands of Actions currently available on the GitHub Marketplace. So

far, the research community has conducted mining studies on Actions, with much

of the focus on CI/CD. However, the motivation and best practices of developers

for using, developing, and debugging Actions are unknown. To address this gap,

we conducted a survey study with 90 Action users and developers. Our findings

indicate that developers prefer Actions with verified creators and more stars when

choosing between similar Actions, and often switch to alternative Actions when

faced with bugs or a lack of documentation. We also found that developers find

the composition of YAML files, which are essential for Action integration, challeng-

ing and error-prone. They primarily rely on Q&A forums to fix issues with these

YAML files. Finally, we observed that developers would not likely adopt Actions

when there are concerns around complexity and security risks. Our study summa-

rizes developers’ perceptions, decision-making process, and challenges in using,

developing, and debugging Actions. We provide recommendations for improving

the visibility, re-usability, documentation, and support surrounding Actions.

13



2.1 Introduction

GitHub, the most prominent social coding platform, provides features such as

issue tracking and pull requests to facilitate open-source software development.

This results in an increased workload for developers and the subsequent use of

automation tools to perform various repetitive tasks. To increase workflow veloc-

ity, GitHub introduced GitHub Actions which brings automation directly into the

software development lifecycle on GitHub. GitHub Actions (sometimes we refer to

these as Actions) are built around GitHub events and are triggered by developers’

activities, such as creating a pull request or opening a new branch on a repository

[58].

Actions are the main leverage in the hand of software developers to automate

their tasks on GitHub. The number of Actions in the GitHub Marketplace1 in-

creased by approximately 112% between April 2021 and December 2022, with the

number of Actions rising from 7,878 to 16,730 during this time period [49]. Even

further, not all actions are distributed on the GitHub marketplace, and many devel-

opers design and keep their Actions within local repositories and never put them

on the marketplace [59]. Decan et al. [60] analyzed the most frequent automation

practices on GitHub and found that 43.9% of repositories in their dataset adopt

and use Actions for automating parts of their workflows.

In this environment, for any given task, multiple competing Actions can be ex-

pected. This raises a new challenge for the practitioners to decide which Action to

use [59]. GitHub Actions are created by the developers for the developers. These

Actions reflect a real-world effort for task automation in software teams. It is un-

clear how developers look up these Actions or what motivates them to choose

a particular Action over the others. In addition, it is important to study “why"

developers create new Actions despite having multiple alternatives to adopt or

1https://github.com/marketplace?type=actions
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reuse. Further, to our knowledge, no research distinguishes developers who cre-

ate and contribute to Actions (providers) from developers who only use Actions

(users). We are the first to identify these different types of Action adopters to un-

derstand their motivation for developing and using (or not using) Actions and the

challenges associated with these tasks.

So far, the software engineering mining community investigated the usage and

adoption of GitHub Actions but not Action development. A number of mining

studies evaluate the basic adoption and usage details of GitHub Actions. These

studies retrieve a random set of repositories that use and adopt Actions and study

a particular automation task. For instance, Golzadeh et al. [61] focused on con-

tinuous integration (CI) and mined 91,810 GitHub repositories to analyze how the

CI landscape has changed since GitHub Action was introduced. They reported

that the introduction of Actions aligns with a decreasing growth rate of CI usage

for Travis, CircleCI, and Azure. Kinsman et al. [59] analyzed 3,190 repositories to

investigate how several development activity indicators change after Action adop-

tion. In our study, to understand developers’ perceptions, we conducted a survey

study involving a total of 90 software developers on GitHub. The goals of our

study are to understand (i) why and how developers publish or use GitHub Ac-

tions, and (ii) what challenges developers face in creating, publishing, or using

Actions. Through an exploratory analysis [62] of the survey responses, we answer

the following research questions:

RQ1- What motivates software developers to create, publish, and use GitHub Ac-

tions?

What and How: We are interested to understand why developers create Actions,

whether or not they study existing Actions before creating their own, why they

publish Actions on the marketplace, and which tasks they automate using Actions.

Therefore, we surveyed participants with two close-ended and two open-ended
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questions.

RQ2- What are the decision criteria for developers to create and use GitHub Ac-

tions?

What and How: After asking developers why they create and use Actions, we move

on to explore how they do it. We surveyed participants to learn when they auto-

mate tasks (and when they do not), how they find Actions, choose between similar

Actions, and configure and debug issues with their workflow files. To this end, we

had a total of eight questions, one of which was open-ended.

RQ3- What challenges do developers face in creating, publishing, and using Ac-

tions?

What and How: We analyzed the challenges in creating Actions, publishing them

to the marketplace, as well as adopting and configuring the workflow files when

using the Actions. We also asked participants about the issues in workflow au-

tomation and the GitHub marketplace in general. We asked nine questions, five of

which were open-ended.

This study is the first to distinguish different kinds of Action adopters and try

to understand their perceptions of GitHub Actions. We designed a survey and col-

lected data involving the responses of 90 software engineers. We provide a detailed

analysis of the survey responses that give insights on Action providers and users-

their motivation, decision criteria, and challenges in creating, publishing, and us-

ing Actions. Our findings can be used to help users choose the right Actions for

their development tasks and help providers identify areas of improvement. This

should also help researchers understand the state of practice in software automa-

tion so that they can conduct relevant research to advance the community.

Section 2.2 presents the related work and Section 2.3 describes survey design,

participant selection, and data analysis. Section 2.4 presents the results of the sur-

vey analysis. Section 2.5 discusses the implications and recommendations. Section
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Table 2.1: Comparison between existing literature and our work

Existing
study

Contributions Comparison

Kinsman
et al. [59],
Wessel et
al. [63]

Mined GitHub repositories to
understand the impact of Ac-
tions on the pull-request pro-
cess. To understand developers’
perceptions of Actions, they an-
alyzed comments on GitHub is-
sues that discuss Actions.

We focus on a qualitative study and
survey developers to better under-
stand their perceptions of Actions.
For example, while some devel-
opers discuss issues in the Action
repository, our survey data shows
that most developers use Q/A fo-
rums such as Stack Overflow to dis-
cuss issues regarding Actions.

Chen et
al. [64]

Also mined GitHub reposito-
ries to understand the impact
of Actions on the commit fre-
quency, pull request, and issue
resolution efficiency. To investi-
gate how developers configure
their Actions, they performed
an analysis of the YAML files
used in Action repositories.

While a statistical analysis such as
[64] gives a useful overview of de-
veloper practices in writing YAML
files, it is important to understand
how they write these files, what is-
sues they face, and how they de-
bug these issues. In our study, we
survey practitioners on these topics
and present our findings.

Decan et
al. [60]

Analyzed the characteristics of
the repositories that use GitHub
Actions to study the automation
practices, which workflows are
automated, and which actions
are reused.

Instead of studying repositories,
we study developers to understand
their motivation, decision criteria,
and challenges in developing and
using Actions. We ask developers
when they automate a task, or why
they do not reuse Actions.

Golzadeh
et al. [61]

Mined GitHub repositories to
analyze how the CI landscape
has changed since Actions was
introduced.

Although we asked developers
what other automation services
they use, we did not ask them
if they migrated to Actions from
other CI services.

Valenzuela-
Toledo et
al. [65]

Mined commits involving
YAML files to highlight de-
ficiencies in the way Actions
workflows are produced and
maintained.

We asked practitioners about their
perceived challenges in writing
YAML.

2.6 addresses the threats to validity and Section 2.7 concludes this paper.
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2.2 Related Work

Kinsman et al. [59], [63] quantitatively analyzed the impact of adopting GitHub

Actions, particularly focusing on how the dynamics of pull requests changed for

3,190 GitHub projects after they adopted Actions. Their results indicate that the

adoption of Actions increases the number of rejected pull requests and decreases

the number of commits in merged pull requests. In addition, the authors stated

that adopting Actions led to requiring more time to accept a pull request. They also

studied how the communities discuss GitHub Actions and reported that develop-

ers frequently ask for help with GitHub Actions by creating issues on GitHub. By

manually inspecting 209 issues related to Actions, they concluded that developers

have a positive perception of GitHub Actions. Similarly in [64], Chen et al. in-

vestigated the impact of Actions on the commit frequency, pull request, and issue

resolution efficiency. They found that after adopting Actions, commit frequency

decreases, the number of closed issues increases, and the number of pull requests

decreases. However, unlike [63], the authors found that adopting Actions reduced

the pull-request resolution latency. They also studied how developers configure

Actions and opined that a template generation framework might be useful to ease

the burden of GitHub Actions adoption. Decan et al. [60] analyzed the charac-

teristics of the repositories that used GitHub Actions, which workflows were au-

tomated using GitHub Actions, as well as the most frequent automation practices

on GitHub. They also studied which Actions were reused and found that most of

the reused Actions were distributed by GitHub and belonged to the ‘Utilities’ or

‘Continuous integration’ categories. Golzadeh et al. [61] focused on continuous

integration (CI) and analyzed how the CI landscape has changed since GitHub

Action was introduced. They found that the introduction of Actions aligns with a

decreasing growth rate of CI usage for Travis, CircleCI, and Azure. As the authors

studied how frequently CIs are being replaced by an alternative, they found that
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GitHub Actions attracted most of the migrations and took only 18 Months to over-

take Travis CI in popularity. Even so, while there have been numerous research on

the use [66]–[68], misuse [69]–[71], and areas of improvement [72], [73] for contin-

uous integration, there is a substantial lack of similar research on GitHub Actions.

Valenzuela-Toledo et al. [65] investigated the types of GitHub Actions workflows

modifications performed by developers in 10 Popular GitHub repositories. They

manually inspected 222 Commits related to workflow changes and identified 11

Different types of workflow modifications. They also presented opportunities for

improvement in the way workflows are built and edited. The authors highlighted

the need for adequate tooling to support refactoring, debugging, and code editing

of Actions workflows. Calefato et al. [74] focused on GitHub Actions and CML2

to present a preliminary analysis of the MLOps practices in GitHub. They studied

397 Actions workflows and 38 CML workflows to report whether workflow au-

tomation was prevalent on GitHub, what events were used to trigger these work-

flows, and what tasks were most frequently automated. The authors concluded

that there were very few open-source projects involving ML-enabled components

or systems that used GitHub Actions. Benedetti et al. [75] investigated the secu-

rity issues affecting Action workflows and implemented a methodology (GHAST)

for automatically assessing the presence of security issues in workflows. GHAST

was used against 50 open-source projects to provide an overview of the current

security landscape of Action workflows. Koishybayev et al. [76] created the work-

flow auditing GitHub Action, GWChecker, to help mitigate common security errors

in the YAML configuration for CI/CD workflows. The workflow files are audited

by GWChecker for plaintext secrets using regular expressions, versioning tags, non-

verified Actions or Actions that are not available on the marketplace, and insecure

triggers.

2https://cml.dev/
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Figure 2.1: The stages of our survey method

Table 2.1 shows an overview of the prior studies related to Actions and how

our work compares with them. All the studies rely on mining GitHub repositories

and performing quantitative analysis for retrieving conclusions. To the best of our

knowledge, this is the first study seeking developers’ perceptions of the benefits

and drawbacks of creating. publishing, and using GitHub Actions.

2.3 Methods

Following the empirical guidelines for survey design in software engineering [77],

we discuss our survey design, participant selection, and analysis of the survey re-

sponses. The survey is fully reviewed and approved by the ethics board at York

University (Certificate #: e2022-421). We followed the established empirical pro-

tocols for performing surveys following Kitchenham and Pfleeger [78]. In con-

sideration of the current status quo of the state of the art and the nature of the

mining studies on the repositories, we decided to focus this survey research on the

diagnostic evaluation [62] to understand “why” and “how” of developers decision

in creating and using GitHub Actions. Figure 2.1 shows the steps in our survey

method.
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2.3.1 Survey Design

We started by setting the objectives of the survey and performing a literature study.

The objectives define the survey context and identify what areas to cover and what

types of information are needed [77]. We identified three objectives for this survey

to address the gaps in the mining studies and to better understand developers;

1. understanding why developers create, publish, and use Actions;

2. finding out when and how developers create, search for, switch between, and

configure Actions,

3. identifying the challenges developers face in creating and using Actions as

well as using the GitHub Marketplace.

Table 2.2: Questions in the survey and their recipients (P = Provider, U = User, NU
= Non-user). Subscript with a question number shows the number of responses.

RQ1 Rcpt What motivates developers to create, publish, and use GitHub Ac-
tions?

144 P Can you specify why you did not reuse an existing Action but created
one yourself? (four options and others)

244 P When there are similar Actions (as yours) created by others, to what
extent do you look into their functionality and scope? (Likert scale)

344 P In your opinion, what are the advantages of publishing to GitHub Mar-
ketplace (if any)? (textbox)

469 P, U What is/are the primary task(s) you are using GitHub Actions for?
(mention up to three tasks) (textbox)

RQ2 What are the decision criteria for developers to create and use
GitHub Actions?

569 P, U How do you identify if a task should be automated in your GitHub
workflow? (select all that apply) (three options and others)

Continued on next page

21



Table 2.2 – continued from previous page

669 P, U When having a task requiring automation, what is your primary way
of identifying a proper Action for use? (select all that apply) (five options
and others)

769 P, U When multiple Actions are available for a task, you choose the Action
having __? (please drag the options to order them from highest to low-
est preference according to you) (six options and others)

869 P, U In the past, have you switched to using a different Action for your
tasks? If yes, what was the reason for switching? (select all that ap-
ply) (seven options and others)

969 P, U How do you write your workflow (YAML) files? (select all that apply)
(four options and others)

1044 P Are you using self-hosted runners? (yes/no)

1144 P Why are you using self-hosted runners? (five options and others)

1269 P, U Have you chosen not to automate certain tasks even though GitHub
Actions and other tools are available? If yes, please briefly specify
which tasks and why. (textbox)

RQ3 What challenges do developers face in creating, publishing, and us-
ing Actions?

1344 P What challenges do you face in developing your Action(s) on GitHub
(if any)? (textbox)

1444 P Have you published your Action on the GitHub Marketplace? If not,
please specify why. (four options and others)

1569 P, U What challenges do you face in configuring your workflow (YAML)
files (if any)? (textbox)

1625 U If facing an issue in configuring your YAML file, where do you primar-
ily look for information? (select all that apply) (four options and others)

1769 P, U What challenges have you experienced in automating workflows using
GitHub Actions (i.e. are there certain tasks that you could not auto-
mate)? (textbox)

1825 U GitHub Marketplace helps in discovering tools to improve workflows.
Have you faced any challanges in using the marketplace? (textbox)

Why do developers not use GitHub Actions?

1921 NU Have you heard about GitHub Actions for automating workflows in
GitHub? (yes/no)

Continued on next page
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Table 2.2 – continued from previous page

2021 NU Why do you not use GitHub Actions for automating your workflows?
(textbox)

2146 U, NU Which other workflow automation services have you used for your
GitHub repositories? (select all that apply) (seven options and others)

2225 U Do you believe that GitHub Actions have helped you in your role as a
software engineer? (5-point Likert scale)

Having the objectives, we brainstormed on the potential questions for each ob-

jective. We filtered our questions based on similarity/redundancy and finalized

22 unique questions that were aligned with our objectives. We performed a sec-

ond round of literature review to identify any relevant research and ensure that

the questions are novel. We identified three types of developers based on their

familiarity with GitHub Actions. Some developers created and published (P) Ac-

tions, and are highly familiar with the design, adoption, and maintenance deci-

sions. However, not all creators are publishers as they might only use it within a

limited context of their own repository. We will refer to this group as Providers.

The second group has mostly adopted and used Actions to automate tasks in their

repository, we refer to them as Users (U). The third group, Non-users (NU), are

the least engaged users as they never used, and in some cases, never heard of

GitHub Actions and hence not helpful in achieving our survey goals. To answer

our research questions effectively, we curated our questionnaire for each of these

groups. In Table 2.2, we list all the questions of the survey separated per objective

and type of developers group (P, U, and NU).

Overall, the survey included three demographic questions, nine multiple-choice,

two yes/no questions, two Likert-scale questions, one ranking question, and eight

open-ended questions. The demographic questions concern the participants’ ex-

perience in software development (i.e, less than 1 year, more than 10 years, etc.),

their role in their company (i.e, software developer, project manager, other), and
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their self-perceived level of familiarity with GitHub Actions (i.e created Actions,

only used Actions, never used Actions, etc). To curate the survey based on the

participants’ familiarity and group type, for example, not asking developers what

challenges they face in developing Actions while they have never developed or

even heard of Actions, we used our third demographic question to design our sur-

vey in a way that participants were asked only the questions that applied to them.

To build the survey instrument, we used Qualtrics. Our survey was anonymous,

and we did not collect any identifying information about the participants.

2.3.2 Selecting participants

We invited 10 Developers from our close connections for a pilot study and evaluate

our survey, i.e. making sure the questions were understandable, and the survey

was reliable and valid [79]. A survey is reliable if we administer it many times and

get roughly the same distribution of results each time. We employed the alternative

form reliability where we asked the invitees to participate twice but reworded a few

questions the second time. On the other hand, validity is concerned with how well a

survey measures its’ objectives. We used content validity where we asked invitees to

provide us with written feedback (if any) regarding the survey. We also asked them

to record how many minutes it took them to complete the survey. We analyzed the

pilot responses to assess if we needed to change anything about the survey before

we sent it out to a larger pool of participants. Based on the feedback from our initial

participants, we revised two questions to eliminate ambiguity and set 15 minutes

as the expected time to complete the survey. We recruited participants for the

survey by sending personalized emails to GitHub developers (random sampling),

and by advertising the survey on our social media (convenience sampling) [57].

We randomly sampled 250 developers who created or contributed to developing

Actions and used our academic email to send personalized email invitations
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In our survey invitation, we were careful not to spam the developers and sent

emails to them just once. We created a personalized email for each user by (i)

addressing the developer by his name in the email, and (ii) including the name

of their Action in the email. This was done to cause the cognitive bias halo effect

that would convince the participant to respond to our survey [80]. Authority and

credibility also play a big part in getting invitees to respond to a survey [81]. To

ensure that the developers considered our survey authentic and credible, we high-

lighted the nature of the research in both the email and the survey consent form.

We also cited that the survey was governed by formal Ethics Approval and that

the reporting to the survey would be anonymous. According to Edwards et al.

[82], participants are more likely to respond to survey requests from universities

as they know that their response would not be used for commercial benefits, rather

it will be used to benefit society through research. We contacted the survey partic-

ipants using the academic email of one of the authors of the paper. The time when

a survey invitation is sent to the developers can directly impact their likelihood of

responding to the email. Smith et al. [81] recommend avoiding sending survey

invitations on Mondays, Fridays, or in December when the recipient might be out

of the office. We sent the survey invitations between Tuesday and Thursday. We

also posted the survey on our social media platforms (Twitter and LinkedIn). We

received 175 clicks on our survey.

2.3.3 Analyzing the data

As the first step of our data analysis, we checked the completeness of our re-

sponses. Although we received 175 clicks on our survey, upon close inspection, we

found 74 responses as either entirely empty responses or only including responses

to the demographic questions. An additional 11 responses were 30% to 70% com-

plete. For the sake of completeness, we left out these responses too. Hence, we
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excluded a total of 85 responses from our analysis. We then assigned an ID to

each response and performed our survey data analysis on the 90 fully-completed

responses. However, participants only received and responded to the questions

that applied to them (based on a demographic question, see section 2.3.1). For this

reason, we had different sample sizes across questions. For each statistic, we men-

tion the sample size considered for that analysis (i.e as a subscript in headings and

captions).

We employed statistical and qualitative approaches to analyze the survey re-

sponses. We performed a thematic analysis for the qualitative open-ended ques-

tions. The thematic analysis involves reading through a data set and looking for

patterns in meaning in order to derive themes within the context of the research

question [83], [84]. In the initial iteration of the analysis, two authors of the paper

independently annotated all the responses to the open-ended questions. After that,

they compared the categories and discussed any ambiguities or disagreements.

For the quantitative analysis, we performed statistical tests whenever applicable.

2.4 Results

In this section, we present the results by first describing the survey participants

based on demographic information. Then, we present the motivation, decision

criteria, and perceived challenges faced by both users and providers of GitHub

Actions.

2.4.1 Survey Participants

We asked our participants three demographic questions- their experience in years,

their role within their companies, and their familiarity with GitHub Actions.

Experience and Role(90): 33.33% of our survey participants have between one to

two years of experience in the software industry. This is followed by 25.56% par-

26



ticipants with experience between three to six years. 17.78% of participants have

less than one year of experience while 16.67% are with more than 10 years of expe-

rience. The smallest group consists of 6.67% participants who have an experience

between seven to 10 years. These participants vary in their roles in a team. 64.44%

(58 among 90) of the participants are developers followed by managers (14.45%) and

DevOps engineers (8.89%). We also received responses from Consultants (4.44%),

Systems Engineers (3.33%), Testers (2.22%), and Security Analysts (2.22%).

Type(90): We partitioned the responses following Kitchenham and Pfleegar [85]

and considered three types of GitHub users.

Provider (P): Participants who have created Actions or contributed to Actions

or both. We assume this group has also used Actions.

User (U): Participants who have neither created nor contributed to Actions but

used Actions for one or more tasks.

Non-user (NU): Participants who have never created, contributed to or used

Actions.

54.44% of our survey participants are providers. Among these participants, five

have only contributed to one or more Action repositories (contributor) but never

created an Action. 22.22% (20 out of 90) of our respondents are users and the re-

maining 21 (23.33%) participants are non-users. 15 out of these 21 participants said

that they have not heard about GitHub Actions.

2.4.2 RQ1 - Developers’ motivation for creating, publishing, and
reusing Actions

We asked four questions (Q1 to Q4 in Table 2.2) to evaluate what motivates de-

velopers to create Actions, publish them on the marketplace, and use them for

automation tasks on GitHub.

Creating Actions instead of reusing(44): While there are over 15,000 Actions in
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Table 2.3: Motivations and challenges for creating Actions (P44)

Reason for creating Action % of participants
No existing Action was available. 56.82
Existing actions are limited in functionality. 25
Existing actions are not performant enough. 11.36
Not sure how to find and reuse Actions. 4.55
Existing actions were too complex. 2.27
Check out similar Actions first? % of participants
In great detail 45.45
Somewhat detail 43.18
Casually 11.36
Using self-hosted runners? No. of participants
No 23
Not sure 5
Yes 16

Use cloud/local machines already paid for 4
Create custom hardware configurations 4
Install software from local network 3
Specific security requirements 3
OS not offered by GitHub-hosted runners 2

Challenges in creating Actions % of participants
Test-ability 25
Limited resources 18.18
Privacy and security 6.82
Integration 6.82
Other 18.18
No challenges 25

existence, an increasing number of Actions are published every day on the Mar-

ketplace. This creates the question as to why developers prefer to develop new

Actions rather than reusing the existing ones. We intend to identify the existing

gaps in the current practice. In response, 56.82% of developers in our survey have

stated that they create new Actions mainly because their requirements are not met

in any of the existing Actions. One-fourth of them believe their requirement is

unique and there is no existing Action or that existing Actions have limited function-

ality for their purposes. Developers also create Actions when the existing Actions’

performance was not good enough (11.36%) or they are not sure how to find and reuse

Actions (4.55%) (detailed in Table 2.3).
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Table 2.4: Perceived Advantages of publishing Actions to the marketplace and why
developers do not publish (P44)

Advantages to Publishing % of participants
Visibility 27.27
Attracting contributions 27.27
Reusability 25
Accessibility 20.45
Improved code quality 11.36
Other (Get feedback, make connections) 9.09
Published Action? No. of participants
Yes 19
No 25

Takes too much time and effort 9
Does not have permission to publish 9
Does not see benefit in publishing 5
Does not know how to publish 2

“ The action was too complex for my task and quite unreasonable in design, so

I built mine.

Survey Participant (SP)-98 ”

We know from the Marketplace trend that developers often create new Actions

instead of reusing existing Actions. We are interested to understand how and to

what extent the functionality and scope of similar Actions created by others impact

their design decisions. Table 2.3 shows that 45.55% of developers stated that they

look into others’ Actions in great detail. 43.18% of developers said they checked

similar Actions in a somewhat detailed fashion. Only 11.36% of developers checked

similar Actions casually.

Publishing Actions to GitHub marketplace(44): There are currently 16,730 Ac-

tions on the marketplace across 21 categories. Developers in our survey stated

that publishing Actions comes with many advantages such that Actions are eas-

ily discoverable (27.27%), attract contributions (27.27%), and become reusable (25%).

Open-source collaboration often results in improved code quality, which is another

reason (according to 11.36% participants) for publishing Actions (see Table 2.4).
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“ Publishing to the marketplace increases an organization’s visibility and at-

tracts prospective clients/talents. It also helps an individual in building their

resume. Besides, going open source can greatly improve the quality of code.

SP-19 ”

“ Re-usability, and reduction of effort in creating new, similar workflows.

SP-80 ”

However, when asked if they published their Actions on the Marketplace, the

majority (56.82%) of the responses were negative due to various reasons (see sec-

tion 2.4.4).

Primary tasks that are being automated(69): Most developers (73.91%) are in-

tegrating GitHub Actions in their workflows for more than one task. While Ac-

tions were originally introduced by GitHub for automating CI/CD tasks within

the repositories [61], [64], there is a shift in the usage direction. Only two devel-

opers explicitly mentioned CI/CD among their automated primary tasks. Rather,

developers use Actions to automate Testing (28), Build (26), Deployment (22), and

Release (19) - essentially creating their CI/CD pipeline individually and by plug-

ging together different products. Developers also use Actions for code review, lint-

ing, and benchmarking (see Figure 2.2).

Key Findings: Unmet functional (for 56.82%) and non-functional (for
36.56%) requirements were the most frequently mentioned motivation of
participants to create Actions. Testing has been the most frequently men-
tioned task that developers primarily automate using Actions. Getting more
visibility and attracting contributions for better quality is developers’ main
motivation to publish their Actions on the GitHub Marketplace.
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Figure 2.2: Tasks developers automate using GitHub Actions.

2.4.3 RQ2 - Decision criteria for developers to create and use Ac-
tions

Knowing why developers create and publish Actions, we now discuss how they do

it.

When do users decide to automate tasks(69): The majority of the Action users

(P+U) tend to automate a task in their GitHub workflow if the task is repetitive

(95.65%) or if the task has been automated in other repositories (47.83%). We also ob-

served that 33.33% of the participants automate tasks if it requires high precision.

Our survey participants also tend to introduce automation in their workflow if a

task is mission critical, boring, or takes too long to do manually (see Table 2.5).
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“ We try to automate anything mission-critical, where there is no room for hu-

man error.

SP-32 ”

Finding Actions for use(69): Knowing that 39.55% of Actions have never been pub-

lished on the Marketplace [59] but are repetitively used, we are interested to iden-

tify the channels where participants identify a proper Action for their use case (Ta-

ble 2.5). 68.12% of the users stated that they find Actions by internet search, YouTube,

forums such as Stack Overflow, followed by 62.32% users who browse GitHub Market-

place to find Actions. Surprisingly, developers are more likely to create their own

Action (39.13%) when they need one rather than browsing repository-specific sugges-

tions by GitHub (37.68%) or even relying on word of mouth from known connections

(20.29%). We observed that the least experienced developers (with less than a year

of experience) are most likely to create their own Actions instead of searching for

reusable Actions. While not a popular choice, 2.9% of users have said that they

check other repositories that have automated similar tasks.

“ I will identify if there are repos already created that have automated func-

tionality that I want to automate.

S-39 ”

Table 2.5: How developers decide, find, and use Actions and the challenges they
encounter (P+U69)

Tasks developers automate % of participants

Repetitive 95.65

Automated in other repositories 47.83

Requires high precision 33.33

Continued on next page
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Table 2.5 – continued from previous page

Mission critical 4.35

Not requires thinking 2.9

Takes long to do manually 2.9

How developers find Actions % of participants

Web, YouTube, social media, & forums 68.12

Browsing GitHub Marketplace 62.32

Creating own Action 39.13

Browsing GitHub’s suggestions 37.68

Word of mouth from known connections 20.29

Checking other repositories 2.9

Reason to switch between Actions % of participants

Found an Action of better quality 33.33

Created own action 26.09

Previous Action had bugs 26.09

Previous Action lacks documentation 23.19

Found an Action with more features 21.74

Found Actions with more compatibility 2.9

Never switched between Actions 40.58

How developers write YAMLs % of participants

Modifying a previous workflow file 69.57

Using configurable templates by GitHub 50.72

Writing from scratch 49.28

Copying from websites or forums 43.48

Action documentation 1.45

Challenges in writing YAMLs % of participants

No challenges 39.13

Never configured YAML files 10.14

Syntax 11.59

Continued on next page
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Table 2.5 – continued from previous page

Debugging 8.7

Generalizability 7.25

Indentation 5.8

Missing Intellisense 4.35

Inadequate documentation 4.35

Learning curve 2.9

Other 5.8

Challenge in automating workflows % of participants

No challenges 40.58

Testing & Debugging 14.49

Complexity 8.7

Inadequate documentation 7.25

API limitations 4.35

Security concerns 4.35

Lack of support 2.9

Managing artifacts 2.9

Integration 2.9

Other 8.7

Prefer not to automate certain tasks? No. of participants

No 55

Yes 14

Preferring manual work 3

Reducing complexity 3

Cost/effort effectiveness 5

Security issue 1

Other 2

Choosing the right Action(69): At the time of writing this paper, there are 16,730

Actions on the GitHub Marketplace across 21 Categories while many others are
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Verified creator 16 21 6 14 3 9 0

More stars 14 20 13 12 3 6 1

More contributors 14 15 19 7 6 5 3

Better Description 9 9 17 20 6 8 0

Word of mouth 11 2 7 14 19 16 0
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Other 112 65
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Figure 2.3: Developer preferences for choosing an Action when there are multiple
Actions to choose from.

being used but not published on the platform [59]. In such a fiercely competi-

tive ecosystem, it is a challenge to find a proper Action. We asked our survey

participants how they chose an Action when multiple Actions are available for

a particular task. Figure 2.3 shows the factors and their priorities to our partici-

pants. Actions having verified creator often have an edge over competitors. 53.62%

of participants chose this factor as their first or second preference when choosing

between competing Actions. This is closely followed by factors such as more stars

and more contributors, each of which are chosen by 20.29% participants as their

first preference. Only 21.74% participants have chosen published on the marketplace

among their top four preferences. In fact, this factor is the most popular fifth and

sixth preference among Action users. Other factors mentioned by the participants

involved the quality of the actions and ease of code comprehension.

We studied all the results based on the varied experience groups of our par-

ticipants. However, these results were rarely significantly different between the

groups. 33.33% of the most experienced developers (10+ Years) chose word of mouth

as their first preference in contrast to 15.94% developers choosing this across all

35



groups. On the other hand, 50% of the least experienced developers chose better

description as their first preference compared to 13.03% developers choosing this

criterion overall. Also, Action providers put a higher importance on verified creator

while Action users prefer Actions with more contributors.

Switching to a different Action(69): In this competitive ecosystem, we were inter-

ested to learn the frequency and users’ decision criteria for switching to alternative

Actions. 40.58% (28 of 69) of our respondents stated they never switched between

Actions. This can be due to the lack of experience as 26 of these respondents have

less than seven years of experience. The others have switched to a different Action

because they found an Action with better quality (33.33%), more features (21.74%),

or better compatibility i.e. regular updates (2.9%). Users also switch to a different

Action when their previous Action have bugs (26.09%) or not properly documented

(23.19%). Interestingly, churningout due to in-house development of Actions was

the second-most popular reason for churning out (Table 2.5). Developers with 10+

years of experience most frequently switch Actions for this reason.

“ Another action kept providing updates while the original action lost its com-

patibility.

SP-69 ”
“ Action stopped supporting my required use case.

SP-32 ”
“ We decided to automate our code review and my senior developer had a

suggestion for a code review action which was reviewing and merging pull

requests in one.

SP-98 ”
Writing workflow (YAML) files(69): Users add a YAML script to their repository

for adopting and using an Action and configuring automation for their workflows.
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The success in adoption and proper use of any Action depends on these files.

Among our participants, modifying a previously used workflow file (69.57%), and using

configurable templates by GitHub (50.72%) are the most popular methods for writing

such files. Other than that, oftentimes users write from scratch (49.28%) or copy from

websites or forums such as Stack Overflow (43.48%) (see Table 2.5).

GitHub-hosted vs self-hosted runners(44): GitHub Actions are dependent on run-

ners to execute Action workflows. One can host their own runner and customize

the environment for Action workflows (self-hosted runners) or use GitHub vir-

tual machines (GitHub-hosted runners). 36.36% (16 out of 44) Providers (P) in the

survey stated that they use self-hosted runners (see Table 2.3). Developers use self-

hosted runners because they want to use machines they already paid for, create custom

hardware configurations, install software from local network, use an operating system not

offered by GitHub-hosted runners, or because they have specific security requirements.

Why developers do not automate certain tasks(69): To have a better picture of the

developers’ decision for automating development tasks, we asked users whether

they prefer not to use Actions at times. Only 14 out of 69 (20.28%) respondents

preferred not to automate certain tasks. Half of these developers (7 out of 14)

had more than 10 years of experience. Developers prefer not to automate tasks

when the task is not worth the cost/effort that goes into using Actions (5), or when

using Actions increases the complexity of their projects (3), poses security risks (1),

poor documentation (2), or simply because they prefer to perform certain tasks

manually (3) (Table 2.5).

“ I don’t use Actions when repositories are sensitive and I don’t want third

parties having access.

SP-76 ”
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Key Findings: The abandoned number of alternative Actions provides soft-
ware developers with multiple options for automating their tasks and the
majority (79.71%) wish to automate all the development tasks. Our study
shows that most often the developers tend to automate the repetitive tasks
within their software repositories and then either use online (web) search or
the GitHub marketplace to find an Action. In this context, the unfulfilled
non-functional requirements (65.32%) and the development of in-house so-
lutions (26.09%) motivate developers to migrate from one Action to another.

2.4.4 RQ3- Challenges for developers in creating, publishing, and
using Actions

Further, we investigated developers’ challenges in creating, publishing, and con-

figuring Actions.

Creating Actions(44): 75% of participating developers faced one or more challenges

in developing Actions. The most frequently mentioned challenge was the testing

ability of Actions where 25% of the developers faced difficulty to test and debug

their Actions (Table 2.3). According to 18.18% participants, limited resources i.e.

lack of documentation and support makes onboarding difficult for new develop-

ers. Developers also have privacy and security concerns (6.82%) as well as issues

with integrating Actions into workflows (6.82%). Developers also pointed to the lack

of proper monetization channels, the poor design of the Actions framework, lim-

ited GitHub APIs, and slow updating of GitHub runners (where Actions run) as

challenges in creating Actions.

“ GitHub Actions fail too frequently (especially with Windows runners) with

no clear explanation, and these errors are frequently not reproducible. Addi-

tionally, GitHub is too slow with adding new macOS versions to runners.

SP-71 ”
Publishing to the Marketplace(44): Not all Actions are available on the market-

place. The majority, 56.82% (25 out of 44), of the Action providers (P) in our survey
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Table 2.6: Debugging workflow (YAML) files and using GitHub Marketplace (U25)

Debug YAMLs by % of participants
Check Q/A forums such as Stack Overflow 92
Create a pull request/bug report for Action 36
Contact the Action developers 28
Ask on social media such as Reddit/Twitter 24
Problem with marketplace % of participants
No challenges 60
Searching for products 16
Hard to quality check 8
Less marketed 4
Does not use Marketplace 12

did not publish their product on the Marketplace. Nine out of these 25 developers

reasoned that publishing needs much time/effort while other nine developers did not

have permission to publish. Quite interestingly, the remaining five (out of 25) devel-

opers did not see the benefit in publishing while two said they did not know how to

publish (Table 2.4).

Configuring workflow (YAML) files(69): Configuring a workflow using a YAML

file is not a trivial task. 50.73% of Action users reported challenges in configuring

their workflow files. 11.59% of the developers have said that YAML file’s syntax

is confusing and error-prone and 8.7% developers have commented that YAML files

are difficult to test and debug. Another 5.8% of the participants struggle with inden-

tation rules. This is while others were challenged with the missing intellisense (i.e.

code completion, syntax highlighting) and inadequate documentation about how to

configure Actions using YAML (Table 2.5).

“ I am very used to having intellisense when I write code with any language, so

it was a bit challenging to write YAML without intellisense help on GitHub.

SP-11 ”

“ YAML is a bad for writing configuration code. It’s untyped, which frequently

leads to serious bugs in configuration code. I wish there was a statically-
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typed and more reliable alternative to YAML available and officially sup-

ported by GitHub Actions.

SP-71 ”

“ YAML is great to read, and a nightmare to write.

SP-72 ”

We asked survey participants where they look for information when facing an

issue with YAML configurations. 92% of the participants use Q/A forums such as

Stack Overflow while 36% users create a pull request/bug report in the Action repository

(Table 2.6).

Automating workflows using Actions(69): 59.42% of users experienced one or

more challenges in automating workflows using Actions. Users had issues as the

workflows are hard to test and debug (14.49%), too complex for some tasks (8.7%), and

have inadequate documentation (7.25%) (Table 2.5).

“ A typical day of working on GitHub actions is a pain. Having to make your

changes, hope it works, commit, push, launch the action, wait 10 min, see it

fail, continue.

SP-73 ”

“ There is a lack of tutorials and guides for GitHub Actions. It’s frequently

not clear how to achieve a certain configuration, and then it’s quite hard and

time-consuming to debug.

SP-71 ”

Using the marketplace(25): We asked the users and contributors if they faced any

challenges in using the GitHub Marketplace. Seven out of 25 participants stated it

is hard to search for products and hard to quality check. It implies that a review-based
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system such as the mobile app stores for GitHub Marketplace would be helpful

to the marketplace users. The marketplace currently shows the number of installs

for Apps and the number of stars for Actions, but these are not helpful metrics

for checking the quality of products. Other than that, one user was not aware of

GitHub Marketplace for a long time and felt that the marketplace was not marketed

enough (Table 2.6).

“ Marketplace does not provide an effective way to filter and sort based on

quality, version, contributions, etc.

SP-84 ”

Key Findings: Test-ability is the most frequently reported problem for cre-
ating and using Actions. The YAML programming language which is used
to develop Action’s configuration files was reported as buggy and hard to
test. Unfamiliarity with the syntax, not having code IntelliSense, and inad-
equate documentation about configuring Actions using YAML are the top
challenges GitHub users face with configuring workflows. Publishing on
the Marketplace is also time-consuming and developers refrain from it.

2.5 Discussion and Recommendations

Implication For Researchers: It only took GitHub Action 18 months to surpass

Travis CI, which had dominated the CI scene for over nine years [61]. Many

software tools are either being replaced by Actions or being integrated into and

packaged as Actions. Researchers can examine how the invention of Actions has

changed the ecosystem for software tools. So far, the research community has only

looked into the Actions from the users’ perspective, i.e. they systematically crawl

repositories that are using Actions (see Table 2.1). The field of automated software

engineering has been growing extensively. Distinguishing between the providers

and adopters is essential since Actions in their nature are atomic building blocks of

automation in practice. The actions provide a unique opportunity for researchers
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to evaluate the tasks that are being automated and the users’ feedback, usage, and

preferences within practice [86], [87]. In this study, we have highlighted the chal-

lenges developers face in automating workflows using Actions, such as Actions

being hard to test and debug, missing INTELLISENSE for configuration files, or

having integration and security issues. This also provides new opportunities to

explore the field of programming languages, and mining software repositories.

For the GitHub Actions team: 21 of our 90 participants do not use Actions, only

six of them know that Actions exist, but half of them are unaware of the benefits of

Actions. One respondent said:

“ I am not sure of the possibilities.

SP-59 ”
Limited resources is the second-most perceived challenge by Action creators (Ta-

ble 2.3). Action users mention inadequate documentation and lack of support as two

of the challenges in automating workflows. Although GitHub has extensive docu-

mentation for GitHub Actions3, it seems many practitioners are either unaware of

them or find them unhelpful. We asked developers about the challenges they face

in using the Marketplace. One of the responses was:

“ The marketplace isn’t as relevant, it took me so long to discover it even exists,

my developing career would be so easier if I did earlier.

SP-11 ”
62.32% of the participating developers search Marketplace to identify a proper

Action for their tasks. This is while only 21.74% of them state any preference in

using the Actions published on the Marketplace. This implied the power of Mar-

ketplace as a hub of gathering information but the characteristics of a multi-sided

3https://docs.github.com/en/actions
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platform are missed from the Marketplace which led to multiple trust and reuse

challenges [29]. Implementing stronger mechanisms as such to assist developers

in their decision-making is recommended.

Nine out of 25 (36%) developers who did not publish their Action on the mar-

ketplace said publishing takes too much time and effort. We also recommend GitHub

make publishing Actions to the marketplace less strenuous while also ensuring

that the process stays effective enough to enforce the best practices. GitHub Mar-

ketplace should introduce reviews similar to mobile stores that users can benefit

from community feedback. To the least, Marketplace should let users filter Actions

based on metrics such as the number of contributors, verified creator, etc.

For Action providers: Action providers’ #1 reason for creating new Actions in-

stead of reusing existing ones is the unavailability of the needed functionality for

a particular task. We found out that 39.13% developers create their own Action

when they require one while only 2.9% developers check if similar Action was

available in other public repositories (Table 2.5). Also, the second-most common

reason why developers switched to a different Action is that they created their own

Action. To leverage the re-usability to the fullest extent, we recommend that devel-

opers perform a thorough analysis of existing Actions before creating their own.

One alternative to creating would be to contribute to an existing Action, which is

likely to save time and improve re-usability. We also recommend that developers

publish their Actions to the Marketplace so that they get better visibility, more con-

tributors, and improved code quality. Furthermore, the structured status of YAML

files and the openness of the Action repositories makes it quite possible to use data

analysis tool to mine and compare the functionalities within the existing Actions.

For Action users: There are currently over 15,000 Actions across 21 categories in

the GitHub Marketplace. It is difficult for potential Action users to decide which

Action to use. Security concerns is one of the five major developer challenges when
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automating workflows on GitHub (see Table 2.5). In order to avoid accidentally us-

ing a compromised Action that might have had its code altered and might poten-

tially be used to steal secrets, GitHub suggests referring to reusable Actions using

their specific commit SHA4. As Decan et al. [60] pointed out, this recommenda-

tion is not followed in practice. Our survey showed that the developers who are

using an Action prefer verified creator, more stars, and more contributors when they

are choosing between Actions. To avoid security issues, GitHub recommends only

using actions whose creator can be trusted. We recommend that developers follow

GitHub’s security guides5 for GitHub Actions.

Although Borges et al. [88] warned about relying on the number of stars as

a metric for repository quality, stating that more stars could mean effective mar-

keting and advertising strategies and not necessarily solid software engineering

principles and practices. However, the number of stars remains a popular metric

among practitioners for evaluating repositories. Finally, more contributors indi-

cate a project is more active and better maintained. Therefore, we back our survey

findings and recommend potential Action users consider verified creator, more

stars, and more contributors when they are choosing between Actions.

2.6 Threats to Validity

External Validity: We used closed and open invitation strategies for our survey [89],

[90]. Closed invitations allowed us to have more control (such as inviting Action

creators). We further sent open invitations via social media channels. To have a

better understanding of the participants, we grouped them based on their famil-

iarity with Actions as well as their years of experience. We present our analysis

based on 90 complete responses, which should be generalized only in consider-

4https://docs.github.com/en/actions/security-guides/security-hardening-for-github-actions
5https://docs.github.com/en/actions/security-guides
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ation of these demographics and sample size. Nothing in the study specifically

limits replication on a bigger group of developers to make our conclusions more

robust.

Construct Validity: We used thematic analysis for the open-ended questions.

The accuracy of this analysis depends on the annotators’ accuracy and percep-

tion of classification. The exploratory design of the study could have introduced

researcher bias. To reduce this, annotators worked independently and within itera-

tions. Further, any disagreement was discussed and mediated.

Internal Validity: We designed our questionnaire in iterations where the initial

draft was tested with a small group for alternative form reliability and content validity.

Also, a later version was reviewed and tested for clarity, bias, and ethics by an

independent party. Yet, there is a chance that some survey participants interpret

the questions in different ways and find them unclear. Another threat could arise

from the arrangement of the options in a ranking-based question which biases

participants in choosing top-listed options. We ordered the questions in a natural

sequence and in an effort to clarify the context.

Conclusion Validity: We draw conclusions in our study based on a survey,

which can be inaccurate at times. Surveying software developers do not always

provide a comprehensive perspective of real-world practices [91]. However, sur-

veys have been prevalent as a research tool in software engineering. We see the

survey as a complementary tool for other types of study such as mining.

2.7 Conclusion

Despite the inherent interest of the research community in software automation,

there is not much known about the motivation and decision criteria of the Action

adopters. So far, the research community has focused on the quantitative anal-
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ysis of GitHub repositories to investigate the usage and adoption of GitHub Ac-

tions. This study aims to complement the current literature and look beyond the

statistics mined from repositories. Through a qualitative survey with develop-

ers, we present the motivation, decision criteria, and challenges in creating, pub-

lishing, and using GitHub Actions. Our results demonstrate the limited leverage

of GitHub Marketplace as a multi-sided market. Compared to what is seen in

the mobile app stores, developers refer to the marketplace as an aggregator and

for searching Actions. Rather, marketplaces should connect users and facilitate

feedback loops. Our findings help Action providers identify and improve areas

to improve their competitiveness. We believe this study also helps researchers

understand the status quo and conduct relevant research to facilitate automation

practices on software repositories such as GitHub. We found that configuring and

debugging the workflow YAML files is one of the most prevalent problems with

using Actions. An automatic workflow generator framework can help alleviate

this problem and make GitHub Actions more accessible to a larger audience.
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Chapter 3

GitHub Marketplace for Practitioners
and Researchers to Date

Abstract

GitHub, known primarily for its version control functionality through Git, launched

its own marketplace in 2017. GitHub Marketplace hosts third-party apps and ac-

tions to automate workflows in software teams. The GitHub Marketplace pro-

vides a unique source of information about the tools used by practitioners for au-

tomation in the Open Source Software (OSS) ecosystem. Automating development

processes in the OSS ecosystems has also been the subject of many research stud-

ies. This paper presents (i) the very first comprehensive mining of the GitHub

Marketplace, (ii) the systematic mapping of literature in automation in OSS and,

(iii) a multifaceted comparison between tools used in practice and the tools devel-

oped by researchers. We performed quantitative and qualitative analysis of 440

Apps and 7,878 Actions across 32 different categories in the marketplace on their

provider, platform, and user data. We also systematically gathered 515 research

papers between 2000 to 2021 in OSS automation and classified them according

to the automation categories, type of research, type of analytical tools, and their

reproducibility. The results of our comparison demonstrate the popularity of au-

tomation tools for Continuous Integration and Utilities among practitioners. Code
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Quality and Testing are the most popular automation domain among academics.

We also found that while researchers are highly focused on experimentation (51.5%

of the papers), the practitioners are mostly using exploration tools (67.2% of the

products) to identify ad hoc anomalies. This is whilst only 20.56% of the OSS au-

tomation tools published in academia are available, which compares with consis-

tent and convenient access to the practitioners’ tools through the GitHub Market-

place. Our study’s results help researchers close the gap between industry and

practice and show the path for further mobilizing our knowledge. Our results

help researchers build on top of the existing work, identify the practical relevance

of their research, and help practitioners navigate technology and find synergies.

3.1 Introduction

The software engineering community has been offering automation tools for de-

velopment teams. With the urge to help practitioners with their tasks, researchers

publish, develop tools, organize conferences, and discuss automation in software

engineering. Recently, GitHub offered a marketplace to gather and share automa-

tion tools for GitHub-hosted projects. Third-party developers provide tools on

GitHub Marketplace to automate workflows in software repositories. The major-

ity of these tools are open source. This provides us with the unique opportunity

to compare the alignment of our research effort with what is being used and of-

fered in practice to improve our knowledge mobilization efforts [92]. The software

engineering research community has also been concerned with the automation of

development workflows and providing decision support to assist software teams

in improving team productivity and product value. Yet, the GitHub Marketplace

has never been the subject of an investigation to evaluate the alignment or dif-

ference between research efforts (the published studies) and the practice (GitHub

automation tools).

48



Software marketplaces have been studied since 2012 from the engineering per-

spective. Harman et al. [32] provided an insight into the importance of the market-

place ecosystem for software engineering practices by investigating the mobile app

stores. Martin et al. [33] synthesized the research and development directions in

mobile app stores. Mobile app stores enable developers to distribute content while

establishing a communication channel between users and developers via ratings

and reviews [33]. The results of Martin et al. synthesis in 2017 showed that the

research in mobile app stores covers a spectrum of analytics ranging from code to

users. Similar to mobile app stores, GitHub automation tools (apps and actions)

on the marketplace also have technical and non-technical attributes.

GitHub Marketplace is a software repository that allows developers to provide

free or paid tools to GitHub users for automating their workflows1, in particular,

when hosted on a GitHub repository. Apps and actions are the two types of tools

in this marketplace. While both provide ways to build automation and workflow

tools, they each have differences2. GitHub actions are designed for automation of

customized individual tasks within a workflow3 including the automation for CI

pipelines, building, testing or deploying software applications. They are written in

YAML files and can be built as a Docker container or a Javascript snippet. GitHub

actions are free for users. GitHub apps are applications that GitHub users can

install on user or organization accounts. Apps can access certain repositories when

explicitly specified and allowed by the user4. Apps can be free or paid, or can

have multiple paywalls depending on their functionality. Apps and Actions are

categorized by their developers into up to three categories. These categories are

predefined by the marketplace and describe a high-level objective of the tools.

1https ://docs .GitHub .com/en/developers/GitHub- marketplace/GitHub- marketplace -
overview/about-GitHub-marketplace

2https://docs.GitHub.com/en/actions/creating-actions/about-custom-actions#strengths-of-
GitHub-actions-and-GitHub-apps

3https://docs.GitHub.com/en/actions/creating-actions/about-actions
4https://docs.GitHub.com/en/developers/apps/getting-started-with-apps/about-apps
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In this context, we answer three research questions (RQs):

RQ1- What category of tools are offered for automating development workflows,

and how do they compare in nature and popularity?

Why and How: To provide a better understanding of the attributes and data

structure within this repository, we mined the characteristics of apps and ac-

tions in the GitHub Marketplace and explained the status quo using all the

available fields in the repository and performed a comparative study wher-

ever appropriate.

RQ2- How have the automation tools for open-source software evolved in the

research community?

Why and How: We systematically gathered literature on automation tools

and techniques within the open-source ecosystem and compared the papers

over the years. Further, we mapped the topic of these academic studies into

the marketplace tool categories to enable comparison between research and

current practice.

RQ3- How do the automation tools in the marketplace compare with software en-

gineering literature in nature and popularity?

Why and How: We compared the state of the art with the state of the prac-

tice. To this end, we first gathered app and action information and extracted

a list of categories and frequency of coverage from the GitHub Marketplace.

We then performed a systematic literature analysis and mapped the papers

retrieved from our systematic search into the marketplace categories and dis-

cussed the gap and trends.

The gap between academic research and industry practice in software engineer-

ing has long been a matter of concern. Scholars have made various efforts to tackle
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Figure 3.1: Relation between the Research Questions in this study

this issue, including pedagogical endeavors [93], fostering collaboration through

mutual data exchange [94], [95], and improving feedback and collaboration pro-

cesses [96]–[98]. Different authors took a variety of approaches to analyze and

address this gap. For example, Santos et al. [99] explored the differences between

academic researchers and practitioners in software testing, Schmid et al. [100] con-

ducted interviews with practitioners and researchers from the SPLC5 community

to reflect on this, Ferreira et al. [101] showed this gap between software mainte-

nance techniques proposed by researchers and those used by practitioners. Fur-

ther, Garousi et al. [102] highlighted the need for software engineering research to

be relevant to industrial practice and discussed the challenges faced by the com-

munity in achieving this. While introducing the GitHub Marketplace, we take a

novel perspective to quantify the gap between research and practice in the context

of automation in OSS.

The widespread popularity of GitHub for hosting software repositories and

managing product releases, along with the abundance of workflow automation

tools, highlights the relevance of GitHub Apps and Actions in addressing real-

world software engineering challenges. These tools serve as a unique data source,

enabling us to observe practices, uncover pain points, and identify trends in soft-

5https://dl.acm.org/conference/splc
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ware automation. Our study involves comparing research studies in the software

engineering community with the automation tools published on GitHub Market-

place. This comparison helps us explore the gap between research and practice

in open-source software tools. While it is important to acknowledge that not all

GitHub Actions are available on the marketplace, this platform still offers a rep-

resentative collection of these tools. It is worth noting that our objective is not to

compile an exhaustive list of all papers or open-source tools discussing automation

in the software product life cycle. Rather, our aim is to provide a fair depiction of

the state of the art through systematic literature reviews and the state of practice

by mining the GitHub Marketplace.

Section 3.2 presents the related work. Section 3.3 describes the research method-

ology, including data extraction, synthesis, and analysis. Section 3.4 presents the

observations from mining the GitHub Marketplace. Section 3.5 shows the results

of the systematic mapping study. Section 3.6 provides the gap analysis. Section 3.7

provides discussion and future implications. Section 3.8 discusses the threats to

validity. Section 3.9 concludes this paper.

3.2 Related Work

GitHub Marketplace as a distribution platform of automation tools nor as a soft-

ware repository has not been discussed in the literature.

GitHub Marketplace includes apps and actions. We identified seven studies which

discuss workflow automation by mining the repositories which are using GitHub

actions. None of these studies have pointed to the GitHub Marketplace or used it

for data collection. In what follows, we briefly refer to the work done in software

engineering on the analysis of the marketplace and then discuss the mining studies

focused on GitHub actions.
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3.2.1 Mining GitHub Workflows

We could identify seven major studies analyzing the use of GitHub actions for

workflow automation. These studies retrieve a sample set of repositories and mine

the YAML files to understand how GitHub actions have been adopted by the users.

To this end, they randomly sampled a set of repositories and filter out the reposi-

tories that do not have action configuration files (YAML files). None of these studies

looked into the GitHub Marketplace as a software repository or as a means of sam-

pling.

In Study 1, Kinsman et al. [103] reported that developers commonly post is-

sues on GitHub asking for assistance with GitHub actions. They further used the

RepoReapers dataset [104]. As the result of mining 3,190 of such GitHub reposi-

tories, they showed that the adoption of actions increases the number of rejected

pull requests and decreases the number of commits in merged pull requests. In

Study 2, Wessel et al. [63] examined 1,489 Projects, and they found that 29.8% of

their sample adopted GitHub Actions, mainly to automate tasks related to utilities,

continuous integration, and deployment. The authors reported that the adoption

of GitHub Actions led to a longer wait time before a pull request was accepted

and an increase in the number of rejected pull requests. They also found that these

rejected pull requests had more commits while having fewer comments. Further-

more, the authors looked into how the communities discuss GitHub Actions and

found that developers frequently use GitHub Issues to ask for help with GitHub

Actions. Similarly in Study 3, Chen et al. [64] looked into how GitHub actions af-

fected the frequency of commits, pull requests, and issue resolution effectiveness.

They explored 6,246 Projects on GitHub and discovered that adopting actions de-

creases commit frequency, increases closed issues, and decreases the number of

pull requests. However, unlike [63], the authors found that adopting actions re-

duced the pull-request resolution latency. In Study 4, Decan et al. [105] studied
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67,870 Repositories for the reuse of actions. They found that the majority of them

were distributed by GitHub and belonged to the ‘Utilities’ or ‘Continuous integra-

tion’ categories.

While using different tools to clone repositories, all these four studies used a

similar approach for retrieving the usage of Actions. They considered a repository

being automated by Actions if they could find a YAML file in the ./github/workflows

directory of a GitHub project. By this, they focus on the usage of automation tools

and the tool users’ adoption process.

In Study 5, Golzadeh et al. [61] focused on continuous integration (CI) and an-

alyzed how the CI landscape had changed since GitHub actions were introduced.

As the authors studied how frequently CIs were being replaced by alternatives,

they found that GitHub actions attracted most of the migrations and took only

18 Months to overtake Travis CI in popularity. In this study, authors manually

analyzed documentation to find the path for YAML files. In Study 6, Mazrae et al.

[106] studied the migration of developers from other CI/CD tools to GitHub ac-

tions. They interviewed 23 Software practitioners and reported that developers

were gradually moving to use GitHub actions for better integration to GitHub,

better support of different platforms, and more reliability. In Study 7, Valenzuela-

Toledo et al.[65] examined types of GitHub action workflow modifications made

by developers in 10 Popular GitHub repositories. They manually reviewed 222

Commits pertaining to workflow alterations and discovered 11 distinct categories

of changes.

In Study 8, Benedetti et al. [75] investigated the security issues affecting action

workflows and implemented a methodology (GHAST) for automatically assessing

the presence of security issues in workflows. The authors used GHAST against 50

Open-source projects to provide an overview of the current security landscape of

action workflows. Lastly in Study 9, Koishybayev et al. [76] created a workflow
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auditing GitHub actions, GWChecker, to help mitigate common security errors in

the YAML configuration for CI/CD workflows. The workflow files are audited by

GWChecker for plaintext secrets using regular expressions, versioning tags, non-

verified actions or actions that are not available on the marketplace, and insecure

triggers.

3.2.2 Mining Marketplaces in Software Engineering

To the best of our knowledge, there is no existing literature on mining the GitHub

Marketplace within the software engineering field.

In recent years, app marketplaces have drawn a lot of attention among researchers

within the software engineering community. Harman et al.[32] pointed out that

app marketplaces were different from traditional ones (for example, they do not

have source code), and provided a framework for app marketplace analysis. Their

framework consisted of extracting and refining data, extracting feature informa-

tion from textual descriptions, as well as computing metrics for analysis such as

correlation analysis. They also analyzed the technical, customer, and business as-

pects of some apps in the BlackBerry app store. Chen et al. [107] proposed ARMiner,

a novel framework for app review mining, in order to extract valuable information

from user reviews with minimal human effort. After filtering out non-informative

reviews using a pre-trained classifier, they employed topic modeling and a rank-

ing scheme to automatically prioritize the informative reviews. Krüger et al. [108]

described a preliminary analysis of the Eclipse Marketplace with a view of pro-

viding a glance at open marketplaces as well as initiating further research. They

proposed to mine marketplace data to address questions such as who contributes

to successful plug-ins, in order to identify leading developers and communities,

leading to collaborations and new research directions. Li et al. [109] performed a

performance and usability evaluation of five open-source IDE plugins that identify
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and report security vulnerabilities. They investigated the types of vulnerabilities

these plugins could detect, the quality of detection, and the user-friendliness of

plugin outputs. They found a mismatch between the claimed and actual cover-

age of the plugins, while most plugins had a high false-positive rate, and were not

developer-friendly.

GitHub Marketplace is a platform where developers provide automation
tools (apps and actions). This marketplace has never been researched in
software engineering. This is despite the seven mining studies that were
conducted on a random or a convenient sample of repositories which are
using actions for automating their processes.

3.3 Research Methodology

Our goal is to identify the alignment and gaps between automation tools for open-

source repositories in practice and the ones offered by the research community.

Hence, our research methodology consists of three major parts. First, for RQ1,

we used empirical protocols to retrieve data and mine the GitHub Marketplace

software repository. We mainly used statistical methods to introduce this software

repository and derive observations. In RQ2, we performed a comprehensive liter-

ature analysis to extract the spectrum of software engineering research for automa-

tion tools in open source. To make the results of our literature study comparable

with RQ1 and perform a gap analysis, we used the GitHub Marketplace categories

as the schema to build a structure around the literature. Finally, for RQ3, we com-

pared the state of the art with the state of the practice by using our findings from

the previous RQs.
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Figure 3.2: Attributes on the GitHub Marketplace for apps (dark gray), actions
(light gray), or both (white). Each attribute is either defined by the developer,
platform, or user.

3.3.1 Process of Gathering Data from the Marketplace

To gather apps and actions from the GitHub Marketplace, we used Selenium6 (for

automated loading of the JavaScript components) along with Scrapy7 (as the main

web page crawler). Each web page loads only 1,000 Apps or actions. While this

had no implication for app data (since there are less than 1,000 Apps in the mar-

ketplace), this restriction meant that we could extract only a fraction of the action

data from a static page.

To avert this issue, we designed a set of knitted crawlers that not only started

from the marketplace’s main page but also took each action category as a scrapping

root. For most categories, there were less than 1,000 Actions on the marketplace,

thus we did not face any issues in gathering all the information. However, for four

6https://www.selenium.dev/
7https://scrapy.org/
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categories, there were more than 1,000 Actions. As a result, we used the embed-

ded marketplace data sorting options- ‘Best Match’, ‘Recently added’, and ‘Most

installed/starred’. Each sorting method displayed a different set of data, allowing

us to store additional actions not previously found.

Apps’ and Actions’ detail pages differ from each other. Also, actions have a free

outline and style using GitHub tools which each developer can design. To ensure

that we are gathering all the existing metadata for apps and actions, we parsed

through the different HTML header layers for apps and actions. As developers pro-

vide different levels of detail about each action, we created a unified list of all the

data entries provided across different actions on GitHub.

We could uniformly gather 11 Action attributes and 13 App attributes across the

marketplace. Figure 3.2 includes details of these attributes. Some of the apps and

actions had invalid URLs to their detail page, resulting in missing details for those

items. However, we kept a record of such items in our data collection process.

Figure 3.4 shows the categories for apps and actions. The results of this analysis

are presented in Section 3.4.

3.3.2 Protocols Used for Systematic Mapping Study

To answer RQ2, we conducted a systematic mapping study with a view of compar-

ing current trends in the open-source research community with the ones in prac-

tice. To perform this systematic study, we followed the guidelines of Peterson et al.

[110]. In its nature, systematic mapping is aimed at performing general analysis of

the topics and trends in the field, which perfectly serves the purpose of compari-

son between the state of the art and the state of practice we formulate in the RQ3.

Figure 3.3 shows an overview of this systemic mapping. In what follows we ex-

plain the protocols of the mapping process which resulted in manually analyzing

515 papers in this study.
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Source Selection

Our objective was to map the state-of-the-art software engineering to the current

categories of apps and actions in the GitHub Marketplace. As such, we chose broad

search terms to gather all the papers focusing on open-source software engineer-

ing. Our search query was as follows:

(“Software Engineering” OR “SE”) AND (“GitHub” OR “OSS” OR “open source”

OR “open-source.”)

Following previous studies, we gathered papers from five publication sources,

namely ACM Digital Library, IEEE Xplore, ScienceDirect, Scopus, and Inspec. To

ensure search quality, we applied two broad Inclusion criteria while performing a

search in these libraries:

Inclusion Criteria I: Studies must have been published between 2000 and 2021,

Inclusion Criteria II: Studies must have been published in journals or conference

proceedings. Overall, our initial search resulted in 11,741 Publications.

Overall, our initial search resulted in 11,741 Publications. We used a set of

heuristic exclusion criteria and narrowed down the search. We excluded the be-

low papers:

Exclusion Criteria I: Studies not presented in English,

Exclusion Criteria II: Duplicate studies,

Exclusion Criteria III: Studies that do not have software and its variations in title,

abstract, keywords and automation and its variations in title, abstract, and key-

words,

Exclusion Criteria IV: Studies having less than six pages,

Exclusion Criteria V: Studies not presented in the top 20 Publication venues ac-

cording to Google Scholar’s ranking8,

Exclusion Criteria VI: Studies providing a systematic review of the literature.

8https://scholar.google.ca/citations?view_op=top_venues&hl=en&vq=eng_softwaresystems
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Table 3.1: Selected publication venues from Google Scholar as used for exclusion
Criteria V and the final number of papers studied from each venue.

Rank Publication #Papers

1 ACM/IEEE Inter. Conference on Software Engineering 63

2 Journal of Systems and Software 99

3 IEEE Transactions on Software Engineering 101

4 Information and Software Technology 99

5 ACM SIGSOFT Inter. Symposium on Foundations of Software
Engineering

28

6 Empirical Software Engineering 32

7 IEEE Software 12

8 ACM SIGPLAN Conference on Programming Language De-
sign and Implementation (PLDI)

1

9 Mining Software Repositories (MSR) 9

10 IEEE/ACM Inter. Conference on Automated Software Engi-
neering (ASE)

49

11 ACM SIGPLAN-SIGACT Symposium on Principles of Pro-
gramming Languages (POPL)

0

12 Inter. Conference on Software Analysis, Evolution, and
Reengineering (SANER)

4

13 Proceedings of the ACM on Programming Languages 1

14 Software & Systems Modeling 3

15 Inter. Symposium on Software Testing and Analysis 3

16 IEEE Inter. Conference on Software Maintenance and Evolu-
tion

5

17 Software: Practice and Experience 4

18 Conference on Tools and Algorithms for the Construction and
Analysis of Systems (TACAS)

0

19 IEEE Inter. Requirements Engineering Conference 2

20 ACM SIGPLAN Symposium on Principles & Practice of Par-
allel Programming (PPOPP)

0

Total 515
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Figure 3.3: The process of our systematic mapping with the number of papers
retrieved at each step.

We retrieved a total of 515 Papers after applying the exclusion criteria. The

details of the number of publications are provided in Table 3.1.

Data Extraction and Synthesis

We performed three types of classification for the papers in our systematic litreture

review.

First, we used the schema of automated tools and analytics provided by Buse

and Zimmermann [111] to categorize each paper. They introduced nine different

types of analytical tools for development activities. They categorize the analytical

tools as exploration, analysis, or experimentation, while each tool can fall under

past, present, or future. We identified the analysis type of a paper by the time

frame it pertains to (Past, Present, Future) and the employed technique (Explo-

ration, Analysis, and Experimentation), as laid out by Buse et al.[112]. Trends,

Alerts, and Forecasting find important conditions by exploring past, present, and

future, while Summarization, Overlays, and Goals explain conditions in the same

time dimension sequence. Finally, Modeling, Benchmarking, and Simulation com-

pare alternative conditions in the past, present, and future.

Second, we used the taxonomy proposed by Wieringa et al. [113], which con-

tains five categories evaluation research (problem investigation in practice), so-

lution proposal, validation research, philosophical paper (offering a framework),

opinion paper, and experience paper (discussion of an author’s personal experi-

ence). We classified a paper into more than one research type wherever applicable.
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Further, we created a schema for the availability of the artifacts in these studies. We

evaluated if the automation tool or the data used for experimentation was available

or not. We also checked if the links were deprecated or not. As a result, we tracked

each paper that contained data and/or code and gathered the links if available.

Third, for a side-by-side comparison of the topics of automation in the open

source ecosystem in practice and in literature, we classified each paper based on

the GitHub Marketplace categories. Mobile app categories have proved to be a rep-

resentative label for identifying the core functionality of the products [33], [114].

Following that, we use categories to identify the core scope of functionality per-

ceived by the app and action providers in our study. In the GitHub Marketplace,

the product owner defined one or more categories for each app and action. Cat-

egories are a common practice in marketplaces that offer end users a convenient

way to find products and services and possibly compare and choose among dif-

ferent alternatives. GitHub apps and actions can be classified into one or more

categories.

We followed a protocol for the manual categorization of the papers. The first

two co-authors of the paper each carefully reviewed 515 Paper abstracts and cate-

gorized them into up to three categories. For the first classification, we compared

the results, and a total of 147 Disagreements were found in at least one of the cate-

gories. The two authors discussed these conflicts and could converge their opinion

for 39 of these papers. In the case that no agreement could be made, the third co-

author was involved. The third co-author was provided with the list of 108 Papers

and independently categorized them. Then, the categorized results were reviewed

by the authors, and the list was finalized.

As a result of this process, 53 Papers were identified by all the authors as irrel-

evant to the scope of this study and could not be mapped into any marketplace

category. Hence, the answer to RQ2 as detailed in Section 3.5 is based on 462
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Papers. For identifying the degree of agreement among the annotators, we cross-

annotated 80 Papers. The degree of Kappa’s agreement among the annotators was

for the first classification [111] and the agreement level was 0.77. For the second

classification based on research type [113], the Kappa agreement was 0.82. We

also calculated the Kappa level of agreement as = 0.71 for the third classification.

The Kappa agreement above 0.6 is considered a substantial agreement [115]. It is

worth noting that for the analysis of replicability status, the authors checked every

paper for the replication material (data and tools) and reported the status. This

was independent of the authors’ subjective opinion, and hence no disagreement is

expected.

3.3.3 Gap Analysis

We performed quantitative and qualitative comparisons to diagnose the gap be-

tween research and practice. We used the three schema from RQ2 to perform our

comparisons.

We were interested to understand and further compare with literature the nature

of core analytics provided by the Marketplace tools [111]. To this end, we used a

combination of NLP and manual processes. Buse and Zimmermann [111] schema

identifies the nine different analytical tools as the intersection between the time

stamp of the data (past, present, future) and the three insight types (exploration,

analysis, and experimentation). We used NLTK library to identify the tense of the

majority of the verbs in the app and action descriptions and formed a thesaurus

of vocabulary for each of the three insight types using the main paper [111] and

the WordNet. We tagged each paper in at most three categories. This automated

approach was not definitive but rather made the manual analysis easier. We then

manually went through the app and action descriptions and classified them into

the appropriate category using our best judgment. As a result, we categorized each
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tool at least on one of the nine categories introduced by Buse and Zimmermann

[111].

Also, we compared the population of researchers active in automating a particu-

lar software process (category). We calculated the number of distinct paper authors

and distinct app and action developers in our data of RQ1 and RQ2. We identified

distinct GitHub developers using their unique IDs. However, we found several

different formats for author names in our mapping study (RQ2). To avoid count-

ing duplicate authors, we performed substring matching to identify the different

formats of the same name. Further, to distinguish between distinct authors with

identical names, we performed a manual inspection of research profiles on the

internet by comparing their affiliations and co-authors. We highlighted categories

where a higher proportion of researchers are working compared to developers and

vice versa. We further analyzed the proportion of active individuals in automat-

ing each category process relative to the number of published papers (researchers,

RQ2) and products (developers, RQ1).

Further, we compared the popularity of studies with the products. As for the

popularity in practice, we used the average number of installs (for apps), and the

average number of stars (for actions) per each category as the proxy. For apps and

actions, we got the average number of installs and the average number of stars

per category by taking the total number of installs or stars for all apps or actions

in a category and dividing it by the total number of apps in that category. For the

academic popularity, we used GOOGLE SCHOLAR’s API and calculated the average

number of citations per year across all the papers mapped to each category. For each

paper, we divided the number of citations by the number of years from the time

they were published and calculated the average number of citations per category

as described for apps and actions (above). We ranked each category based on

these popularity proxies. Also, We compared co-occurrence and overlap between
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categories among the marketplace tools (RQ1) and the mapped studies (RQ2).

We also compared the perspective of researchers and practitioners on the rel-

evance and connection between different categories. New technologies and in-

novations appear from the synergy between topics. For example, Vasilescu et al.

[116] discussed approaches such as “related-by-usage" (two languages used by the

same authors in same projects) and “related-by-knowledge". Hence, we identified

the most active and inactive intersection between the categories. In addition, we

compared the content and description of marketplace tools with state-of-the-art

studies. We used the short descriptions and full descriptions of apps and actions

to extract the key topics in the marketplace (RQ1). In RQ2 we extract these topics

from the paper title and abstracts.

3.4 RQ1: Observations from Mining GitHub Market-
place

We introduce GitHub Marketplace and its data by RQ1 as we are the first study

on analyzing the GitHub Marketplace. To this end, we performed an explorative

study on all the available data attributes (see Figure 3.2) and performed compar-

isons whenever possible. In contrast to the known app stores for the research com-

munity, such as Google Play, the GitHub Marketplace provides a moderate degree

of customization for the developers. This results in non-unified information across

apps and actions within the marketplace. For instance, only 5.01% of apps provide

the information of their customers. In this study, we focused on the information

that is available for all the apps and actions.

We scraped 440 Apps and 7,878 Actions. However, we could not retrieve the

details of one app and 32 Actions due to HTTP status code errors. As a result, the

following observations are based on an analysis of 439 Apps and 7,846 Actions. We

discuss the results of our observations based on the characteristics of the platform,
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developer, and user attributes separately (see Figure 3.2).

3.4.1 Developers Attributes

Developer attributes refer to the information provided by the developers at the

time of publishing their products on the Marketplace. Names are unique identi-

fiers for products (apps and actions) on the marketplace. The name is limited to

255 Characters. Products cannot have the same name as an existing GitHub ac-

count unless it is the developer’s own user or organization name. For actions, the

name should not match an existing marketplace category nor can it have the same

name as a published action.

Categories

Each App and Action in the marketplace can be listed in one or two (primary

and secondary) categories by its developer. Currently, 32 Categories exist in the

marketplace. These tool categories and their definition as defined by the GitHub

Marketplace are provided in Table 3.2. There are two categories exclusive to Apps

and two are exclusive to Actions.

Table 3.2: Categories of apps and actions on the GitHub Marketplace.

ID Type Category Category Description

C1 Both API manage-
ment

Structure your API infrastructure to enable various inter-
net gateways to interact with your service.

C2 Both Testing Eliminate bugs and ship with more confidence by adding
these tools to your workflow.

C3 Both Utilities Auxiliary tools to enhance your experience on GitHub.

C4 Both Reporting Get insights into how your teams are developing software
using GitHub.

C5 Both Continuous
integration

Automatically build and test your code as you push it to
GitHub, preventing bugs from being deployed to produc-
tion.

Continued on next page
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Table 3.2 – continued from previous page

ID Type Category Category Description

C6 Both Publishing Get your site ready for production so you can get the
word out.

C7 Both Support Get your team and customers the help they need.

C8 Both Project man-
agement

Organize, manage, and track your project with tools that
build on top of issues and pull requests.

C9 Both Code review Ensure your code meets quality standards and ship with
confidence.

C10 Both Deployment Streamline your code deployment so you can focus on
your product.

C11 Both Chat Bring GitHub into your conversations.

C12 Action Community Tools for the community.

C13 Both Container CI Continuous integration for container applications.

C14 Both Dependency
Mgmt.

Secure and manage your third-party dependencies.

C15 Both AI Assisted Tools that are superpowered with AI (artificial intelli-
gence) to help you be a better developer.

C16 Both Open Source
Mgmt.

Running open source projects can be hard. Here are some
tools to make that process a little more fun and a ton more
manageable.

C17 Both Security Find, fix, and prevent security vulnerabilities before they
can be exploited.

C18 Both Monitoring Monitor the impact of your code changes. Measure per-
formance, track errors, and analyze your application.

C19 Both Code quality Automate your code review with style, quality, security,
and test-coverage checks when you need them.

C20 Both Localization Extend your software’s reach. Localize and translate con-
tinuously from GitHub.

C21 Both Desktop tools Developer tools that are run natively on your local ma-
chine.

C22 Both Mobile Improve your workflow for the small screen.

C23 Both IDEs Find the right interface to build, debug, and deploy your
source code.

Continued on next page
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Table 3.2 – continued from previous page

ID Type Category Category Description

C24 Both Mobile CI Continuous integration for Mobile applications.

C25 Both Code search Query, index, or hash the semantics of your source code.

C26 Both Code Scan-
ning Ready

Static analysis, dynamic analysis, container scanning, lint-
ing, and fuzzing tools that integrate with GitHub Code
Scanning SARIF Upload.

C27 Both Learning Get the skills you need to level up.

C28 Both Time tracking Track your progress, and predict how long a task will take
based on your coding activity.

C29 Action Game CI Tools for building a CI pipeline for game development.

C30 Both Backup Utils Utilities providing periodic backups of your GitHub data.

C31 App Content Att.
API

Tools that use the Content Attachments API.

C32 App GH Created Tools created by the team at GitHub with love.

Figure 3.4 shows the number of Apps and Actions in each category. We have

observed that Apps sometimes belong to more than two categories. 39 Apps have

three categories and two Apps have four categories. For Apps, the categories ’Util-

ities’ (118 Apps), ’Code Review’ (81), and ’Project Management’ (80) have the high-
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Figure 3.4: Each app or action is listed in one or more categories by its developer.
(a) shows the categories and frequencies for apps, and (b) shows the categories and
frequencies for actions.
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Figure 3.5: Frequency of categories appearing together for (a) apps and (b) actions
on the marketplace.

est population. ’Continuous Integration’ (2,554 Actions), ’Utilities’ (2,374), and

’Deployment’ (1,800) are the categories with the most number of Actions.

‘Utilities’ include the most number of Apps while ‘Continuous Integration’
has the most number of Actions in the marketplace.

We also investigate the frequency and magnitude of two categories appearing

together. Figure 3.5 demonstrates the frequency of categories chosen together for

Apps in Figure 3.5-(a) and Actions in Figure 3.5-(b). For Apps, the ’Code Quality’

and ’Code Review’ categories have the biggest intersection with 31 mutual Apps.

This is followed by ‘Utilities’ and ‘Project management’ with 26 Apps. For Ac-

tions, ’Continuous integration’ and ’Deployment’ appear together for 603 Actions.

The category ’Utilities’ pairs with all other (28 out of 29 Categories) Action cat-

egories except ’Code Scanning Ready’. ’Game CI’ (with three other categories),

’Code Scanning Ready’ (4), and ’IDEs’ (7) pair with the least number of other cate-

gories.
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‘Code Quality’ and ‘Code Review’ have the highest overlap in terms of Apps.
For Actions, ‘Continuous integration’ and ‘Deployment’ exhibit the highest
intersection.

We use these categories for mapping studies in RQ2.

Short and full descriptions

GitHub allows product owners to add brief descriptions for their products in the

marketplace to explain the product’s main functionality. GitHub suggests keeping

short descriptions at 40-80 Characters. 18.64% of the apps (82 out of 440) have short

descriptions of less than 40 Characters while 33.64% of the apps (148 out of 440)

have short descriptions that exceed 80 Characters. For Actions, 28.90% and 15.65%

have a short description length of below 40 Characters and above 80 Characters,

respectively. Figure 3.6 shows the distribution of the number of characters for apps

and actions.

Each product has a dedicated page and URL on the marketplace which includes

an elaborate description of the app or action. For apps, this full description should

consist of two parts: a required ‘Introductory description’, and an optional ‘De-

tailed description’9.

9https://docs.GitHub.com/en/developers/GitHub-marketplace/listing-an-app-on-GitHub-
marketplace/writing-a-listing-description-for-your-app#listing-details
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Figure 3.6: Number of characters in short descriptions for apps and actions on the
GitHub Marketplace
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Table 3.3: Top features in each marketplace category (extracted from the long de-
scription of products). The numbers in parenthesis stand for the frequencies of
each feature appearing in the product descriptions.

Category Top features

AI Assisted label issue (21), unit test (12), dependency conflict (11), search
code (4), code enhance (3)

API manage-
ment

api specification (15), api documentation (13), swagger ui (13),
performance test (5), schema change (3)

Backup Utilities backup repository (5), data retention (4), daily backup (3), run
workflow (3), cloud storage (2)

Chat send message (110), slack notification (76), custom message
(34), discord webhook (30), slack bot (29)

Code quality code coverage (113), run test (82), static analysis (72), code re-
view (27), automate code (5)

Code review linting process (64), code coverage (59), automatically merge
(6), test coverage (5), automate code (5)

Code scanning
ready

infrastructure code (4), code scan (4), check vulnerability (4),
automatically merge (2), automate deployment (2)

Code search issue create (7), unit test (5), code enhance (3), best practice
(3), search code (3)

Community api key (25), push branch (20), create issue (17), open source
(17), issue comment (14)

Container CI container registry (126), run docker (82), build image (74),
push image (61), machine learning (3)

Content Attach-
ments API

real time (3), account login (2), embed issue (2), team collabo-
ration (2), collaboration leanboard (2)

Continuous in-
tegration

docker image (347), run test (320), run workflow (206), docker
container (160), unit test (36)

Dependency
management

run test (54), project documentation (31), dependency conflict
(11), fix vulnerability (7), update dependency (6)

Deployment docker image (226), run build (136), cloud deploy (4), easy
build (3), automatic deployment (3)

Desktop tools cake script (12), UI test (5), desktop app (5), quick filter (5),
issue tracker (2)

Continued on next page
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Table 3.3 – continued from previous page

Category Top features

Game CI resource pack (11), optimize resource (5), build renpy (2), gen-
erate zip (2), file distribution (2)

GitHub Created jira issue (4), friendly bot (3), learn skill (3), post comment (2),
connect jira (2)

IDEs code editor (4), smart IDE (3), code deploy (2), app inspection
(2), sass solution (2)

Learning update readme (8), execute workflow (7), smart IDE (3), learn
skill (3), share knowledge (3)

Localization check spelling (5), generate translation (4), machine transla-
tion (4), google translate (4), continuous localization (2)

Mobile run test (26), android emulator (9), unit test (9), android app
(8), deploy apps (3)

Mobile CI run android (14), android emulator (8), android CI (7), upload
artifact (6), deploy apps (3)

Monitoring send notification (19), run lighthouse (16), html report (14),
graphql inspector (5), crash reporting (3)

Open Source
management

create workflow (31), close issue (25), label issue (29), post
comment (5), merge pull-request (3)

Project manage-
ment

create issue (68), label issue (59), create release (45), kanban
board (9), track progress (7)

Publishing create release (266), release note (178), docker image (132),
build deploy (102), release tag (94)

Reporting send message (52), unit test (50), slack notification (46), test
report (33), see dashboard (2)

Security security scan (53), scan repositories (51), security analysis (36),
fix vulnerability (25), static analysis (21)

Support support request (14), development support (13), label issue
(10), powerful analytics (3), customer service (3)

Testing unit test (103), test playbook (88), code coverage (66), test re-
port (47), test automation (6)

Time tracking todoist api (10), update readme (9), todo list (8), task organi-
zation (2), productivity growth (2)

Continued on next page
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Table 3.3 – continued from previous page

Category Top features

Utilities project documentation (159), docker image (128), create work-
flow (108), dependency conflict (11), pull-request review (8)

To understand the features offered by the tools in each category, we mined long

descriptions of all the tools in each category. Similar to the work of Al-Subaihin et

al. [117] on mining features from mobile app descriptions, we refer to a feature as a

claimed functionality mined from the product description. The most frequent fea-

ture of the products in the GitHub Marketplace is issue management. Categories

‘Project management’ (127 Mentions of this feature), ‘Open Source management’

(54), and ‘Utilities’ (53) all have products that offer a variety of this feature such

as open or close issues, label issues, find an issue, or comment on an issue using a

bot. Among these, issue labeling is the most prevalent feature. Unit test also

appears frequently in products from the categories ‘Testing’ (103), and ‘Reporting’

(50). Also, apps and actions in the marketplace which facilitate static analysis

mainly fall in ‘Code quality’ (72), ‘and Security’ (21).

The categories ‘Dependency management’ (17), ‘AI Assisted’ (11), ‘Utilities’

(11), and ‘Open Source management’ (6) all have products that help with managing

dependency. These products mainly aid developers in updating dependencies, re-

solving dependency conflicts, creating dependency graphs, and documentation.

A variety of products in overlapping categories also help developers with code

coverage, API documentation, automating deployment, detecting and fixing vul-

nerabilities in software, and building and maintaining Docker images. Table 3.3

shows the top features from each category and the frequency in which they appear

in product descriptions.
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Developers provide long and short descriptions for their tools on the mar-
ketplace. Analysis of these texts for extracting software features shows a
significant overlap between functionalities for different tool categories.

3.4.2 Platform Attributes

Al-Subaihin et al. [29] have explored the impact of platforms on software engi-

neering practices. While the study is only limited to mobile app development,

the impact of platforms on software is non-trivial. In this study, by ‘platform at-

tributes’ we are referring to the attributes defined and provided by the GitHub

Marketplace.

Developers

Overall, there are 5,928 Developers hosting their apps or actions in the market-

place. Among them, 368 published only apps, 5,509 published only actions, and

51 has both types of products on the platform. 20.70% (1,227) of the developers

have more than one product (app or action) in the marketplace. Azure has the most

number of products (one app and 35 Actions). This is also the highest number of

actions by one provider in the GitHub Marketplace. This is followed by Review-

dog with 25 Actions (but with no apps) on the marketplace. Devbotsxyz owns the

highest number of apps with five apps (but only one action).

Figure 3.7 shows the number of unique developers working on apps and ac-

tions in each marketplace category. ‘Continuous Integration’ (C5), ‘Utilities’ (C3),

and ‘Deployment’ (C10) are the top three categories that have the highest number

of active developers. This does not come as a surprise as these three categories

also have the most number of apps and actions in the marketplace.On average,

each developer has 1.40 Products (apps or actions) on the marketplace. For each

category, if we consider the ratio between the number of developers to the num-

ber of products (i.e apps or actions), ‘Continuous Integration’ (C5, ratio = 1.30),
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Figure 3.7: Number of developers (apps and actions) per category

‘Utilities’ (C3, r = 1.29), and ‘Code Quality’ (C19, r = 1.25) are ranked highest

among all the categories. The very close ratios for all the categories imply that the

majority of the developers (79.30%) in the marketplace tend to publish only one

tool regardless of the category.

3.4.3 User and Usage Attributes

In the GitHub Marketplace, the information on users and usage is not consistent.

In particular, the actions have information about the ‘number of stars’ while for

apps, the ‘number of installs’ are provided. We will refer to the apps with the

fewest number of installs as the least popular apps. Similarly, the least popular

actions are the ones with the fewest number of stars. In the context of our study,

while we use the number of stars and the number of installs as the most accessi-

ble user feedback, it is essential that the reader considers these limitations to this

interpretation [35].
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Figure 3.8: Distribution of number of installs for (a) apps and number of stars for
(b) actions on the marketplace

Apps’ Number of Installs

Due to GitHub’s mechanism of masking the number of installs for the ‘recom-

mended apps’, we only based our analysis in this section on 85% of the apps (374

apps out of 440) for which the number of installs is provided.

Figure 3.8-(a) is the Boxplot distribution of the ‘number of installs’ for apps. The

highest number of installs was 1.5 Million which belonged to GitHub Learning

Lab followed by Travis CI with 314,000 Installs. Slack + GitHub is the third most

installed app with 207,000 Installs. Among the top quartile of most installed apps,

three are developed by GitHub. On average, apps have been installed 7,530.12

times from the GitHub Marketplace. However, 92.25% of apps have less than the

average number of installs. The median number of installs is only 143.5. Among

the apps, the highest average number of installs belongs to the categories ‘GitHub

Created’ (with 594,500 Installs), ‘Learning’ (115,748.08), and ‘API Management’

(75,320).
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Actions’ Number of Stars and Contributors

GitHub users star repositories to keep track of the projects they find interesting as

well as to show appreciation to the repository maintainer for their efforts. GitHub

may recommend related content to a user on their personal dashboard based on

their starred repositories.

For this reason, users also star repositories in order to find similar projects on

GitHub. Many of GitHub’s repository rankings depend on the number of stars a

repository has10. Similarly, in our analysis, we also use the number of stars as a

popularity metric for the actions on the marketplace. Super-Linter developed by

GitHub has the highest number of stars for actions with 6,800 Stars. This is followed

by yq - portable YAML processor developed by mikefarah with 3,900 Stars. Fig-

ure 3.8-(b) demonstrates the distribution of the star ratings among actions. Azure

has the most number of actions (35 Actions) followed by Reviewdog (25). When

looking into the proportion of the number of actions in a category and the number

of stars, ‘Time tracking’ and ‘Community’ are the top two categories while ‘Game

CI’ and ‘Backup Utilities’ are the least popular.

Additionally, the marketplace lists all the contributors to an action. Contributors

are the software developers who open an issue, propose a pull request, or commit

any change to the default branch of an action repository. 7,111 Actions (90.63%)

in the marketplace have at least one contributor. 61.81% Actions have only one

contributor. On the other hand, a total of 145 Actions have 12 Contributors, which

is the largest number of contributors for actions on GitHub.

10https : / / docs . GitHub . com / en / get - started / exploring - projects - on - GitHub / saving -
repositories-with-stars
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We measured the popularity of apps and actions based on the number of
installs and the number of stars, respectively. The apps created by GitHub
(C32) and the apps on ‘Learning’ (C27) are the top two app categories with
the highest average number of installs. ‘Time tracking’ (C28) and ‘Commu-
nity’ (C12) have the highest average number of stars for actions.

3.5 RQ2: Mapping Studies of Open Source Software
Engineering Literature

In the previous section, we explored the status quo of the GitHub Marketplace,

which are the tools practitioners use in the open source ecosystem (RQ1). To ad-

dress the gap between academia and practice (RQ3), we performed a systematic

mapping of software engineering studies in RQ2. In this mapping study, we used

three schemas as described in Section 3.3.2.

First, we mapped the studies into the type of analytical tools introduced by Buse

and Zimmermann [7], answering the question (i) What are the types of analyti-

cal tools proposed in the context of OSS automation?

Second, we mapped the studies according to their research and evaluation type

as introduced by Wieringa et al. [44] and evaluated if the paper provides

artifact (data, code) and their availability, answering the question (ii) What

is the research and evaluation type of papers?

Third, we mapped the studies into the marketplace categories to perform a side-

by-side comparison of the areas of automation, answering the question (iii)

What categories of marketplace tool is presented in the papers?.

As discussed in Section 3.3.2, we gathered relevant papers on automation within

the open-source software ecosystem between the years 2000 to 2021. We discuss

the results of the mapping study in this section. Figure 3.9 shows the number
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Figure 3.9: Number of categorized papers within our systematic mapping study
(RQ2) in each year

of publications per year relevant to ‘automation’ and ‘open source software engi-

neering’ in the top 20 Software engineering venues. There is a steep increase in

the number of publications starting from the year 2009, and there is another peak

in 2015 onward. 12.62% of the papers were published in 2017 followed by 10.87%

published in 2021. There were 56 Publications in 2021, compared to only 16 Publi-

cations in 2011 (ten years period).

3.5.1 Mapping to the Types of Analytical Tools

Buse and Zimmermann [111] identified a set of analysis tools that translates well

into the information needs of practitioners. These tools either find important con-

ditions (exploration), explain the conditions in a diagnostic fashion (analysis), or

compare the alternative conditions (experimentation). Each of these analyses can

be carried out on the data from past, present, or target future predictions. Table 3.4

presents the distribution of papers across different categories of analytical tools.

When looking into the results, 66.2% of the analysis done by the researchers was
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Table 3.4: Number of mapped papers using the schema of analytical tools [111].

Tense Insight Tool Type Num. of papers

Past Exploration Trends 38

Present Exploration Alerts 19

Future Exploration Forecasting 63

Past Analysis Summarization 49

Present Analysis Overlays 26

Future Analysis Goals 31

Past Experimentation Modeling 82

Present Experimentation Benchmarking 35

Future Experimentation Simulation 11

retrospective in nature, aimed at addressing the question of “what happened?".

Moreover, 29.9% of the papers with automation tools discuss future predictions,

and 33.4% of these studies work on the present information.

Notably, the category with the highest number of papers is ‘modeling’, which

primarily involves retrospective experimentation to characterize normal develop-

ment behavior and extract insights from past processes, accounting for approxi-

mately 32.0% of the total papers. Furthermore, the researchers exhibit a notable

interest in ‘summarization’ tools, which involve capturing essential aspects of ar-

tifacts or groups of artifacts, comprising 21.0% of the total papers. Conversely,

‘simulation’, a type of analysis that aids in decision-making by evaluating dif-

ferent alternatives, is the least utilized category, accounting for only 4.1% of the

mapped studies. Interestingly, a significant proportion (51.5%) of the studies un-

dertake comparative analysis across alternative conditions. This approach serves

various purposes, including learning from previous work through ‘modeling’, es-

tablishing best practices through ‘benchmarking’, or conducting what-if analysis

via ‘simulation’. This highlights the researchers’ inclination towards exploring and
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Table 3.5: Number of papers in the mapping study using the research type [113]

Research type Num. of papers

Evaluation 269

Solution 204

Philosophical 47

Opinion 6

Experience 32

leveraging alternative conditions to gain insights and enhance their understanding

of the subject matter.

A significant majority (66.2%) of academic studies primarily focus on con-
ducting analytics on historical information. Conversely, experimentation for
the possible future scenarios (simulation) and the analysis of the present
state through interactive comparison (overlays) have the least popularity
among the researchers, with 4.1% and 7.4% of the studies mapped into these
categories.

3.5.2 Mapping of Research Type and Replication Status

The schema of research types by Wieringa et al. [113] introduces five different

types of research. Evaluation research investigates the implementation of the prob-

lem or a technique in practice. We systematically mapped 269 Papers (58.23%)

as ‘evaluation’ research. In comparison, 44.16% (204) papers are mapped into

‘solutions’. Solutions are the papers that propose a solution along with its rele-

vance, but the evaluation remains preliminary. We also found 47 ‘philosophical’

papers (10.17%) which offer new conceptual frameworks and 32 ‘experience’ pa-

pers (6.93%) with a focus on what happened without explaining why. Also, six

papers described the opinion of the authors and we mapped them as ‘opinion’

papers. Table 3.5 summarizes these numbers.

To provide an overview of the studies based on the first two mapping schema
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Figure 3.10: Papers in our mapping study: Research type and type of analysis. A
paper can belong to multiple analysis and research types simultaneously.

(research type and analysis type), we present a two-dimensional bubble chart in

Figure 3.10 where the size of the bubble is determined by the number of studies

corresponding to the x-y coordinates. 92 Studies are categorized under evaluation

research which uses modeling as their research technique to facilitate learning from

previous work. This is followed by ‘solution’ research that uses ‘modeling’ with

83 mapping studies.

Evaluation research and solution proposal stand out as the dominant re-
search types, comprising 58.23% and 44.16% of the studies, respectively.
Upon analyzing the intersection between the analytical tool type and the
research type, it became evident that the largest proportion (19.91%) of the
studies falls within the intersection of ‘modeling’ and ‘evaluation’. Addi-
tionally, the intersection of ‘modeling’ and ‘solution’ accounts for 17.97% of
the studies, followed by ‘benchmarking’ and ‘evaluation’ (11.26%).
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Figure 3.11: Replication Status of the papers in our systematic mapping study for
automation tools in open source

We evaluated if each paper was accompanied by any tool or data package. Fig-

ure 3.11 shows that 66.02% (305) papers in our mapping study did not have any

available artifacts. Out of these, 59 Studies include deprecated links to their arti-

facts. The remaining 246 Papers did not mention anything about the availability

of their tools/data or include a link. Only 62 Papers (13.42%) shared their dataset

publicly and even fewer papers (42) made their tool available (9.09%). Out of 462

Papers, only 53 Papers presented both their tool and dataset for the open-source

research community.

66.02% of the papers failed to provide access to any code or data artifacts.
This raises significant concerns regarding the reproducibility of the findings
within software automation.

3.5.3 Mapping into GitHub Categories

Following the systemic protocol procedure described earlier (see Section 3.3.2), two

authors independently mapped the papers included in the study into the app and
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Chat 1 1 2 3 7
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Dependency management 1 2 2 2 4 1 2 2 4 1 3 1 3 28

AI Assisted 2 1 1 1 3 2 4 6 4 7 7 10 7 7 7 15 84

Open Source management 1 1 1 1 1 2 2 5 3 2 3 5 27

Security 1 1 3 1 2 1 2 4 5 4 3 2 1 2 32

Monitoring 1 1 1 1 3 1 4 2 4 4 4 1 27

Code quality 1 1 3 3 4 3 4 6 5 2 4 8 8 10 11 18 10 11 13 15 140

Localization 1 1 1 1 4 1 1 2 2 1 15

Desktop tools 1 1 1 2 5

Mobile 1 1 2 1 3 1 9
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Mobile CI 1 1

Code search 1 1 1 3 1 5 2 1 4 4 6 1 5 5 6 46

Code Scanning Ready 1 1 1 2 1 1 5 3 1 1 1 3 21

Learning 1 1 1 1 1 1 1 1 1 1 3 13

Time tracking 1 1 1 1 4

Figure 3.12: Number of papers in each year per category. Categories with zero
number of papers were excluded from the heatmap.

action categories (32 Categories overall). In the mapping to the GitHub categories,

we excluded the ‘GitHub Created’ as this category only applies to actions and

not apps or papers. Also, the detailed mapping of each paper to each category

is provided in Appendix A. We also examined how often two categories appeared

together and how many papers the categories involved. Figure 3.12 shows the

heatmap of the number of papers per year in each category.

The category of ‘Code quality’ stands out as the foremost area of focus, compris-

ing 140 out of the total 462 papers. When we examine the distribution on a yearly
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Figure 3.13: Frequency of categories appearing together for the papers in our anal-
ysis

basis, the highest number of papers dedicated to discussing automation tools is

in ‘Code quality’ (18) for the year 2017, followed by the papers in ‘Code quality’

and ‘AI Assisted’ (15 each) in 2021. Figure 3.13 demonstrates the frequency of

categories chosen together for papers. The biggest intersection belongs to ‘Code

quality’ and ‘Code review’ with 31 Papers sharing these two categories. This is

followed by ‘Code quality’ and ‘Code search’ with 25 Papers. ‘Utilities’ and ‘Sup-

port’ each pair with 22 out of 26 other categories for papers, followed by ‘Code

quality’ (with 21 other categories). On the other hand, ‘Mobile CI’ pairs with only
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two other categories while ‘Desktop tool’ and ‘Chat’ each intersect with four other

categories, and ‘Time tracking’ appears together with five other categories.

‘Code quality’ emerges as the most extensively researched area among all the
categories. Within this category, papers have a significant presence in related
areas of ‘Code review’ (31 times) and ‘Code search’ (25 times), indicating
their close association. in ‘Code review’ (31 times) and ‘Code search’ (25
times).

To understand the contents of these papers in further detail, we extracted bi-

grams from paper titles and abstracts for all the papers per category. We followed

the same protocol and process as for extracting bigrams for tools on the market-

place (see Table 3.3). These bigrams represent the key features or phrases in each

category.

In literature, there are several common features that appear across multiple

categories. One such feature is bug reporting, which is found in 11 categories,

namely: ‘Project management’ (46 mentions), ‘AI Assisted’ (45), ‘Code quality’

(30), ‘Code review’ (27), ‘Reporting’ (22), ‘Support’ (20), ‘Code search’ (18), and

‘Monitoring’ (12). Another widely shared feature is requirement traceability,

which is the focus of papers in several categories. Specifically, ‘Code review’ (21),

‘Utilities’ (13), ‘Dependency management’ (11), ‘IDEs’ (10), ‘AI Assisted’ (10), and

’Localization’ (8) all have papers discussing the topic of requirement traceability.

Additionally, there are several categories that share papers facilitating static analysis.

These categories include ‘Code quality’ (14), ‘Code Scanning ready’ (10), ‘Utilities’

(6), and ‘Deployment’ (4), all of which have papers related to this topic. Lastly, the

topic of test automation is addressed in papers falling under the categories ‘Test-

ing’ (17), ‘Mobile’ (4), ‘Mobile CI’ (4), and ‘Open source management’ (2). These

common features and their presence across multiple categories highlight their sig-

nificance and relevance in the literature.
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Studies in different categories often discuss similar topics/features. The
most common feature in literature is ‘bug reporting’ (appearing in 11 cat-
egories) followed by ‘requirement traceability’ (six categories), ‘static analy-
sis’ (four categories), and ‘test automation’ (four categories).

We also looked into the number of distinct authors per category. We counted

a total of 1,434 distinct authors for 462 Papers in our mapping study. Figure 3.14

shows the number of individual authors in each marketplace category. ‘Code qual-

ity’, ‘Testing’, and ‘AI Assisted’ are the top three categories that have the highest

number of active researchers. These are also the top three categories with the most

papers. Similarly, the category ‘Mobile CI’ has the least number of papers (one)

as well as distinct authors (four). 25.54% of the papers (118 out of 462) have four

authors which is also the median number of authors per paper. 16 Papers out of

462 (3.46%) have only one author.

API management 46
Testing 331
Utilities 177

Reporting 122
Cont. integration 56

Publishing 58
Support 255

Project mgmt. 191
Code review 226
Deployment 28

Chat 28
Community 78
Container CI 0

Dependency mgmt. 102
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Security 125
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Code quality 401
Localization 55

Desktop tools 17
Mobile 40
IDEs 43

Mobile CI 4
Code search 152

Code Scan Ready 63
Learning 34

Time tracking 17
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Content Att. API 0
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Figure 3.14: Number of authors per category
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‘Code quality’ has the highest number of (401) distinct authors, Following
closely behind are the categories ‘Testing’ (331) and ‘AI Assisted’ (297).

3.6 RQ3: The Gap

We performed a systematic study of the marketplace and the literature to perform

a gap analysis in RQ3. We performed this comparison in three dimensions, (i) pop-

ularity of the automation tasks, (ii) type of analytical questions and tools in state of

the art versus the practice, and (iii) features and technologies in these automation

tools.

3.6.1 Comparison of Nature of the Analytical Tools

Multiple efforts were placed to address the "right question". Bagel and Zimmer-

mann [118] performed a holistic survey with developers at Microsoft to under-

stand the questions of interest in software teams and listed 145 Questions that

could be of interest to the community. Nayebi et al. [90] evaluated the require-

ments from release engineers for mobile app analysis. These efforts are often em-

ploying surveys to understand developers’ perceptions. Fernandez et al. [119]

performed a large-scale survey with practitioners to identify the pain points of

software requirements engineering. These are only a few samples of such surveys

to identify the studies relevant to real-world practices. Among all, the study of

Buse and Zimmermann [111] targeted the diverse information needed from stake-

holders and provided a spectrum of analytical tools, their importance, and the

difficulty of implementation.

The use of flat measurement does not provide deep insight. Layering several

types of analysis often increases analytical decision-making. To move beyond the

information toward insight, Buse and Zimemmrann [111] offered a spectrum of

analytical tools for software development activities. They invested in the infor-
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Figure 3.15: The number of marketplace products and the number of papers in
the spectrum of analytic tools for development activities adopted from [111]. Each
paper or tool can be categorized into multiple classes, and therefore the sum of
percentages can exceed 100%.

mation needs of decision-makers in software engineering teams. According to the

study of Buse and Zimmermann [111], the retrospective analysis of "How and why

did it happen?" is the most important analytical question among practitioners. Their

study showed answering "what will happen?" (in the future) is the most difficult

for practitioners. We adopted the same spectrum of analytical tools and manually

mapped the papers in our systematic mapping study into these categories (RQ2).

To perform gap analysis, we similarly identified the type of GitHub Marketplace

tools on the same analytical tool spectrum. Figure 3.15 demonstrates the percent-

age of papers and the percentage of marketplace tools in each of the nine categories

following the schema of analytical tools [111].

Overall, experimentation has less tool support in practice. Modeling, Bench-

marking, and Simulation all together have 3.41% of the tools of the marketplace.

The least number of tools and paper both belong to the Simulation category. Sim-

ulations assist development teams with identifying the best and the worst-case

scenarios and assist the managers with contingency planning. Simulation is also
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among the more difficult analytical categories for tool development, according to

Buse and Zimmermann [111]. Experimentation has the highest number of papers

overall. 51.5% of the papers in our literature review for automation in the open-

source ecosystem belong to experimentation. On the flip side, 64.9% of the mar-

ketplace tools target exploration (i.e., Trends, Alerts, and Forecasting) to identify

important conditions in software projects. This compares with the 39.2% of the

papers in this category. Analysis (i.e., Summarization, Overlays, and Goals) has

38.8% of the papers and 29.4% of the tools.

Experimentation tools for Modeling, Benchmarking, and Simulation are the
least popular among practitioners but has the highest proportion (51.5%) of
the research papers. It appears that the majority of the tools (67.2%) in the
marketplace are focused on exploration and finding important conditions in
a repository (Trends, Alerts, and Forecasting).

Modeling demonstrated the most significant difference between research and

practice activities. Modeling tools build a representation of the historical activities

of a repository for the purpose of comparison. We could map 32.0% of the stud-

ies from our literature review to this category, while only 1.1% of the marketplace

products are considered modeling tools. On the flip side, the marketplace automa-

tion tools are highly in support of Alerts. Alerts refer to the analytical tools that

report anomalies in the course of the project life cycle. We could map 10.6% of the

studies in our literature to this category, which shows there is a 43.7% percentage

difference between our efforts in academia and practice.

Researchers and practitioners demonstrate distinct emphases, particularly in
the areas of ‘Alerts’ and ‘Modeling’ tools. The majority of marketplace tools
(54.3%) are dedicated to ‘Alerts’, whereas researchers primarily concentrate
on ‘Modeling’ tools, accounting for 32.0% of the research papers.
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3.6.2 Tool Availability

The GitHub marketplace enlists tools that are available. Occasionally, some of

these tools might be taken out of the marketplace by their providers. Hence, How-

ever, the marketplace involves multiple tools for automating the same task by dif-

ferent developers. This leads us to believe that for major workflows, alternative

solutions are offered in the marketplace [120].

On the other hand, 66.02% of the papers discussing automation tools had no

code or data associated with them. Among the rest, 20.56% provided some code

associated with their study. 54.74% of these available tools were published after

2017 (the year the GitHub Marketplace was introduced). Among these available

tools, 72.63% are available as a fully open source repository hosted on a third-party

platform like GitHub (50.53% of them), BitBucket, or Sourcer. The rest are hosted

on university domains or personal websites.

Currently, only 20.56% of the automation tools developed by researchers for
open-source ecosystems are available to the public. Almost half of these tools
are hosted on personal domains. This is compared with a pool of available
tools for automation governed by the marketplace.

3.6.3 The Popularity of Automation Tasks

We chose three approximations for measuring and comparing the popularity of

particular information tasks between academia and practice;

First, we compared the number of publications with the number of tools offered

in each of the categories (See Figure 3.16-b),

Second, we compared the number of GitHub tool developers with the researchers

published in the tools offered in each category in GitHub to the number of

papers (See Figure 3.16-a),
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Figure 3.16: Difference in (a) the number of practitioners and the number of re-
searchers (red shows a higher percentage of researchers working in a category,
while green indicate a higher percentage of practitioners); and (b) the percentage
of products (green) and papers (red) in each category.

Third, we compared the number of downloads and stars for GitHub tools with

the number of citations of publications (See Figure 3.17).

First, we calculated the percentage of the papers and the marketplace products

(apps and actions) in each category. The difference is less than one PERCENTAGE

POINT (PP) for nine categories and more than 10 pp for seven other categories.

The distribution of papers and marketplace products varies greatly across cate-

gories. For example, ‘Continuous Integration’ is the #1 and #4 category for actions

and apps, respectively. However, this category contains only 16 (3.46%) papers

and is ranked 17 out of 27 Categories with at least one paper. On the other hand,

22.51% (104) Papers in our mapping study fall under the ‘Testing’ category, while

only 5.92% (26) Apps and 8.44% (662) Actions on the marketplace fall under this

category. 10 Categories have a higher percentage of marketplace products. This

difference is more than 15 pp for categories ‘Continuous integration’ (28.28 pp),

‘Deployment’ (20.42 pp), and ‘Utilities’ (19.64 pp).

In contrast, ‘Code quality’ (19.09 pp), ‘AI assisted’ (17.17 pp), ‘Testing’ (14.21

pp), ‘Support’ (13.7 pp), and 17 other categories have a higher percentage of mapped
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papers into these categories compared to the percentage of marketplace products.

There were four11 categories on the GitHub Marketplace for which we did not find

any papers within our systematic mapping study, namely ‘Container CI’, ‘Game

CI’, ‘Backup Utilities’, and ‘Content Attachments API’. Barring these four cate-

gories, ‘Mobile’, ‘Time tracking’, ‘API Management’, ‘Desktop tools’, ‘Mobile CI’,

and ‘Dependency management’ had the least percentage point difference (ranging

from 0.2 pp to 0.98 pp) between the proportion of the papers and the marketplace

products. Figure 3.16(b) shows the percentage of the number of papers in the mar-

ketplace versus the systematic mapping.

There is a considerable difference in the distribution of papers and market-
place products across categories. ‘Continuous Integration’ and ‘Code qual-
ity’ are notable examples, with the former having a high percentage of mar-
ketplace products (pp = 28.28) and the latter having a high percentage of
mapped papers (pp = 19.09).

Second, we looked into the distinct number of developers. There are 1,434 dis-

tinct authors and 5,937 distinct developers in our dataset of 462 Papers and 8,318

GitHub products (440 Apps and 7,878 Actions). We presented the number of de-

velopers (Figure 3.7) and the number of authors (Figure 3.14) per category in RQ1

and RQ2, respectively. By comparing the two, we found that researchers and prac-

titioners are interested in different subject categories. Figure 3.16 shows the per-

centage point difference between the contribution of researchers and practitioners

for each category. For eight categories, there is more than 10 PERCENTAGE POINT

(PP) difference between the percentage of researchers and practitioners.

20.71% (297 out of 1,434) Researchers are publishing in the ‘AI Assisted’ cate-

gory. In contrast, only 1.15% (68) Developers are building apps and actions in this

category (this implies a 19.56 difference in the Percentage Point (pp)). We have

11Excluding ‘GitHub Created’ which we do not consider for the gap analysis for aforementioned
reason
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Figure 3.17: Category rankings based on three factors: the average number of pa-
per citations per year (left), the average number of app installs (middle), and the
average number of action stars (right).

similarly striking gaps between the percentage of authors and developers work-

ing in the ‘Support’ (15.86 pp more authors) and ‘Code quality’ (15.43 pp more au-

thors) categories. 21 Categories out of 32 have a higher percentage (ranging from

0.53 pp to 19.56 pp higher) of authors compared to the percentage of developers

working in those categories. On the other hand, only 3.91% (56) of the authors are

publishing in the ‘Continuous integration’ category compared to 34.23% (2,032)

of the developers contributing to the marketplace in this category. Glaring gaps

such as this, where a higher percentage of developers are involved compared to

researchers, also exist in other categories such as ‘Deployment’ (23.67 pp more de-

velopers) and ‘Utilities’ (20.3 pp more developers). Categories with the least differ-

ence between the proportion of researchers and developers are ‘API Management’

and ‘Time tracking’ (both having 0.53 pp more researchers), ‘Desktop tools’ (0.63

pp more researchers), ‘Mobile’ (0.72 pp more researchers), and ‘Mobile CI’ (1.1 pp

more developers).
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While developers are the providers and publishers of the actions, “contribu-

tors" can make changes to these open-source projects as well. Besides having a de-

veloper, most actions (90.63%) in the marketplace have one or more contributors.

64.49% of these contributors are working in the ‘Continuous integration’ category

compared to 3.91% of the authors. Categories ‘Utilities’ (41.37 pp), ‘Deployment’

(39.75 pp), and ‘Publishing’ (19.75 pp) have considerably more percentages of con-

tributors compared to authors. On the other hand, ‘AI Assisted’ (21.85 pp), ‘Sup-

port’ (17.49 pp), and ‘Code search’ (10.63 pp) have a higher percentage of authors

than contributors on the marketplace.

In the open-source community, there exists a notable divergence between the
research and practice domains. Researchers predominantly concentrate their
efforts on enhancing ’Code quality,’ whereas practitioners exhibit a strong
inclination towards ’Continuous integration.’ Remarkably, we observed a
significant discrepancy of more than 10 percentage points in active partici-
pation between researchers and practitioners in a quarter of the categories
(eight out of 32).

Third, we compared the usage and popularity of these topics. Figure 3.17 shows

a bump chart that compares the rankings of categories based on the average num-

ber of paper citations, app installs, and action stars. The more popular categories

in each column are shown on top while the least popular categories are on the

bottom. The category ‘Mobile CI’ displays the most striking gap in popularity be-

tween researchers and practitioners. It is ranked 2nd and 3rd in terms of average

installs and stars, respectively, while appearing at the 26th position in the average

citation ranking (one paper compared with 91 Actions). Time tracking’ is another

category that is significantly less popular among researchers (#25) compared to

practitioners (#1 among action users and #5 among the app users). ‘Container CI’,

‘Desktop tools’, ‘Monitoring’, and ‘Dependency management’ are other categories

that are more favored by practitioners when compared to researchers. On the other
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hand, categories ‘Code review’, ‘AI Assisted’, ‘Code search’, ‘Testing’, and ‘Sup-

port’ are more popular among researchers than both app and action users. The

category ‘Game CI’ ranks #30 (out of 31) in all three metrics, making it one of the

least popular categories both in research and in practice. ‘Content Attachments

API’ (#31) and ‘Backup Utilities’ (#29) are also unpopular among researchers and

action users although the categories rank 9th and 19th, respectively, in terms of the

average number of installs.

Among the popularly used categories in the GitHub Marketplace, ‘Mobile
CI’ shows the biggest gap compared to popularity in use and referral with
researchers. On the flip side, ‘AI Assisted’ papers are highly cited among
researchers having the largest difference compared to the popularity of ‘AI
Assisted’ tool usage in the Marketplace. ‘Game CI’ is equally the least used
and referred to by both researchers and practitioners.

It is essential to note that there is an imbalance between the number of actions

and papers in certain categories. ‘Continuous integration’, and ‘Deployment’ are

two of the top three categories based on the number of developers. While there

are 30 Action categories in the marketplace, GitHub actions were first introduced

as an alternative to CI/CD services for GitHub repositories [105]. For this reason,

it comes as no surprise that these categories are far more dominant in terms of

the number of products. The other category, ‘Utilities’, also includes marketplace

products related to CI/CD. These three categories also pair frequently between

them for the products in the marketplace (see section 3.6.4). This as well results in

more developers being involved in these categories.

3.6.4 Overlap Between Categories in Literature and in the Mar-
ketplace

The emergence of numerous technical innovations can be attributed to the pow-

erful synergies that arise from the intersection of various models and techniques.
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Figure 3.18: The intersection between categories is not equal in the state of the art
and state of practice. The left Venn diagram (green) shows the largest overlaps
between the marketplace categories (RQ1). The right (red) shows the biggest over-
laps between the mapped studies (RQ2).

These intersectional synergies play a pivotal role in driving advancements and

breakthroughs in both the marketplace and the field of open-source software en-

gineering. As highlighted in Section 3.4.1, the marketplace allows for Apps and

Actions to be listed under multiple categories. Similarly, we have categorized each

paper into multiple categories. Our investigation focused on examining the inter-

sections between these categories within the marketplace and the field of open-

source software engineering literature. This analysis revealed that numerous tech-

nical innovations emerge from the synergistic combination of models and tech-

niques.

Most frequently, ‘Continuous integration’ and ‘Deployment’ appear together in

7.51% (622 out of 8,285) Products in the marketplace, followed by ‘Continuous in-

tegration’ and ‘Utilities’ which are shared by 5.65% (468 out of 8,285) Products.

However, in literature, we did not find any paper that falls under both ‘Continu-

ous integration’ and ‘Deployment’. On the other hand, ‘Code quality’ and ‘Code

review’ are most frequently shared by studies in literature, appearing together

in 6.71% (31 out of 462) Papers (see Figure 3.13). In contrast, there is no app in

the marketplace that falls under both of these categories, and only 0.04% of ac-
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tions share these two categories. Figure 3.18 shows the top three intersections of

categories in the marketplace and in literature. The categories ‘Continuous inte-

gration’, ‘Utilities’, and ‘Deployment’ make up the top three pairs of categories

shared among the marketplace products. These three categories also contain the

most number of actions. Similarly, the three categories that feature in the most

frequently shared categories in the literature- ‘Code quality’, ‘Code review’, and

‘Code search’ are ranked #1, #7, #8, respectively, based on the number of papers

per category.

The overlap between categories varies greatly in the marketplace and in lit-
erature. ‘Continuous integration’ and ‘Deployment’ has the largest inter-
section in the marketplace (appearing together 622 times) while never over-
lapping in literature. In contrast, ‘Code quality’ and ‘Code review’ overlap
frequently in the literature (31 times) but scarcely in the marketplace (three
times).

3.6.5 Qualitative Comparison of Automation Tools in Research
and Practice

The marketplace products under the ‘AI Assisted’ category help with code enhancement

(three mentions in product descriptions) while the studies mapped under this

category discuss the task of code generation (5). Code enhancement tasks in-

clude improving code readability, fixing bugs in code, adding code comments,

etc. On the other hand, code generation helps with producing situation-aware and

business-aware applications or creating software for embedded systems, among

other use cases. For ‘API Management’, both literature and marketplace products

assist with API documentation and API specification. The marketplace offers

products under ‘Dependency management’ that aid developers in finding and re-

solving dependency conflict (11) as well as updating dependency (6). Similarly,

literature in this category proposes tools that help with co-changing dependency

(4).
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The features unit test and test automation are common among both litera-

ture and marketplace products that fall under the ‘Testing’ category. While ‘Code

Scanning ready’ has products that facilitate code scanning (4) compared to pa-

pers that propose static analysis (10) and dynamic analysis (6) techniques,

they both help with checking security-vulnerability. Products and papers un-

der the ‘Publishing’ category help developers with their software releases. While

the marketplace offers apps and actions that facilitate release creation (266),

generating release-notes (178), and release tags (94), the literature discusses

more efficient release scheduling (4). Both products and papers offer tools for

cloud deployment. ‘Code quality’ also has products and papers that help with

static analysis. As for the ‘Code review’ category, the marketplace has products

for automatically merging pull requests (6), test coverage (5), code linting

(64), and a variety of other use-cases. Literature, on the other hand, discuss code

analysis (14), program comprehension (14), bug reporting (27), etc under this

category.

For ‘Community’, the marketplace offers products for automatic issue creation

and bot comments on issues. On the other hand, the literature discusses using

issue reports (7) to identify duplicate issue reports or to label issues. For

example, Di Sorbo et al. [121] analyzed over 6,000 Issue reports in 279 GitHub

projects to investigate the nature of ‘wontfix issues’ and experimented with pre-

dicting ‘wontfix issues’ based on the title and description of issue reports. In

the ‘Learning’ category, marketplace helps with learning skills and sharing

knowledge, in comparison to literature which helps with knowledge acquisition

(2). In the ‘Monitoring’ category, there are tools in the marketplace that help with

crash reporting or sending notification. The mapped studies focus more on

crash localization (3) and crash reproduction (5). For ‘Security’, the market-

place has tools for security analysis, and fixing vulnerability while the lit-
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erature also discusses code analysis (5) and detecting vulnerability (14).

3.7 Discussion and Implications

To summarize, this paper involves three main contributions.

First, we performed the very first study on analyzing the GitHub Marketplace.

The study of marketplaces has been of interest in the software engineering

community since the emergence of mobile app stores. While there have been

intense ongoing research and case studies in the domain of open-source soft-

ware engineering, the marketplace, which is the platform for officially shar-

ing automated tools for the open-source ecosystem, has never been studied.

By analyzing the marketplace, we believe the research community can invest

in mining this repository to gain more insight into different interactions and

requirements within the open-source software community.

Second, we presented the results of a systematic mapping study of the literature

in automation within the open-source community. We mapped the studies

based on their research type, their type of analytical tool, and their subject

category. There are multiple studies in the context of open source [122][123][124].

However, ours particularly provides a mapping to the perspective as seen of-

ficially by GitHub and the open-source developers and is the first to evaluate

the types of analytical tools in this context.

Third, we performed a comprehensive comparison between our findings from

mining the marketplace and performing the mapping study. This compar-

ison of state-of-the-art and state-of-the-practice demonstrates and quantifies

the difference between the research perspective and practitioners’ perspec-

tive for automation in the open-source ecosystem.
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A new software repository for mining - GitHub Marketplace is a software repos-

itory that has not been mined and presented in the software engineering research

community. The marketplace is forming a two-sided platform (similar to the mo-

bile app stores) where it provides visibility to both app developers and their users.

The marketplace provides a combination of qualitative and quantitative data that

can be of interest to many in the community. Most interestingly, in contrast to

the mobile app stores, not only are the providers software developers but also the

users are in software teams and are developers as well.

Relevance of research studies to practice - The community has known and ac-

knowledged the gap between academia and industry. Lo et al. [125] gathered 571

Papers from ICSE and ESEC/FSE venues and asked practitioners to annotate their

relevancy. The results showed that for 71% of all ratings, the publications were con-

sidered essential or worthwhile while emphasizing the room to improve the rele-

vance and actionability of the research. This study later was replicated by French et

al. [126] and showed similar trajectory. On the other hand, Devanbu et al. [127] in-

vested and demonstrated that developers often hold strong a priori opinions about

several technical aspects which are not well supported by evidence. Such beliefs

formed by subjective understanding and personal experience are error-prone. In

a follow-up article [128], they echoed the concern of many researchers, “Our life’s

work, embodied in research papers, counted so little toward forming the opinions

of professional practitioners at one of the world’s leading software companies?”.

Further, a more recent study by Shrikanth et al. [129] pointed to the disconnection

between the beliefs of practitioners and what we achieve with empirical research.

The authors advise practitioners and researchers to routinely evaluate their beliefs.

The community emphasizes performing relevant research for practitioners. The

lack of access to data from industrial players has made the open-source community

and projects the subject of many studies in the field. The research has been looking
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into the open-source software hosted on GitHub. Tools such as GHTorrent12 have

been designed to facilitate research in the field. We have been hopeful that working

on open source has at least gotten us closer to real-world issues. While many of the

studies start with a descriptive analysis of a sample of open source repositories, researchers

have not directly evaluated the relevance of research in open source. Our analysis of RQ3

does indeed show the gap between the researchers’ effort and the practitioners’

work in the open-source community.

Mobilizing research results to practice - We believe that the marketplace has the

potential to help knowledge mobilization if we focus our efforts in that direction.

The analysis and mining of the GitHub Marketplace (such as the one done in our

study) can provide researchers with access to a diverse set of perceptions. A deep look

into the developers’ ways of automating their tasks on repositories and observing

their actions can further reduce the bias of questioning and increase our leverage

in narrowing the gap. The conference tool tracks can encourage authors who are

researching in open source to provide their tools and techniques as an action within

the GitHub Marketplace. We think this is a straightforward and compatible way to

make a real-world impact and move above silos of research, each performing a case

study on a random set of open-source repositories. Further, actions being released

on the marketplace can also address the issue with replicability and reproducibility

of software engineering research.

In recent years, there have been centralized efforts along with several initiatives

to encourage the reproducibility of research results in the community. Confer-

ences offer tool tracks, and ACM13 systematically evaluates and offers reproduc-

tion badges. GitHub Marketplace could be a sustainable alternative to releasing

and maintaining tools. We argue that the marketplace provides a unique chance

to get further exposure to the practitioners’ world and ensure the relevance of the

12https://ghtorrent.org
13https://www.acm.org/publications/policies/artifact-review-badging
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tools we are offering in academia. We suggest that whenever applicable14, the con-

ferences and the tool tracks encourage authors to publish their open source tools in

the GitHub Marketplace. This is a proactive step toward reducing the knowledge

mobilization gap and validating the automation tools in real-world scenarios.

3.8 Threats to Validity

This study attempts to obtain a picture of the current state of research and practice

in the software engineering community. We have designed measures to elaborate

on the state of the art and practice and the mobilization gap. These measures,

however, have some threats to validity that we discuss below. We refer to the

validity types introduced by Wohlin et al. [62] to structure these limitations.

As for the conclusion validity, the threat of drawing wrong conclusions for RQ1

and RQ2 are low as the nature of questions is descriptive. We used conventional

statistical testing and visualizations to summarize our observations. We used cat-

egories as the main unit for our side-by-side comparison. As we used the mar-

ketplace categories and their definitions for our mapping study, we expect these

mappings do not pose a huge validity threat. However, the area of categorization

is fuzzy and one contribution (either the papers or apps and actions) can be catego-

rized in multiple areas. To provide the readers with further insight, we provided

an analysis of the intersection between the categories in Section 3.6.4. We used

ratings and the number of stars to analyze the popularity of apps and actions in

the marketplace (RQ1). The inaccuracy of these indicators has been discussed by

Ruiz et al. [35] for mobile apps. Also, Borges et al. [88] warned about relying on

the number of stars as a metric for repository quality- stating that more stars could

mean effective marketing and advertising strategies and not necessarily solid soft-

ware engineering principles and practices. These proxies and comparisons might

14Note that not all the automation tools are designed to automate GitHub workflows
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(a) (b)

Figure 3.19: Word clouds for the categories (a) Localization and (b) Utilities gener-
ated using full descriptions of apps in the categories

pose a threat to the validity of the conclusions we have drawn.

When it comes to our diagnostic evaluation of the gap between academia and

the industry (RQ3), there are a number of potential threats. We used the number

of papers and authors, as well as the number of apps, actions, and their developers

as a proxy for the extent of interest from the community. However, these measures

might not be an accurate proxy. Moreover, as time passes, the number of citations,

in particular, can be affected extensively. Similarly, the popularity (or the perceived

value by the user) is inaccurate and only acts as a proxy. To mitigate the risk,

we used the average number of citations among all the papers and the average

number of installs and stars for apps and actions within each category.

As per the construct validity, the exclusion criteria applied to the systematic map-

ping may have caused us to ignore some relevant papers in the field. For instance,

we collected the papers for our mapping study from the top 20 Venues listed in

Google Scholar’s ranking. This may have excluded some relevant papers from our

study. Yet, we believe the search was extensive enough to cover important aspects

for our comparison purpose. We also used the categories on the GitHub Market-

place to categorize the 515 Papers from our dataset. However, the academic and

industry terminologies are not consistent. For instance, in the marketplace, ‘Local-

ization’ is to ‘Extend your software’s reach. Localize and translate continuously
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from GitHub‘15. While in academia, localization often refers to bug localization.

Thus, using just the category name to categorize the research papers and then

mapping them to apps and actions on the marketplace could be error-prone. We

also rely on the developers to choose appropriate categories for their products on

GitHub. However, there could be developers having different perceptions of the

categories, making this subjective to the developers’ perception. To mitigate this

risk, before mapping the studies into the categories in RQ2, all the annotators fa-

miliarized themselves with the official category definitions in the marketplace. We

looked into samples of apps and actions within a category and discussed within

the group to have similar understandings of the category definitions.

Further, we used NLP techniques on the app and action descriptions to generate

word clouds for each category (a sample of word clouds for the ‘Localization’ and

‘Utilities’ categories are shown in Figure 3.19). While this was not good enough to

allow us to automate the categorization process, it gave us a better idea of what

the categories meant in the context of the GitHub Marketplace. For the final cate-

gorization, two authors of the paper went through all the products manually and

finalized the categorization. This process could be biased, but the level of disagree-

ment was within an acceptable range.

When it comes to the internal validity, in RQ2, we categorized the papers man-

ually. Although the process was independent, after it was done, we discussed the

disagreements and used a mediator to solicit an external opinion and adjusted the

categories. However, there could still be bias and misunderstandings that threaten

the internal validity. It would be ideal to find ways to automate the categoriza-

tion process, which would make this work free from unintentional research bias.

However, as we followed the established protocols of the empirical study and sys-

tematic mappings, we expect these biases are minimal.

15https://GitHub.com/marketplace?category=localization&query=&type=&verification=
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We also used a combination of an automatic and a manual process to identify

individual researchers. We used a combination of names, surnames, and affilia-

tions to identify the individual authors in the field. We followed the process by

manually inspecting scholar profiles and LinkedIn accounts. Yet, there is a small

chance that some individuals were not identified properly and a few redundancies

exist.

As per the external validity, for the academic studies (RQ2), the publication data

and citations over time were available. However, the marketplace does not provide

dates for apps and actions over time (neither in terms of the publication time nor

their popularity status over time). As a result, we could not perform a time-based

similar analysis or any analysis about the evolution of categories over time. This

lack of historical data makes it hard to predict upcoming trends in the field. Hence,

it is hard to comment on the generalization of the study beyond the scope of this

empirical investigation. We expect that in the long run, new categories would be

introduced or eliminated from the marketplace.

3.9 Conclusion

GitHub Marketplace is a software repository that provides tools for automation

based on GitHub events. The marketplace provides a plethora of information

about the tools available on this platform. These include developers, platforms,

and users’ usage data on the tools. We mined and analyzed GitHub Marketplace’s

provider, user, and platform attributes both quantitatively and qualitatively. We

also presented systematic mapping study research results on automation tools for

open-source software. For the 515 Papers in our review, we mapped them based

on research and analytical tool types as well as their category of tasks. We quan-

tified and highlighted the gaps helping researchers and practitioners to identify

opportunities and synergies to work toward reducing the gap.
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We found that although some of the automation topics in literature are widely

used in practice, they have yet to align with the state of practice. More impor-

tantly, the researchers focused their automation efforts on experimentation, partic-

ularly comparing alternative conditions on historical data (i.e., Modeling). On the

flip side, the practitioners are mostly developing tools for exploration and find-

ing important conditions. In particular, Alerts, which consist of reporting unusual

changes in the artifacts, have been the most popular. Further, we observed that in

the marketplace, the percentage of automation tools relevant to ‘Code quality’ is

less than one-fifth of the papers published in this field. We found that there is sig-

nificant research work on topics such as ‘Testing’, ‘Code quality’, and ‘Continuous

integration’ while practitioners are still not making full use of them. By introduc-

ing GitHub Marketplace as a new repository, we enable the mining community

to take further steps in understanding and analyzing different automation tools,

development, user, and usage behaviors. The summary of the state of the art helps

the researchers to build on top of the existing work while practitioners can navi-

gate the technology and find the synergies. We hope this leads to more vigorous

knowledge mobilization within software teams.
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Chapter 4

Conclusion and Future Work

The emergence of GitHub Actions allows developers to automate various tasks

in a software development life cycle, from building and testing to deploying and

releasing code. However, while GitHub Actions can simplify the development

process, as we have found out in our previous research [120], developers often

face challenges when working with Actions. One significant issue is limited func-

tionality - developers may find that existing Actions do not perform all the tasks

they need, requiring them to create new Actions from scratch. This can be time-

consuming and may result in redundant and incomplete workflows. Another chal-

lenge is inadequate documentation and lack of support surrounding Action con-

figuration, which can make it difficult for developers to understand how to use

existing Actions effectively. In some cases, developers may not be familiar with

the syntax and configuration required for YAML files, further complicating the

process. This can lead to mistakes, bugs, and other issues that can slow down the

development process.

4.1 What’s Next?

Future research can address these challenges by conducting an analysis of similar

Actions, identifying additional features, and recommending alternative Actions.

This analysis will help reduce redundancy and promote completeness in work-
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flow automation. Comparing similar Actions and providing recommendations for

alternative Actions will assist developers in finding and reusing existing Actions

instead of creating new ones from scratch. Furthermore, identifying additional fea-

tures will help developers enhance their existing workflows and reduce the need

for multiple Actions to perform the same tasks. Future research may also focus

on assisting developers in configuring YAML files, helping developers overcome

some of the challenges they face when working with Actions and reducing the time

and effort required to complete development tasks. By optimizing workflows, sav-

ing time, and enhancing overall efficiency, future research can greatly benefit the

field of software development.

The studies of this thesis present several other opportunities for future research.

It is evident that GitHub Actions are transforming the nature of bots on GitHub.

The adoption of these Actions into different processes can help with analyzing

team practices and automating the workflows for increased developer productiv-

ity. Future research can focus on understanding the best practices, patterns, and

anti-patterns by studying Apps and Actions in the OSS ecosystem. Additionally,

research efforts can be directed towards designing better Apps and Actions that

can benefit more teams, similar to the initiatives undertaken in the app store [130].

Our research study in [120] revealed that a significant number of developers

(60.87%) find the creation of YAML files for GitHub Actions difficult and prone to

errors. To address this issue and make GitHub Actions more accessible to a wider

audience, future research can help to develop an automatic workflow generator

framework. This framework will help simplify the process of creating YAML files

for GitHub Actions, reducing the learning curve and potential for errors. This

will also empower developers to create reliable and efficient workflows for their

projects, without having to spend excessive time and effort on configuration. Last

but not least, the biggest challenge for Action providers has been the testing abil-
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ity of Actions as 25% of the developers mentioned they faced difficulty to test

and debug their Actions [120]. Developing standardized testing frameworks and

guidelines specifically tailored for GitHub Actions can help Action providers en-

sure the reliability and functionality of their Actions. Future research can explore

the design and implementation of such frameworks and identify best practices for

testing Actions effectively, such as analyzing logs, providing comprehensive er-

ror messages, and offering debugging utilities. This will help Action providers in

identifying and resolving issues more efficiently.

4.2 Wrapping Up

In today’s fast-paced world of software development, there are always new tools

and technologies emerging. Among these, GitHub Actions, bolstered by the GitHub

Marketplace, is a game-changing resource that has transformed the way develop-

ers work. Through our research, we have uncovered both the strengths and weak-

nesses of these tools, providing insights for practitioners and researchers. For ex-

ample, we have found that the average number of stars for Actions with verified

creators is 115, which is considerably more than 17.35, the average number of stars

for Actions without a verified creator. To make their Actions more popular, we rec-

ommend that Action providers become verified creators, publish their Actions to

the marketplace, and write comprehensive documentation for their Actions [120].

Our findings show that while practitioners heavily rely on automation tools

for continuous integration and utilities, academics focus on code quality and test-

ing. Moreover, although academic research has produced several automation tools

over the years, only a fraction of those tools are available for practical use. This

underscores the need for more collaboration and knowledge-sharing between re-

searchers and developers to ensure that the latest advancements in automation are

implemented in practice.
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Furthermore, our survey of GitHub Actions users and developers highlights

the importance of documentation, support, and security in the adoption of these

tools. By addressing these concerns, we can promote greater visibility, re-usability,

and effectiveness of GitHub Actions, while reducing redundancy and promoting

completeness in workflow automation. Overall, our research provides valuable

insights into the world of open-source software development, helping to drive in-

novation and collaboration in this exciting and dynamic field.

As we move forward, we must continue to bridge the gap between industry

and academia, promoting knowledge sharing and collaboration to drive progress

in software development. By building on the existing work and leveraging the

insights gained from our research, we can pave the way for a more streamlined,

efficient, and effective software development process, powered by the cutting-edge

technology available on the GitHub Marketplace.
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Appendix A: Categorized Papers
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Localization P13, P131, P132, P133, P136, P147, P188, P207, P211, P213, P220, P237,
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Desktop tools P4, P87, P95, P155, P225
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Code scan-
ning ready

P2, P77, P89, P128, P131, P188, P195, P202, P224, P251, P272, P282,
P365, P369, P376, P378, P379, P380, P463, P464, P508
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Category paper ID

Learning P5, P36, P108, P112, P160, P191, P259, P278, P309, P343, P366, P368,
P370

Time tracking P14, P47, P138, P235

The mapped studies into each category of GitHub marketplace. For answering

RQ2, two authors manually mapped the studies into the schemas introduced. For

a side by side comparison in RQ3, we used the GitHub categories. Table A.1 shows

the results of this comparison.
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